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Abstract—Development is about change over time. 

Computational models have provided insights into the 
developmental changes seen in different cognitive phenomena, 
including within the domain of word learning. The present paper 
uses a computational model in tandem with a behavioral study to 
make and test predictions about the interdependencies between 
the emergences of different word learning biases. The model is 
used to investigate how the shape bias influences novel noun 
generalization to other types of items, and to guide a behavioral 
study of this effect in children. The results provide a novel view of 
biased word learning over time, and suggest that emerging biases 
interact with each other and influence how networks and children 
attend to different kinds of information over time. 
 

Index Terms—Language acquisition; language development; 
computational models; neural networks; trajectories; word 
learning. 

I. INTRODUCTION 
OMPUTATIONAL models are an important tool for 
investigating many issues within cognitive development 

[1], providing  insights into underlying mechanisms of learning 
throughout childhood. In the domain of word learning, various 
models have been used to investigate fast mapping and the 
taxonomic shift [2], task effects in novel noun generalization 
[3], and word learning at different levels of abstraction [4]. 
However, these models tend to look at prerequisites for the 
emergence of some ability rather than developmental change 
over time. This issue is not only seen in word learning, but in 
models in other domains such as object recognition [5] and 
visual processing [6]. In this paper we present a method of 
modeling trajectories and make testable predictions about 
developmental trajectories in word learning. We then test these 
predictions in a longitudinal study that follows changes in 
children’s word learning in the lab. 

As children become skilled language learners, they learn to 
deploy attention in targeted ways when generalizing a word to 
new instances. For example, if a young child sees someone 
holding a round object and is trying to decide whether the word 
“ball” would be used to label that object, they ought to attend 
more to certain features (e.g., shape and physical dimensions) 
than others (e.g., what it is made of, who is holding it). Such 
patterns of focused deployment of attention are often referred 
to as word learning biases (see next section). Our main 
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question is how different strategies in attending to information 
in the context of word learning interact and influence each 
other as development progresses. For example, does a later 
emerging attentional strategy build onto and benefit from 
earlier learning about what to attend to? Or is there a period of 
conflict as new knowledge assimilates with prior knowledge? 
Our results, from both networks and children, indicate 
interactions in how attention is deployed to different kinds of 
information as language development progresses. Importantly, 
we find these interactions specifically when looking at 
individuals over time. We use these results to speculate 
possible mechanisms driving this effect and to predict patterns 
that may be seen later in language development. 

A. Word Learning Biases 
One reason that children are such skilled language learners 

is because of biases. In word learning, biases are constraints on 
the range of things that children will consider in deciding what 
a new word refers to. Rather than assuming that any word can 
be used to label any item, children exhibit principled patterns 
in how they learn words. The main constraint of interest in this 
paper is seen in noun learning: the shape bias. The shape bias 
refers to young children’s tendency in a novel noun 
generalization (NNG) task to generalize newly learned nouns 
to other objects based on similarity in shape [7]. That is, if a 
child is taught a novel name for a novel solid object, she will 
extend that name to other objects matching the original in 
shape, even if that shape match differs in texture, color, or size. 
Children show a reliable shape bias by 2 years of age [7]. 

A related phenomenon in noun learning is the material bias. 
While the shape bias is seen in children’s generalization of 
labels to solid objects, the material bias concerns the labeling 
of non-solid substances. Children taught a novel name for a 
novel non-solid substance tend to generalize that name to other 
non-solids that match the original in material only [8], [9]. The 
material bias is typically seen slightly later than the shape bias, 
at 3 years of age [10]. 

Altogether, the evidence suggests that over the first years of 
life children develop preferential attention to different features 
of items in noun learning, first to shape in naming solid objects 
and then to material in naming non-solid substances. This 
raises the question of whether and how these biases interact 
with each other. Does development of the shape bias earlier on 
have any impact on the material bias? 

B. The Emergence of Biases 
There is debate on how word learning biases emerge. One 

side argues that biases emerge from increased knowledge about 
language and categories [11]. The other side proposes a 
developmental loop, an idea we explain here as it informs our 
approach. One study tested children longitudinally on their 
attention to shape in generalizing a novel label [12]. The 
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authors also collected diaries tracking children’s vocabulary 
growth. The results showed that children’s attention to shape 
increased as the number of nouns in their vocabularies 
increased, suggesting that the shape bias emerges in part due to 
vocabulary growth. Another study shows evidence that the 
emergence of the shape bias can influence subsequent word 
learning. Reference [13] intensively trained 17-month-olds on 
labels for novel shape-based categories. The children exposed 
to this training not only developed a shape bias earlier than is 
typically seen, they also showed a dramatic increase in 
vocabulary size compared to a control group. These results 
suggest that the development of the shape bias accelerates 
children’s learning of object names outside of the lab. 

Together these studies suggest that 1) the shape bias emerges 
out of language development, particularly vocabulary 
development, and 2) as the shape bias emerges it can in turn 
exert an influence on further vocabulary growth. Our approach 
is based on this developmental feedback loop account. 
However, unlike prior research that focuses on one bias, our 
goal is to investigate a system of biases over time. 
Computational models provide a useful tool for making 
predictions and guiding our investigation. 

C. Modeling Word Learning & Biases 
Computational models of word learning have been used to 

investigate the conditions that support the development of 
word learning biases. For example, [14] trained a network with 
a vocabulary structure of half solid objects characterized by 
shape and half non-solid objects characterized by material—a 
vocabulary structure that should directly promote the 
development of shape and material biases. Results of a virtual 
analog of the NNG task confirmed this prediction: the network 
showed a shape bias for solids and a material bias for non-
solids. In a second simulation, they trained the same network 
on a realistic early vocabulary, structured like that of a typical 
30-month-old. The earliest nouns that children typically learn 
are dominantly comprised of solid objects characterized by 
shape (e.g., ball, spoon), and include fewer non-solid 
substances characterized by material. The typical early noun 
vocabulary also includes types of items that can be 
characterized by both shape and material (see Table 1). When 
trained on this more complex vocabulary structure, the network 
again treated novel test items in ways consistent with shape 
and material biases. Reference [14] also reported behavioral 
data with young children confirming the predictions of this 
network. More recently, [15] used the same kind of network to 
successfully predict differences in novel noun generalization 
patterns between early- and late-talker children. 

These studies show that computational modeling is a 
powerful tool for exploring the emergence of word learning 

biases. Our approach harnesses this tool and uses it in two new 
ways. First, we investigate the relationships between different 
biases as they emerge over the course of word learning. We 
will model and investigate these relationships as an interacting 
system of biases in word learning and generalization. Second, 
apply our approach to the study of individual trajectories of 
language development. Previous studies (both computational 
and behavioral) show the importance of vocabulary growth on 
the development of biases, suggesting that where individuals 
are in the course of language development may matter more 
than broader measures of development such as age. In sum, our 
approach offers a new perspective by joining a model of 
different word learning biases over a developmental timescale 
with a longitudinal study of children that focuses on individual 
trajectories of learning. 

D. Approach and Overview 
Our approach is to train a network on a typical early child 

vocabulary in order to give the network the same kind of 
vocabulary knowledge that children bring to the lab. We can 
then test both networks and children on generalization of two 
kinds of items over a window of word learning. The goal is to 
see how the emergence of the shape bias for solid objects 
impacts attention to non-solid substances, first in the network 
and then in children. To test our model for a shape bias, we 
implement a virtual NNG task by exposing networks to novel 
solid items and comparing how they treat those alike in shape 
to those alike in material (as in [14]). We test the network on 
non-solid items in the same way, seeing whether and how the 
network differentiates those alike in material from those alike 
in shape. Because the network design is relatively simple, we 
expect that the biases it develops should reflect the nature of 
the vocabulary input structure. For our behavioral study, we 
implemented a laboratory version of the NNG task. In this task 
children are first taught the name for a novel solid object and 
tested on the extent to which they attend to other objects that 
match the original in either shape or material. The same test is 
done for non-solid substances. In both cases we explore how 
networks and children attend to material for non-solids, and 
whether that behavior depends on the emergence of the shape 
bias for solids in each individual. 

II. NETWORK MODEL AND BEHAVIORAL EXPERIMENT 

A. Network Dynamics 
Our models use the Leabra algorithm (Local, Error-driven 

and Associative, Biologically Realistic Algorithm), which 
combines Hebbian and error-driven learning [16]. The 
Hebbian, self-organizing learning uses longer time-scale 
statistics about the environment and is useful for extracting 
generalities. However, this type of learning is not as good at 
compensating for specific, complicated patterns. Therefore, we 
use error-driven learning, which actively utilizes differences 
between expectations and outcomes. The general function used 
in the Leabra algorithm is shown in Equation 1. 

 

 

(1) 

 Shape Material Both 
Solid 52% 

ball 
10% 

cheese 
12% 

crayon 
Non-
solid 

4% 
bubble 

16% 
glue 

6% 
jeans 

 
Table 1: Noun category proportions used to create the input vocabulary 
structure. Beneath each proportion is an example noun belonging to that 
category.  
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Where x is the sending activity, y is the receiving activity and 
θd and θp are floating thresholds which regulate how the 
weights change over learning. The weight function of the 
network is the sum of that of the error-driven learning and that 
of the Hebbian learning. 

The error-driven weight changes are updated based on the 
short-term average connection activity (<xy>s) and the 
medium-time scale average connection activity (<xy>m).  
 

 
 
Where <xy>m represents the emerging expectation about a 

current situation and <xy>s reflects the actual outcome and 
therefore the result of the received error information. In the 
simulator, there is a plus and minus phase in training. The 
minus phase comes first and represents the expectation of the 
network before it sees an outcome. Next, in the plus phase, the 
outcome is observed and influences activations. 

The Hebbian weight changes are based on the short-term 
connection activity (xys) and long-term average activity of the 
receiving unit (<y>l). 
 

 
 
Based on <y>l, the threshold for weight change is adjusted, 

making the weight more likely to change in the direction given 
by xys. This creates the structure of generalization for the 
Hebbian learning mechanism. For more details on network 
dynamics, see [16]. Together, these two algorithms provide a 
well-suited methodology for investigating how children learn. 

B. Network Architecture 
The architecture is adapted from [14] and is implemented as 

shown in Figure 1a. Words are represented discretely and are 
input on the Word Layer. Referents are represented as 
distributed patterns over several dimensions on the Perceptual 
Layer. For example, the shape and material of an object (e.g., 
the roundness of a particular ball and its yellow rubbery 
material) are represented by an activation pattern along the 
Perceptual Layer, with 12 units for shape and 12 units for 
material. Solidity is represented discretely; one unit stands for 
Solid and another for Non-Solid. Finally, there is a 25 unit 
Hidden Layer that is connected to all the other layers and to 
itself. The Hidden Layer serves as the bridge between the 
Word Layer (the sending units) and the Perceptual Layer (the 
receiving units) and it is where learning occurs. Learning 
progresses as internal representations, or weights, update and 
form links between the other two layers.  

C. Network Input Patterns and Experiment Stimuli 
The input patterns for the network consisted of training and 

testing patterns. The training patterns were based on those used 
in [14] and consisted of 50 noun representations with a 
structure analogous to the vocabulary of a typical 30-month-
old child [17]. Using adult judgments, nouns were categorized 
by both solidity (either solid or non-solid) and characteristic 
feature (either shape, material, or both). The structure of the 
typical early noun vocabulary could then be expressed as 
proportions of each type of category. Therefore, the network 
learning the entire set of training patterns represents a child 

learning a typical vocabulary. See Table 1 for the 6 categories 
and proportions used in the current study. 

Experimental stimuli consisted of two sets of novel items, 
one comprised of solid objects and the other of non-solid 
substances. Both sets consisted of an exemplar, two shape 
matches (items with the same shape as the exemplar but 
different material), and two material matches, as shown in 
Figure 1b. 

The network testing input patterns were designed to be 
analogous to the experimental stimuli with properties of solid 
and non-solid items represented by a pattern along the 
Perceptual Layer (see Figure 1b). For solid test items, this 
pattern was instantiated by manipulating activation across all 
shape and material units of the network. For non-solids, half of 
the shape units were kept constant to capture the fact that non-
solid substances are typically seen in simple shapes like smears 
and splashes (see highlighted units in Figure 1a).  That is, non-
solid item patterns had some variability in the shapes they 
could take on, but also had some imposed limitations. This was 
also done for training input patterns. 

D. Progression of Word Learning in Children and in 
Networks 
For the behavioral experiment, 20 participants from the 

Boulder/Denver metro area were recruited using the University 
of Colorado Cognitive Development Center Database. Children 
visited the lab once every month for a year from the age of 18 
to 30 months, and were tested at each visit with two NNG 
tasks, one for solid items and one for non-solid items. 
Additionally, parents completed the MacArthur 
Communicative-Development Inventories (MCDI) checklist 
each month to track child vocabulary growth. 
To mirror the behavioral experiment and chart the course of 
bias development in the networks, we tested multiple runs of 
the network at multiple points throughout word learning. 
Weights were recorded at ten checkpoints of number of words 
learned. The endpoint of learning was recorded as either 
asymptotic performance of learning all 50 words, or at the end 
of 500 epochs of training.  
 

  
Figure 1. a) Network architecture. Note that the units highlighted in red are the 
shape units, which are clamped throughout non-solid trials to represent the 
limited variability of shape in non-solid substances. b) Sample perceptual layer 
patterns for an exemplar (denoted with *), 2 shape matches, and 2 material 
matches. 

(2) 

(3) 
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E. Network Training 
Training of a network represented a child learning words 

and developing a vocabulary prior to the behavioral 
experiment. On each trial of training, a word was paired with a 
referent. The patterns associated with each word were 
determined based on which noun category that word was meant 
to represent. For example, a word for a solid item characterized 
by shape (like a ball) should be used to label things that are like 
each other in shape but differ from each other in material. To 
simulate this pattern, we randomly selected an input vector to 
represent, for example, ball shape. On individual training trials, 
we paired that shape pattern with the label ball and a randomly 
selected material pattern. Therefore over multiple training 
trials, a word for a solid item characterized by shape would be 
represented by the same shape but different material patterns. 
We did this for each of the 50 nouns in the training set. 

F. Novel Noun Generalization (NNG) Testing 
To identify word learning biases we used a behavioral and 

virtual version of the NNG task for children and networks, 
respectively. In the behavioral NNG task, children were 
presented with a novel exemplar given a novel name (e.g., 
“palo”). Then children were presented with five test objects 
(see Network Input Patterns and Experiment Stimuli section 
and Figure 1b). Children were asked, “Can you find another 
palo?” and choices were recorded until they responded “No” or 
chose all items presented. The order in which children chose 
different types of items indicates which features they 
preferentially attended to. This task was done separately for 
solids and non-solids.  

The network was similarly presented with solid and non-
solid virtual NNG tasks. On each test trial of these tasks, we 
presented the network with a triad of novel entities (one at a 
time) on the perceptual layer. The triad consisted of an 
exemplar and two choice items, one matching the exemplar in 
shape only and one matching in material only (see Figure 2). 
For each of these three inputs, we recorded the resulting pattern 
of activation on the hidden layer. If the hidden layer internal 
representations were more similar between the exemplar and 
the shape match than the exemplar and the material match, then 
the network has a shape preference. If the opposite is true, the 
network has a material preference (See Figure 2). We used 
these similarities along with Luce’s choice rule [18] to 
calculate probability of choice in the networks. This analogous 
design of the network model to the behavioral experiment 
allowed us to predict performance of children in the NNG task 
based on the networks’ results in the virtual NNG task. 

III. RATIONALE AND PREDICTIONS 
The goal of our analyses was threefold: first, to investigate 

the development of word learning biases as an interacting 
system, second, to do this in a way that accounts for individual 
trajectories of language development, and third, to explore 
pieces of the developmental feedback loop. To satisfy the first 
part of this goal, we directly compared performance (within 
our network and then in children) on solid and non-solid types 
of items. We looked at how attention to characteristic features 

(shape for solids and material for non-solids) changed as 
learning progressed. In particular, we focused on how 
deployment of attention to these two types of features changed 
and interacted as the shape bias emerged. We predicted that the 
emerging shape bias would be evident through increased 
attention to shape for solid items. This broad shift in attention 
to shape should also be evident in how the network and 
children treat non-solids, perhaps leading to less attention to 
material for non-solid items. Once the shape bias is in place, 
attention to material may rebound, or may continue to be 
overtaken by the general shift to attending to shape. 

To satisfy the second part of our goal, we focused our 
analyses on the time window surrounding the emergence of the 
shape bias in each individual network and child. We took this 
approach, rather than focusing on a certain age, vocabulary 
level, or duration of training, in order to capture a specific 
point in each individual’s trajectory of learning. We expected 
that using these individualized time windows would be more 
sensitive to shifting patterns of attention related to bias 
development. We predicted that the same analyses conducted 
over group-level, non-individualized time windows would not 
yield the same results. 

The third part of our goal is to use both computational and 
behavioral approaches to test parts of the debated 
developmental feedback loop. Specifically, if we indeed find 
that our network, given input structured like the vocabulary of 
real children, learns biases over time in a way similar to real 
children, then we will further support the feedback loop theory. 

 

 
Figure 2. Diagram of the virtual novel noun generalization task administered in 
the network. The images in the bottom row are similarity measurements for the 
exemplar and shape match, and for the exemplar and material match, 
respectively. 

IV. RESULTS 

A. Network Analyses 
We simulated word learning in the network with ten runs, 

each starting with different initial random weights. We 
identified the point in learning at which each network first 
developed a shape bias. We first found the point in learning 
where the network chose the shape match test choice for solid 
items greater than 55% of the time. Then we isolated the 
closest time points in learning both preceding and following 
the emergence of the shape bias. Using this focused time 
window, we examined how the network treated non-solid items 
in relation to solid items as the shape bias for solids emerged. 

We submitted proportion of characteristic feature choices 
(shape for solid items and material for non-solid items) to a 2 
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(test item type: solid or non-solid) × 3 (time point in learning: 
before, at, or after the emergence of the shape bias) mixed 
design analysis of variance (ANOVA). This analysis yielded 
main effects of both test item type (F(1,51) = 86.85, p < .001) 
and time point (F(2,51) = 8.66, p < .001). These main effects 
were qualified by a significant interaction between test item 
type and time point in learning, F(2,51) = 23.39, p < .001. As 
can be seen in Figure 3, as the shape bias for solids emerges 
and attention to shape for solids increases, the network’s 
preference for material choices for non-solids decreases. 
However the nature of these changes differs between item 
types. In fact, the network shows a preference for material test 
choices for non-solids, even just after the emergence of the 
shape bias for solids. Although this preference for material 
diminishes somewhat over the time window in question, it does 
not do so at a rate proportional to the increase in attention to 
shape for solids. This suggests that the emergence of the shape 
bias may have a slight diminishing influence on attention to 
material for non-solids. 

 

 
 
Fig. 3.  Network data: mean proportion of characteristic feature match choices 
at test for solids and non-solids immediately before, at, and after the emergence 
of the shape bias for solids. 
 

As a control, we ran the same analysis for a non-
individualized time window, centered roughly on the average 
time point in training at which all runs of the network 
developed a shape bias. Only a main effect of solidity reached 
significance, F(1,53) = 279.91, p < .001, reflecting an ongoing 
difference in the extent of attention to characteristic features in 
the context of solids and non-solids. The fact that the 
interaction did not reach significance supports the argument 
that the preceding results are specific to the time window in 
learning immediately surrounding the emergence of the shape 
bias in each individual run of the network. 

B. Behavioral Analyses 
To determine the point at which children showed a shape 

bias, we first calculated a bias measure from children’s 
performance on the NNG task with novel solid objects. This 
bias measure accounted for both the extent that children 
attended to the relevant feature (i.e., shape) as well as the 
extent to which they excluded irrelevant features (i.e., material) 
in their object choices at test. In order to capture the emergence 

of a stable, non-transitory shape bias, we averaged our bias 
measure across triads of visits and identified the window at 
which the averaged shape bias score exceeded a predetermined 
criterion value. At the emergence points, the sample of children 
had an average age of 22.65 months and an average 
standardized vocabulary measure at the 58th percentile. As in 
the networks, we used the visits both preceding and following 
shape bias emergence to center our analyses. 
 Our dependent measure was the extent to which children 
attended to the characteristic feature of items (shape for solid 
objects and material for non-solid substances) in the NNG task. 
As can be seen in Figure 4, there was an overall trend that an 
increase in attention to shape for solids corresponded to a 
decrease in attention to material for non-solids, and vice versa. 
To verify this pattern, attention to characteristic feature was 
submitted to a 2 (solidity) × 3 (time point) ANOVA. Results 
showed significant main effects of time (F(2,89) = 5.81, p < 
.01) and solidity (F(1,89) = 10.95, p = .001), as well as an 
interaction between the two (F(2,89) = 17.96, p < .001). 
Leading up to the emergence of the shape bias, as attention to 
shape for solids sharply increased, attention to material for 
non-solids diminished. However, after the shape bias had 
emerged, this trend reversed. Recall that in the network results, 
shape choices for solids continued to increase after emergence 
of the shape bias, and material choices for non-solids continued 
to decrease. In our sample of children, although we do see a 
decrease in attention to shape for solids after emergence, it 
does not diminish to pre-emergence levels. These different 
patterns can be attributed to the fact that our network cannot 
forget what it has learned, in contrast to the moment-to-
moment variability in children’s behavior. This reveals a 
possible limitation of the network as a model of bias learning 
in children. Nonetheless, both the model and behavioral data 
show that as one bias emerges, attention to the characteristic 
feature of that bias increases while attention the other feature 
decreases. 

 
Fig. 4  Behavioral data: mean attention to characteristic feature for solids and 
non-solids before, at, and after the emergence of the shape bias for solids. 
 

As in the network analysis, we ran a control analysis on non-
individualized time windows. We chose the average time 
window at which the sample of all children showed a shape 
bias (their sixth visit to the lab), and centered our analysis 
window on this time point. This analysis yielded no significant 
effects. This is further support that the effects reported above, 
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and particularly the interaction between solidity and time, are 
contingent on focusing on individualized windows capturing 
the period in which each child develops a shape bias. 

V. DISCUSSION 
The current study investigated the dynamics involved in the 

development of the shape bias for solid items and deploying 
attention to other kinds of items in early language acquisition. 
We found that the emergence of the shape bias for solids was 
associated with increased attention to shape in the context of 
solids but decreased attention to material in the context of non-
solids. As one bias emerges, attention shifts to the 
characteristic feature of that bias, but it comes at a price. We 
see this happening, in both networks and children, with 
attention to shape for solids at the cost of attention to material 
for non-solids. However, particularly in light of our behavioral 
data, it seems that this trend might reverse as other biases (i.e., 
the material bias) start to come online. 

The mechanisms driving the observed changes in bias 
learning and development in our networks speak directly to 
possible mechanisms in children. The current work suggests 
that the network can mainly develop one bias at a time. If this 
were the case, we would predict that as the network continued 
to train on more words, the material bias for non-solids would 
come online (as seen in children) and cause a dip in attention to 
shape for solids. However, by this time the shape bias for 
solids would be well established and thus largely resilient 
against the network’s shift to focusing on material. One could 
test this by focusing the same analyses on the window over 
which the material bias for non-solids emerges for individual 
children. 

The results from both the networks and children support the 
developmental feedback loop account. Because we merely 
observed bias development, but did not manipulate vocabulary 
learning in children, we cannot make a causal conclusion from 
the children’s data. However, our networks do suggest a causal 
relationship. Given only the input structure of a typical child’s 
vocabulary, the network developed interacting biases. We 
believe that these interactions between the two types of biases 
are not a consequence of how we set up our model because we 
observed similar patterns in the longitudinal behavioral data 
(and we had no control over the “vocabulary input” of those 
children). There is a possibility that some other unmeasured 
factor is contributing to the results we observed, which is a 
question we plan to pursue in future research. 

A key point of the current investigation is the importance of 
looking at individual trajectories of learning. Our analyses 
showed that considering a time window centered on a group-
level value, such as average number of words learned, missed 
the dynamic interactions found with our individualized time 
windows. This indicates that dynamic shifts in attention in 
word learning and generalization are a product of individual’s 
experiences and progress in language development. Networks 
and children must learn the strategies for which features are 
most important to attend to in the context of different types of 
items through experience and vocabulary growth. 

Additionally, our results offer support for the idea that the 

emergence of word learning biases is a piece of a self-
constructing developmental loop. Our network tests the idea 
that the structure present in children’s early vocabularies leads 
to shifts in attention and developing specific biases. Our results 
from the network and from children support this explanatory 
account, and make the unique contribution of showing how 
biases, attention, and word learning continue to interact over 
time. 

This work could be extended to look at other milestones in 
language development, particularly at the emergence of the 
material bias for non-solids. This could test whether the 
mechanisms we outline above are common to overall word 
learning and generalization, or are specific to the shape bias. 
The approach of investigating individual networks and children 
could also be used to explore this system of word learning 
biases as it develops in other populations, such as early- or 
late-talking children. In sum, this work offers a novel 
perspective and technique for studying the development of 
skilled word learning in networks and in children. 
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