
Chapter 1

Maximum Likelihood

1.1 Introduction
The technique of maximum likelihood (ML) is a method to: (1) estimate the
parameters of a model; and (2) test hypotheses about those parameters. There
have been books written on the topic (a good one is Likelihood by A.W.F.
Edwards, New York: Cambridge University Press, 1972), so this chapter will
serve only as a simple introduction to help understand the process.

There are two essential elements in maximum likelihood. They are (1) a set
of data (which, of course, is necessary for all analyses); (2) a mathematical model
that describes the distribution of the variables in the data set. The model that
describes the distribution of the variables will have certain unknown quantities
in it. These are called parameters. The purpose of maximum likelihood is to find
the parameters of the model that best explain the data in the sense of yielding
the largest probability or likelihood of explaining the data. In least squares (see
the class notes chapter on Least Squares Estimation), one finds the parameter
of the model that yield the minimum sum of squared prediction errors. Thus,
maximum likelihood differs from least squares mostly in terms of the criterion
for estimating parameters. In least squares, one minimizes the sum of squared
errors; in maximum likelihood, one maximizes the probability of a model fitting
the data. A second difference is that in using maximum likelihood, one must
always make some assumption about the distribution of the data. Sometimes
these distributional assumptions are made in least squares (e.g., MANOVA), but
at other times they are not necessary (e.g., estimating regression parameters).

Like least squares maximum likelihood uses three steps in a data analysis.
The first estimates the parameters for a model. The second tests hypotheses
about those parameters. The third compares two models of the same data.
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1.2 Estimation
It is perhaps easiest to view the estimation part of maximum likelihood by
starting with an example. Suppose that we wanted to estimate the mean and the
standard deviation for a single variable. Let Xi denote the score of the variable
for the ith observation and let N denote the total number of observations. Let
us further assume that the scores are normally distributed. Then the likelihood
of the ith observation is simply the ordinate or height of the normal curve for
that observation, or
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Here, � and σ� are, respectively, the mean and the standard deviation of the dis-
tribution. Because the observations are all independent (recall the assumption
of the independence of the rows of the data matrix), the likelihood for any two
observations is simply the product of their respective likelihoods. For example,
the joint likelihood of the ith and jth observation is simply L(Xi)L(Xj). Again,
because of independence, the joint likelihood of any three observations will be
the product of their individual likelihoods. Continuing with this logic, we see
that the joint likelihood of the vector of observations (i.e., the vector x) is

L(x) =
N�

i=1

L(Xi) (1.2)

Hence, the problem of maximum likelihood is to find � and σ� so that L(x) is
maximized. The problem of finding the maximum (or minimum) of a function
with respect to the unknowns is a classic problem in calculus. That is, we want
to differentiate the function L(x) with respect to � and σ�, then set these first
partials to 0, and finally rework the equations so that we solve for � and σ�. That
is, we want to find � and σ� such that

∂L(x)

∂µ
= 0, and

∂L(x)

∂σ
= 0 (1.3)

The resulting estimates, usually denoted with a “hat” as µ̂ and σ̂, are then
known as the maximum likelihood estimators of � and σ�.

The process of maximum likelihood is almost always performed on the nat-
ural logs of the likelihood function. There are two reasons for working with log
likelihoods rather than with the likelihoods themselves. First, likelihoods are of-
ten (but not always) quantities between 0 and 1. Hence, taking the products of
a large number of fractions can be affected by marked rounding and truncation
error, even with the most modern computers. Second, it is considerably easier
to calculate the derivatives of the log likelihood than it is to obtain them for the
likelihood because the log likelihood is a series of sums whereas the likelihood
is a series of products. Those with experience with calculus will recognize the
ease in differentiating sums relative to differentiating a series of products.
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In terms of our example, we want to find µ̂ and σ̂ that maximize the log
likelihood of the data given the model. The log likelihood is gotten by simply
taking the log of both sides of Equation (2) or

log (L (x)) =
N�

i=1

log (L (Xi)) (1.4)

The log likelihood of Xi is simply the log of the right side of Equation 1.1,
or

log (L (Xi)) = −1
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Substituting Equation 1.5 into Equation 1.4and reducing gives the log like-
lihood of the sample as

log (L (x)) = −N
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Without going through the mathematics of differentiating this equation with
respect to � and σ�, setting the partials to 0, and then solving for � and σ�, we
merely state the results. The estimator of � is

µ̂ =

�
Xi

N
(1.7)

and the estimator of σ is

σ̂ =

��
(Xi − µ)2

N
(1.8)

Note that the divisor is N and not the degrees of freedom (N - 1). This
means that the estimate σ̂ is biased. This is true of ML estimators (MLE). The
key property of MLE is that they are asymptotically consistent which is jargon
for a simple concept: as sample size becomes large the MLE converge on their
population values. Hence, maximum likelihood usually assumes large samples.

In this example, it is easy to arrive at analytical expressions for the estima-
tors µ̂ and σ̂. This is unusual. Typically, one cannot solve the derivatives, or
in many other cases, even write then in the first place. In yet other cases, the
equations can be solved, but it would take considerable effort to do so. Here,
numerical methods are used to find the maximum likelihood estimators. There
are many different numerical methods, many of which are geared to a specific
class of problems. They are too numerous to detail them here. Instead, one
may look at them as highly sophisticated "trial and error" procedures. That is,
they begin with some initial estimates of the parameters and evaluate the log
likelihood for these estimates. They then find improved estimates based on the
log likelihood surface around the original estimates. This procedure is repeated
in an iterative fashion until the log likelihood cannot be maximized any further.
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1.3 Testing parameters
A second property of an MLE is that its sampling distribution is a normal dis-
tribution when (1) the parameter, along with all other parameters in the model,
is not at a boundary; and (2) sample size is large. The boundary condition is a
very esoteric and gnarly topic that applies to statisticians writing and solving
their own unique mathematical models. Here, maximum likelihood is used for
“canned” types of problems, so it can be ignored.

How big must sample size be before it is considered “large.” The answer
depends on the particular problem at hand. The small sample sizes in neuro-
science may well compromise the property of normality. Unfortunately, I am
not aware of any systematic attempt to explore the sample size issue with the
typical designs in neuroscience.

The covariance matrix of the MLEs is the inverse of the matrix of second
partial derivatives (also called the Hessian). In the example,

�
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(1.9)

The standard errors for the MLE are the square roots of the diagonals of this
matrix. Because of the property of normality, a parameter estimate divided by
its standard error is a Z statistic testing the hypothesis that the true parameter
is 0 (this is the Wald statistic described below in Section 1.4.2). Again, the
validity of the Z statistic depends on sample size, so in neuroscience we should
interpret these statistics cautiously.

1.4 Model comparisons
The algorithm that we used for least squares estimation of the GLM with inter-
action terms required us to fit different models and compare the results. We used
that algorithm even though each time we fitted a GLM, the output included the
parameter estimates and statistical tests on whether each estimate differed from
0. The same philosophy–fit different models and compare them–should also be
applied to models fitted using maximum likelihood. In fact, when sample sizes
are small, this is the only justified approach. Hence, most neuroscience research
should follow this course.

Fitting and comparing different models leads to the likelihood ratio test dis-
cussed in the next section and to the model comparison indices discussed in
Section 1.4.4. There are two other tests that do not directly compare two mod-
els but test for the significance of individual parameters within a model. These
are the Wald test and the score test. They are analogous to a t test for an
individual parameters in a GLM. When sample size is very large, the three con-
verge. When, however, it is small, most statisticians prefer the likelihood ratio
test. To help you interpret the output from maximum likelihood procedures, a
short overview of
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1.4.1 The likelihood ratio test
In the GLM we saw how two nested models can be compared (see Section
X.X) using the R

2s and the degrees of freedom for the full and the reduced
models. In maximum likelihood, two nested models may also be compared but
the comparison involves different statistics. One major test is the likelihood ratio
test (LRT). Here, we have two models, term the “full” model and the “reduced”
model. (ML enthusiasts often use the term “general” for the full model.)1 To
meet the requirement of nested models, all of the parameters in the reduced
model must be contained in the general model. The parameters from the full
model that are not estimated in the reduced model are called “fixed” parameters
and are usually set to a value of 0.

Let L(x)f and L(x)r denote the log likelihoods of, respectively, the full
and the reduced models. Let pf and pr denote, respectively, the number of
parameters in the full and reduced models. The likelihood ratio test is

LRT = 2 (L(x)f − L(x)r) (1.10)

With large samples, the LRT will be distributed as a χ
2 statistic with degrees

of freedom equal to (pf − pr). This χ
2 is often called a likelihood ratio χ

2 or
LR χ

2. The p value of the χ
2 is the probability of randomly selecting a χ

2

from a “hat” of χ2s with (pf − pr) degrees of freedom that is greater than the
χ
2 observed in the data analysis, i.e., p(χ2

> χ
2
obs). If the probability is remote,

then we reject the reduced model and view the full model as a better explanation
of the data. If the probability is not low, we view the reduced model as an
acceptable explanation for the data.

In large, epidemiological studies, models can involve dozens of parameters,
and it is not uncommon to compare models that differ in a large number of
parameters. In experimental neuroscience, however, the parameters are dictated
by the nature of the experiment and the usual null hypothesis specifies that a
parameter has a value of 0. Here, the recommended course of action is to fit
the full model. Then fit a series of models, each one setting one and only
one parameter to 0. Then use a likelihood ratio test to compare the models.
For example, if there are three parameters—x1, x2, and x3–then we fit four
models. The first is the general model and estimates all three parameters. The
second sets x1 to 0 and estimates x2 and x3. The likelihood ratio χ

2 compares
this model to the general one and provides the best test for the significance
of parameter x1. The third model sets x2 to 0, estimating x1 and x3. Its
LR χ

2 compared to the general model permits us to assess the significance of
parameter x2. Finally, the LR x1 comparing the log likelihood for the fourth
model (x3 = 0) to the log likelihood of the full model assesses the significance
of parameter x3.

1The term “general” is also used to refer to that model having the most parameters of a
series of models that are fitted to data.
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1.4.2 Wald statistics
When sample size is large, Wald statistics may be used to estimate the sig-
nificance of individual parameters. The formula of the Wald statistic for a
parameter, W (x), is

W (x) =
x−H(x)

sx
(1.11)

where x is the observed, maximum likelihood value of the parameter, H(x) is the
hypothesized value of the parameter (usually, 0), and sx is the estimated stan-
dard error of the parameter (a quantity that the maximum likelihood software
calculates for you). Technically,W (x) follows a t distribution, but the assump-
tion that sample size is large makes the t equivalent to a standard normal or
Z distribution (see Section X.X). In many applications, the value of W (x) is
squared. This follows a χ

2 distribution with one df and the statistic W (x)2 is
called a Wald χ

2.
When sample size is very large, the Wald χ

2 and the likelihood ratio χ
2

usually give similar results. When sample size is small, as it is in much research
in neuroscience, the likelihood ratio test should be interpreted instead of the
Wald test.

1.4.3 Score statistics
Like the Wald statistic, a score χ

2 estimates the significance of an individual
parameter in the model. The formula for a score χ

2 is too complicated to
present, but its meaning is not difficult. The χ

2 for a parameter extrapolates
from a model without that parameter to obtain an estimate of the improvement
in fit by adding that parameter. That is, if our model had three parameters–x1,
x2, and x3–a score χ

2 for, say x3, looks at the information predicted by x1 and
x2 and asks “How much does x3 add to the story?”

Like a Wald χ
2, a score χ

2 depends on large sample size. Hence, the likeli-
hood ratio test should be preferred with small samples.

1.4.4 Model comparison indices
Many software routines that use maximum likelihood will also print two statis-
tics used for model comparisons that “weight” the likelihood ratio χ

2 to favor a
parsimonious model. That is, they try to balance the ability to predict the data
against the number of parameters used in the prediction. Hence, they tend to
favor smaller models with good explanatory power.

The two statistics are the Akaike information criterion usually abbreviated
as AIC (Akaike, 1974) and the Bayesian information criterion or BIC, some-
times called Schwarz’s Bayesian criterion (Schwarz, 1978). For a model with p
parameters and a data set with N total observations, their respective formulas
are

AIC = −2 ln (L(x)) + 2p (1.12)
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and
BIC = −2 ln (L(x))+ ln(N)p (1.13)

Note that the equations differ only in the weight assigned to the number of
parameters for the LR χ

2. The AIC multiplies this by 2 whereas the BIC
multiplies it by the natural log of sample size.

When a series of models is fitted to data, the one with the lowest AIC or
lowest BIC is preferred. Often, but not always, the two will select the same
model. There is no universal agreement on which statistic should be preferred.


