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Chapter 14

Nonlinear Models

14.1 Introduction

In statistics, the terms linear and nonlinear cause confusion because they can
be used equivocally. Strictly speaking, a linear model can be linear in terms
of the coefficients (i.e., parameters or the βs in a GLM), linear in terms of the
variables, or linear in terms of both the coefficients and variables. A model
is linear in terms of the coefficients when all of its mathematical terms are
in the form of “a parameter times some function of a variable” plus “another
parameter times some function of a variable” and so on. Usually, the “some
function of a variable” is simply the variable itself, so the terms will be of the
form βiXi. At other times, the variable may be squared giving a term like
βiX2

i which is linear in terms of the coefficient βi but nonlinear in terms of the
variable X2

i . In statistics, the term linear model is used almost exclusively to
refer to those models that are linear in terms of the coefficients. Hence, all the
models in regression, ANOVA, ANCOVA (in short, the GLM), are “linear” even
though some models—e.g., polynomial models—may be nonlinear in terms of
the variables. It is very easy to solve for the coefficients of these linear models.
In fact, the ease of a solution has been a major reason for the popularity of
these models.

In neuroscience, many models are nonlinear in terms of the parameters.
Enzyme kinetics, receptor binding, circadian rhythms, neuronal burst patterns,
and dose-response curves with a binary outcome are classic examples. If linear
models are easy to solve, it is not a far stretch to guess that nonlinear models
may be difficult to solve. Indeed, except for special cases, many nonlinear
models do not have a closed-form mathematical solution. The typical approach
to solving such a model is to use numerical methods, a somewhat glorified term
for computer algorithms that guess at an answer, evaluate the fit of the model
at that guess, and then adjust the guess to achieve a better fit. After a series of
such guesses, evaluations, and adjustments (or iterations), the algorithm usually
arrives at the answer (or converges). The mechanics behind these algorithms
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CHAPTER 14. NONLINEAR MODELS 3

are too complicated for our purposes here. Just, however, as you can drive a car
without specialized knowledge about fuel-injection systems, it is possible to use
these algorithms to fit models and make inferences about them without knowing
the specifics behind the computer software.

One can conveniently divide nonlinear models into two classes. The first
may be termed typical in the sense that the problem fits a certain form that
is so commonly encountered in research that general statistical packages have
routines for it. Examples include logistic and probit models used to predict
binary or ordinal outcomes. The second type, which we term atypical, is so
specialized that there is no routine in a general statistics package to handle
it. Note that the difference between typical and atypical nonlinear models is
relative. A behavioral neuroscientist may have only rare use to fit a model for
enzyme kinetics and might legitimately consider such models atypical. On the
other hand, a biochemist interested in amino acid substitutions may routinely
fit enzyme kinetic models and rightly treat them as typical. The latter may
have specialized software to fit such models.

14.2 Typical Nonlinear Models

14.2.1 Logistic Regression
The purpose of logistic regression is to predict either a dichotomous (i.e., binary)
response or an ordinal response. We begin with a binary response. The logistic
model assumes that the logit (i.e., logarithm of the odds of a response) is a linear
function of the predictors. That is a mouthful, so let us begin at a simpler level
and work up to an understanding of that statement. As in the GLM, we start
with a linear model that predicts “something” ( Ŷ ) as a linear function of a
single predictor

�Y = β0 + β1X1 (14.1)

In the GLM, Ŷ is the predicted value of an observed variable. In logistic
regression, however, Ŷ is the logarithm of the odds of a predicted response, which
in statistical parlance is called a logit (see Section X.X). If p is the probability of
a response, then the odds of a response equal the quantity

�
p

1−p

�
and the logit

is the log of this quantity. Hence, in logistic regression, we have the equation

log

�
p

1− p

�
= β0 + β1X1 (14.2)

Take the exponent of both sides of this equation

p

1− p
= exp (β0 + β1X1) (14.3)

Solving for p gives
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Figure 14.1: Examples of logistic curves differing in “intercept” and “slope.”
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p =
exp (β0 + β1X1)

1 + exp (β0 + β1X1)
=

exp
�
Ŷ
�

1 + exp
�
Ŷ
� (14.4)

Parameter β0 is the intercept in the Equation 14.1. For a line with a constant
slope, β0 moves the line up or down on the vertical axis. β0 has a similar function
in Equation 14.4. It is still a displacement parameter, but β0 will now move the
curve to the right or to the left without changing the shape of the curve (see
the right panel of Figure 14.1).

Parameter β1 is the slope for Ŷ in Equation 14.1 and it measures the mag-
nitude of prediction. The steeper the slope, the better the prediction. β1 also
measures the extent of prediction in the equation for p, but here it increases or
decreases the inflection (i.e., the “steepness”) of the curve. When β1 = 0, the
logistic curve is a horizontal line with no steepness. As β1 increases, the curve
becomes steeper and steeper and approximates a pure step function.

When there is more than one predictor, then we simply replace X with Ŷ on
the horizontal axis in Figure 14.1. As in the GLM, the individual βs measure the
extent to which their independent variables contribute to prediction. βs close
to 0 (relative to scale of their X s) suggest those variables are not important for
prediction. A significant positive β implies that an increase in its X predicts an
increased probability of the response while a negative β denotes that an increase
in X is associated with a decreased probability of the response.

For a given data set, a plot of the logic function can resemble any “slice”
of the examples in Figure 14.1 or of their mirror images. Four examples are
provided in Figure X.X.
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Figure 14.2: Different types of logistic curves.

−3 −2 −1 0 1 2 3

0.
0

0.
2

0.
4

0.
6

0.
8

1.
0

Ŷ
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14.2.1.1 Example of Logistic Regression: Audiogenic Seizures

The fact that loud noises can produce neurological seizures in rodents has long
been used as a model for human seizure disorders (epilepsy). It has also been
known that phenobarbitals can inhibit seizures. Let us randomly assign mice to
several levels of aural noise (in decibels) and randomly assign half of the mice
for a given decibel setting to an injection of phenobarbital with the other half
being treated with a vehicle. The dependent variable is whether or not a mouse
has a seizure in the test situation.

If we let p denote the probability of a seizure, then we can write a model
that has the main effects of the level of sound and the presence or absence of
Phenobarbital as well as interaction of sound-level and Phenobarbital. The only
difference between the logistic equation and the equation in the GLM is that the
GLM directly predicts a dependent variable whereas the logistic model predicts
the logit or logarithm of the odds. Specifically,

Ŷ = log

�
p

1− p

�
= β0+β1dB+β2Phenobarbital+β3db∗Phenobarbital (14.5)

To examine the meaning of the coefficients in logistic regression, it is convenient
to code the Phenobarbital variable as 0 = Vehicle and 1 = active drug. Then
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the logistic equation for the Vehicle group is

ŶVehicle = log

�
p

1− p

�
= β0 + β1dB (14.6)

And the one for the Phenobarbital group is

ŶPheno = log

�
p

1− p

�
= (β0 + β2) + (β1 + β3) dB (14.7)

If the two curves differ only in the constant, then β2 �= 0 and β3 = 0. The
curve for Vehicle and the curve for Phenobarbital will have the same shape but
the curves will differ in location. The situation was depicted previously in the
left panel of Figure 14.1. If the two groups had the same location (i.e., constant)
but different sensitivities to noise, then β2 = 0 and β3 �= 0. In this case the
curves would have different shapes as in the right hand panel of Figure 14.1.
Finally it is possible that both the location and the sensitivity of the Vehicle
differ from that of Phenobarbital. In this case the curves would have different
locations and shapes.

The SAS code required to fit a logistic model to the data is given in Ta-
ble 14.1. Variable “Seizure” is coded as 0 (did not have a seizure) or 1 (did
have a seizure). By default, SAS will order the dependent variable and then
predict the probability of the first category. In this case, that would be the lack
of a seizure. The DESCENDING option in the PROC LOGISTIC statement
informs SAS to use descending order. Hence, SAS will predict the presence of
a seizure.

Output from the procedure is presented in Figures 14.3 and 14.4. Section
(1) of the output describes the data being analyzed. As always, you should go
over this to make certain that you are analyzing the correct dependent variable.
The “Response Profile” is a fancy term for a count of how many observations fall
into the two categories. Always examine which of the two categories is being
predicted. The output states that “Probability model is Seizure = 1” which
means that we are predicting the probability of a seizure.

Table 14.1: SAS Code for a logistic regression.

PROC LOGISTIC DATA=qmnin14 . Audiogenic DESCENDING;
MODEL Se i zu r e = dB Treatment dB∗Treatment ;

RUN;

With logistic regression—as well as any other nonlinear technique that uses
numerical methods—it is always imperative to make certain that the process
converged. All good statistical programs should print a message to that effect,
or if the algorithm has not converged, should print a warning or error message.
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Figure 14.3: SAS output from PROC LOGISTIC for the seizure data, part1.

Never interpret the output when the procedure has not converged to a solution!
In Section (2) of the output, the message “Convergence criterion (GCONV=1E-
8) satisfied” indicates convergence, so we can trust the results.

When a statistical procedure uses numerical methods to arrive at a
solution, never interpret the output when the procedure has not con-
verged. Consult the documentation and change options until conver-
gence is achieved. You may have to consult with a quantitative expert
on how to use the options.

Section (3) of the output gives three statistical indices used to assess the fit
of the overall model. The first two are the Akaike information criterion (AIC
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Figure 14.4: SAS output from PROC LOGISTIC for the seizure data, part2.
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Table 14.2: Output from a reduced logistic regression model for the seizure data.

Ana lys i s o f Maximum Like l i hood Est imates
Standard Wald

Parameter DF Estimate Error Chi−Square Pr > ChiSq
In t e r c ep t 1 17.8340 3 .4552 26.6406 <.0001
dB 1 −0.1907 0 .0367 27.0336 <.0001
Treatment 1 1 .3684 0 .6695 4 .1772 0 .0410

in the output) and Schwarz’s Bayesian criterion (SC in the output but also
labeled as SBC or BIC—for Bayesian information criterion), and the quantity
labeled “-2 Log L” which is minus twice the log of the likelihood (see Section
??). Models[ with a smaller AIC and/or BC are to be preferred. In Figure 14.4
both the AIC and the BC are noticeably smaller for the model that included
the predictors—termed “covariates” in the output—than the model with only
an intercept. Hence, the model with the covariates is to be preferred.

The section labeled “Testing Global Null Hypothesis: BETA=0” gives results
that are analogous to the overall ANOVA table in a GLM. Here, the tests are
based on the χ2 distribution. For the Seizure data, they all give the same result–
prediction is significantly better than chance. This will not always be the case.
[X.X section on which stat to interpret].

There are three χ2 tests for overall predictability—the likelihood ratio χ2

(based on the “-2 Log L” quantity), Score χ2, and the Wald χ2—and just as in
the GLM, when the p value of these statistics is less than the preset α level, then
the null hypothesis of no overall prediction is rejected. Often, but not always,
the three lead to the same inference. There is no statistical consensus on which
of the three statistics to interpret when some reject the null hypothesis while
others fail to reject it.

Section (4) of the output presents the parameter estimates along with tests
for their significance. In logistic regression, one should proceed in fitting models
just as in polynomial regression and GLMs with interactions (see Section X.X).
That is, fit the most general model first. Then delete nonsignificant higher-order
terms to arrive at a parsimonious model.

Finally, Section (5) of the output presents some statistics for the two by two
table of predicted versus observed seizures.

In the present example, the interaction between noise level and treatment is
not significant, so we would delete that term and rerun the logistic regression.
The relevant parts of the output for this model are given in Table 14.2. Both
sound level in dB and treatment with phenobarbital are significant. Louder
sounds increase the likelihood of a seizure while the drug decreases it.

Note that Treatment is now significant. Had we interpreted only the coef-
ficients in the full model in Figure 14.2, we would have erroneously concluded
that there were no differences between the treatment and control groups.
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Figure 14.5: Amyloid plaques in three transgenic mouse strains.
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● No plaques ● Plaques

14.2.1.2 Example of Logistic Regression: β-amyloid plaques.

There are many transgenic models of Alzheimer’s disease (AD) in which known
single genes that cause AD have been inserted into mouse strains. A team
of researchers has already developed such a strain using a human allele of the
amyloid precursor protein (APP) locus. They suspect that a second mutation
in the APP allele would produce a better model and using recombinant tech-
niques, they produce a new allele that is inserted into the already-developed
mouse strain. To assess the new model, the lab compares the presence of Aβ-
amyloid plaques in the brains of mice of the regular strain (NN genotype) with
mice heterozygous and homozygous for the experimental allele (EN and EE
genotypes, respectively) as a function of age of the mouse. Foe each genotype,
three mice at each age (in months) and the brains examined for the presence of
plaques.

Figure 14.5 plots the observed frequency of plaques as a function of age in
the three genotypes. Visual inspection suggests that the E allele does indeed
increase the frequency of plaques, but there are many other questions that are
difficult to answer from the graph. Is the effect of the E allele additive or
dominant? Do the E genotypes have the same sensitivity curves over age as the
NN genotype but with different intercepts, or in other words, do the NN, EN,
and EE curves have the same shape but different displacements? Or do the E
genotypes have different sensitivities to age (i.e., are the shapes of the curves
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Table 14.3: SAS code for amyloid plaques.

PROC LOGISTIC DATA=PlaquesData DESCENDING;
MODEL Plaques = Age Addit ive Dominance Age∗Addit ive

Age∗Dominance ;
RUN;

different)?
These questions can be answered through logistic regression. To examine

the issue of dominance, we can use numeric codes for the genotypes to reflect
additive and dominance effects, just as we did in the chapter on Regression (see
X.X). Here, we create a numeric variable called Additive with values of -1, 0,
and 1 for the respective genotypes of NN, EN, and EE and a second variable,
Dominance, with respective values of 0, 1, and 0. To test whether the shape of
the logistic curves are the same for the three genotypes, we include interaction
terms between age and Additive and age and Dominance in the model.

The SAS code for performing this regression is given in Table 14.3 and the
output from PROC Logistic is given in Table 14.4. Note the DESCENDING
option in the PROC LOGISTIC statement. Because the data are coded as 0
= no plaques, 1 = plaques, this option informs the procedure to place these
values in descending order. Hence, the procedure will predict the probability
that variable plaques = 1.

The tests for overall predictability strongly reject the null hypothesis of no
predictability. Of the terms in the full model, however, only Age is significant.
Once again, one should never leave a model at this stage because multicollinear-
ity from the non-significant interaction terms can obscure the effects of geno-
type. Indeed, when the Age*Dominance and then the Age*Additive terms are
removed, there is a significant effect for both Additive and Dominance (see Table
14.5). The predicted logistic curves are presented in Figure 14.6. Because there
is no interaction with age, all three genotypes have the same slope over age.
They differ only in their displacement. Plaque formation begins at an earlier
age in genotypes EE and EN than in genotype NN.

14.2.2 Probit Regression
Probit regression is very similar to logistic regression and usually there is only
a trivial difference when the same data are analyzed with logistic and probit
regression (an example is given below). The logic behind probit regression is
identical to the logic behind the multifactorial threshold model used in disorders
with complex genetics (falconer -?edwards-ref, g & s X.X). This “multifactorial”
part of the model holds that: (1) many different genes as well as many dif-
ferent environmental factors contribute to a disorder; (2) the effects of each
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Table 14.4: Partial output from logistic regression on amyloid plaque data:
General model.

Test ing Global Nul l Hypothes is : BETA=0
Test Chi−Square DF Pr > ChiSq
L ike l i hood Ratio 123.2927 5 <.0001
Score 100.0970 5 <.0001
Wald 37.6040 5 <.0001

Ana lys i s o f Maximum Like l i hood Est imates
Standard Wald

Parameter DF Estimate Error Chi−Square Pr > ChiSq
In t e r c ep t 1 −12.0645 2 .7997 18.5696 <.0001
Age 1 0 .5012 0 .1199 17.4810 <.0001
Addit ive 1 −1.1601 2 .7997 0 .1717 0 .6786
Dominance 1 −1.6129 4 .6619 0 .1197 0 .7294
Age∗Addit ive 1 0 .1231 0 .1199 1 .0537 0 .3047
Age∗Dominance 1 0 .1149 0 .2063 0 .3101 0 .5776

Table 14.5: Partial output from logistic regression on amyloid plaques: Reduced
model.

Test ing Global Nul l Hypothes is : BETA=0
Test Chi−Square DF Pr > ChiSq
L ike l i hood Ratio 122.1609 3 <.0001
Score 85 .6615 3 <.0001
Wald 36.2226 3 <.0001

Ana lys i s o f Maximum Like l i hood Est imates
Standard Wald

Parameter DF Estimate Error Chi−Square Pr > ChiSq
In t e r c ep t 1 −13.8656 2 .3119 35.9713 <.0001
Age 1 0.5673 0 .0976 33.7913 <.0001
Addit ive 1 1 .8431 0 .4217 19.0975 <.0001
Dominance 1 1 .2636 0 .5820 4 .7140 0 .0299
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Figure 14.6: Predicted curves predicting the presence of Aβ amyloid plaques as
a function of transgenic genotype.
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gene and each environmental factor is small; and (3) the effects are additive.
Hence, we can construct a latent (i.e., unobserved) variable called liability (or
predisposition, vulnerability, diathesis) and write an equation for liability as

L = β0 + β1G1 . . .+ βjGj + βj+1E1 . . .+ βj+kEk (14.8)

where the Gs and Es are, respectively, different genes and environmental factors.
Given the assumptions of multifactorial causality, the central limit theorem
dictates that the latent liability variable (L) will have a distribution that, for
all practical purposes, is indistinguishable from a normal.

The threshold part of the model assumes that once liability reaches a certain
point (the threshold), a disease process begins and the person is affected. Figure
1.8 illustrates the multifactorial threshold model, depicting a normal distribu-
tion of liability and a step function (when liability equals t) relating liability to
the probability of a disorder.

The model in Figure 1.7 is a Platonic, idealistic model. That is, it is fine from
a purely theoretical perspective, but it will never work in practice because we
cannot measure all the genes and the environmental factors that contribute to
complex phenotypes. In practice, any individual research project will measure
only a few of the many factors that contributes to a phenotype. Furthermore,
some of the measured factors may not be direct causes. Hence, we never directly
and accurately measure liability. Instead we measure a correlate of liability and
are usually interested in such questions as “does variable X1 predict the disorder”
or “what is the relative contribution of X2 and X3 to the disorder?”

Hence, the equation used in practice is

Ŷ = β0 + β1X1 . . .+ βjXj + E (14.9)

the typical linear equation where Ŷ is the correlate of liability and E is a nor-
mally distributed residual.

Given the normal distribution of liability, a reasonable function linking the
probability of a disorder to Y is the probit function (aka the cumulative normal
distribution or the normal probability distribution function; see section X.X).
In simple terms, the probability that a person with a specific, numeric value of
Y has the disorder is the area under a normal curve from negative infinity to
Y . The task of probit regression is to find the values of the βs that best fit the
probability that each person is affected or not affected.

In neuroscience, probit regression may be used to analyze dose-response
curves when the response is a binary or ordinal variable. Here, think of variable
Y in equation 14.10 as the liability to a response and the Xs are the observed
predictors.

There are two equations for probit regression. The most general one is

Pr(Response) = C + (1− C)Φ(Ŷ ) (14.10)
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Table 14.6: Output from a probit regression on the Aβ-amyloid plaque data.

Standard 95% Conf idence Chi−
Parameter DF Estimate Error Limits Square P
In t e r c ep t 1 −7.9711 1 .237 −10.40 −5.55 41 .51 <.0001
Age 1 0.3271 0 .053 0 .22 0 .43 38 .57 <.0001
Addit ive 1 1 .0482 0 .228 0 .60 1 .49 21 .18 <.0001
Dominance 1 0 .6919 0 .324 0 .06 1 .33 4 .56 0 .0327

Here C is a constant that gives the base rate for a response, i.e., the proba-
bility of a response when Ŷ is many standard deviations below the mean of Ŷ .
Φ(Ŷ ) is the cumulative normal density function, i.e., the area under the normal
curve from negative infinity to Ŷ . The second equation for probit regression
is identical to this one with the exception that C is set to 0. Most programs
provide an option for fitting C. If the data have a control group (for example, a
group in a dose-response study in which dose equals 0), then fit C. When there
are no responses at the lower end of Y , then do not fit C.

Table 14.6 gives the parameter estimates, confidence limits, Wald χ2, and
significance level of a probit regression for the data set on β-amyloid plaques.
Here, parameter C was not fitted because the mice at lower ages had no plaques.

Compare these results to those from the logistic regression of the same data
(Table 14.5). The numerical estimates for the parameters are different. This,
of course, is reasonable because the two methods use different functions. The
significance levels, however, are very similar. Hence, there is no substantive
difference in interpretation between the logistic and the probit regressions.

Given the great similarities between logistic and probit regression, which
one should a neuroscientist use? The answer is simple—flip a coin. Statistically,
there is no favorite. That said, some fields tend to use one or the other technique.
For example, given its alliance with psychology, behavioral neuroscience tends to
use logistic regression while the pharmacological specialists use probit regression.
Here, the best advice is to use the technique prevalent in the area.

14.3 Atypical Nonlinear Models: How to fit your

own model.

Many areas in neuroscience have specialized statistical packages that allow one
to fit nonlinear models specific to that area. Inevitably, however, one encoun-
ters a problem that requires either the purchase of the specialized software or
fitting the model on your own. This section describes how to fit a model. To
many folks, especially those with a modest background in statistics, this sounds
intimidating. In practice, however, fitting your own model is quite simple. The
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daunting part is learning how to interpret some of the output.
There simplest method of fitting nonlinear models is to use the least-squares

criterion. Here, one writes the equation for the predicted value of the dependent
variable, informs the program of the parameters and the starting values, and
then sits back and relaxes while the computer uses numerical methods to find
those parameter values that minimize the squared difference between the ob-
served and predicted values. Rather than outline these steps in general terms,
let us learn the procedure by example.

14.3.1 Example of an Atypical Nonlinear Model: Enzyme
Kinetics

To study the kinetics of an enzyme, chemists place a constant amount of active
enzyme in test tubes (or another medium) containing various concentrations of
substrate and then measure the amount of product produced in a given time
(the response). Many such reactions follow Michaelis-Menten kinetics. Here,
the response is predicted as a function of substrate concentration, [S], and two
parameters, a rate constant (Kd) and the maximum velocity (Vmax) or the point
at which further increases in substrate result in no more increase in product.
The Michaelis-Menten equation is

Ŷ =
Vmax[S]

Kd + [S]
(14.11)

where Ŷ is the predicted response.
From data that plot the response as a function of substrate concentration

(the open circles in Figure 14.7) how does one go about estimating the quantities
Kd and Vmax? In the GLM, we estimated parameters by minimizing the sum of
the squared prediction errors, so we could do the same here. In short, find the
values of the parameters that minimize the quantity SS e (for sum of squared
errors) in the equation

SSe =
N�

i=1

(Yi − Ŷi)
2 =

N�

i=1

�
Yi −

Vmax[Si]

Kd + [Si]

�2

This is a max/min problem in calculus and one could indeed find the solution
by taking the first derivatives of the function SS e with respect to each of the
parameters, setting those derivatives to 0, and then working the algebra to arrive
at a solution.

A simpler approach is to let the computer do the hard work. Most statistical
packages have routines that use numerical methods to estimate parameters for
nonlinear models by minimizing the sum of squared errors. It is not difficult to
use these programs—simply name the parameters, give then sensible starting
values, and write the equation for the predicted values. Table 14.7 illustrates
the code used to solve a kinetics problem using PROC NLIN in SAS. The
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Table 14.7: SAS code for a Michaelis-Menten model of enzyme kinetics.

PROC NLIN DATA=Kine t i c s1 ;
∗ − g ive the parameters and t h e i r s t a r t va lue s ;
PARAMETERS Vmax=10 Kd=1;
∗ − g ive the equat ion f o r the pred i c t ed va lue s ;
MODEL Response = Vmax ∗ Concentrat ion /

Kd + Concentrat ion ) ;
RUN;

PARAMETERS statement gives the two parameters and their starting values—
10 for Vmax and 1 for Kd. The MODEL statement gives the dependent variable
(Response) and the equation for its predicted value. It is also possible to specify
which of several numerical methods to use to solve the problem, but for most
cases the default method is to be preferred.

Output from this procedure is presented in Table 14.8. Most nonlinear
regression techniques present the same four sections of output: (1) a history of
the iterations along with a note about whether or not the procedure converged
(and sometimes some esoteric information about convergence that can only be
interpreted by referring to the manual); (2) an ANOVA table that tests the
hypothesis of whether or not there is overall predictability; (3) the final estimates
of the parameters along with their standard errors and/or confidence limits; and
(4) an estimate of the correlations among the parameter estimates.

It is imperative to check the output to make certain that the numerical
method has arrived at a satisfactory solution. Convergence is usually assessed
when the numerical estimates of the first derivatives become very small, the
value of the error sum of squares changes very little from one iteration to the
next, and the parameter estimates change very little in the last few iterations.
Inspection of the results of the last two iterations in Table 14.8 demonstrates the
latter two phenomena of convergence. If there are problems with convergence,
all programs will print warning messages.

When a statistical procedure uses numerical methods to arrive at a
solution, always make certain that the procedure has converged.

The output section labeled “Estimation Summary” contains some redundant
information (e.g., number of iterations and “Objective” which equals the final
sum of squared errors), some information that should be perused to make certain
the data set was processed correctly (number of observations and number of
observations used), and some esoteric and perplexing quantities (R, PPC, RPC,
and Object—all of which should be small and close to 0).
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Table 14.8: Output from Michaelis-Menten enzyme kinetics.

The NLIN Procedure
Dependent Var iab le Response
Method : Gauss−Newton

I t e r a t i v e Phase
Sum of

I t e r Vmax Kd Squares
0 10.0000 1 .0000 939 .1
1 17.8098 0 .3117 56.6970
2 17.8189 0 .6113 12.2102
3 17.9092 0 .6824 11.3028
4 17.9061 0 .6828 11.3026
5 17.9060 0 .6828 11.3026

NOTE: Convergence c r i t e r i o n met .

Est imation Summary
Method Gauss−Newton
I t e r a t i o n s 5
R 1.331E−6
PPC(Kd) 6 .097E−7
RPC(Kd) 0.000019
Object 1 .653E−9
Object ive 11.30257
Observat ions Read 18
Observat ions Used 18
Observat ions Miss ing 0

NOTE: An i n t e r c e p t was not s p e c i f i e d f o r t h i s model .
Sum of Mean Approx

Source DF Squares Square F Value Pr > F
Model 2 4199 .4 2099 .7 2972.37 <.0001
Error 16 11.3026 0 .7064
Uncorrected Total 18 4210 .7

Approx Approximate
Parameter Estimate Std Error 95% Conf idence Limits
Vmax 17.9060 0 .3355 17.1947 18.6173
Kd 0.6828 0 .0782 0 .5170 0 .8486

Approximate Cor r e l a t i on Matrix
Vmax Kd

Vmax 1.0000000 0.7217780
Kd 0.7217780 1.0000000
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A table analogous to an ANOVA table is presented and can be used to assess
whether the model as a whole predicts better than chance. This table has the
same meaning as the ANOVA table in regression or any other GLM technique. It
provides an omnibus test for predictability without specifying which parameters
are important for that predictability. Note carefully that the F statistic and its
p level are only approximations. The F in nonlinear least squares is sometimes
called a pseudo F ; as sample size becomes large, the pseudo F converges to
an F distribution. Most statisticians regard it as a valid guideline when the
residuals are normally distributed. From the F statistic and its p value, we can
confidently reject the hypothesis of no overall predictability.

SAS output does not provide an R2 but one can compute it from the formula

R2 =
SSt − SSe

SSt

where SS t is the total sum of squares, corrected for the mean (and NOT the
uncorrected total sum of squares printed in the output). One can arrive at SS t

by running descriptive statistics on the dependent variable and requesting that
statistic or by taking the variance of the dependent variable and multiplying it
by (N – 1). For the present example, SS t = 119.826. Hence,

R2 =
1129.826− 11.303

119.826
= .91

In some nonlinear models it is interesting to examine whether some param-
eters differ significantly from 0. This can be directly checking whether the 95%
confidence intervals include 0. If the interval for a parameter includes 0, then
that parameter is not significant at the .05 level. If the interval does not include
0, then the parameter is significantly different from 0 at the .05 level. In the
present case, both parameters are significantly different than 0. That is not in-
teresting information here. The purpose of fitting the Michaelis-Menten model
is to see how well (or poorly) it fits the kinetic data. Hence, the value of R2 is
more informative than the significance level of the individual parameters.

Figure 14.7 allows visual inspection of the model. It gives the observed data
points (open circles), the observed means for a substrate concentration (red
stars), and the predicted curve from the model.

14.3.2 Example of an Atypical Nonlinear Model: Circa-
dian Function

Many biological phenomena exhibit periodicity. A full treatment of modeling
periodicity is beyond this book, but it is possible to simple models using a sine
function. Let t denote time. One simple equation for modeling a response as a
sin function of time is

Ŷ = k + α sin[β(t− γ)]
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Figure 14.7: Michaelis-Menten enzyme kinetics.
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To understand this function, note that the quantity β(t - γ) is a linear
transformation of the time variable. Here, β is the slope and the intercept is
the quantity βγ. By writing the linear transformation this way, the parameter
γ has the interpretation as that time in which the predicted response has the
value of the constant k.

Parameter β is a “cycle” parameter. The larger the value of β, the more
cycles of the sine curve in a given period of time. Parameter α may be viewed
as an “intensity” parameter. Imagine curves with the same k, β, and γ. The
larger the value of α, the lower the value of the response at the trough of the
curve but the higher the value of the response at the curve’s apex.

To illustrate nonlinear least squares with this function, imagine a well studied
circadian response that is modeled by the sine curve. It is hypothesized that the
effect of a drug will “dampen” the response. That is, the response will have the
same periodicity and timing but the drug will elevate the trough of the response
and diminish the peak of the response. In terms of the model, animals on the
drug should have a significantly lower value of α than controls.

To test this hypothesis, dummy code the data so that control animals are
given the numeric value of 0 and drug-treated animals, the value of 1. Call this
dummy variable X. Then we can write the equation as

Ŷ = k + (α+ α1X) sin [β(t− γ)]
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Table 14.10: SAS code to fit a sine function of periodicity for two groups.
degree of inflection

PROC NLIN DATA=c i r c ad i an ;
PARAMETERS k=6 alpha=1 alpha1=0 beta=.2 gamma=10;
MODEL Y = k + ( alpha + alpha1 ∗X) ∗

( s i n ( beta ∗ (Time − gamma ) ) ) ;
RUN;

Table 14.11: Output for a model of periodicity for two groups.

Approx Approximate
Parameter Estimate Std Error 95% Conf idence Limits
k 6 .0223 0 .0345 5 .9531 6 .0915
alpha 1.3702 0 .0733 1 .2230 1 .5173
alpha1 −0.4440 0 .1036 −0.6519 −0.2361
beta 0 .2704 0 .0042 0 .2620 0 .2788
gamma 11.860 0 .1435 11.5727 12.1487

Note that α is the intensity parameter for the control group while the quantity
(α + α1) is the intensity parameter for the treated group. The null hypothesis
states that α2 = 0. If a statistical test reveals that α1 is significantly lower
than 0, the hypothesis will be confirmed.

The SAS code for PROC NLIN is given in Table 14.10 and the observed data
along with the best fitting curves are depicted in Figure 14.8. The relevant part
of the output for the hypothesis test is given in Table 1.11 Selected output from
fitting a sine function. The value of α1 is negative and its confidence intervals
do not include 0. Hence, there is evidence that the drug dampens the response.
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Figure 14.8: Observed and predicted values for control and treatment groups in
a model of periodicity. (Note: Observed treatment data are shifted one unit to
the right to aid inspection.
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