
Chapter 11

GLM: Multiple Predictor
Variables

We have already seen a GLM with more than one predictor in Chapter 9. That
example introduced the GLM and demonstrated how it can use multiple pre-
dictors to control for variables. In this Chapter, we will learn how to fit and
interpret GLM models with more than one predictor.

In reading this Chapter for the first time, you will have to make a choice.
There is an easy algorithm for GLM that, if followed, will lead you to select a
reasonable model and arrive at correct inferences about that model. That is the
first path. The second path is not for the weak of heart. Read Sections X.X
[NOTE: need multiple sections on SS, MS, etc.]. These give the details about
GLM that leads to the simple algorithm. If you master this–or, more likely,
become sufficiently familiar with the issues that you can use this section as a
reference when you need it–then you can use different GLM packages without
wondering why they give different results using the same data. Yes, you read
that right. Not only do they give different answers to the same data, they use
the same terms but define them differently. In short, they do no play together
nicely.

Instead of presenting the algorithm immediately, we must explore a few
preliminaries. They are: the GLM in algebra and pictures, a new ANOVA table
in the output, different types of sums of squares, and statistical interactions.

11.1 The general form of the GLM

The mathematical form for the GLM can be summarized by two equations and
one figure. The first equation is for the predicted value of a response variable
as a linear function of the explanatory variables. When there are k explanatory
variables, that equation is

Ŷ = β0 + β1X1 + β2X2 + . . . βkXk (11.1)

1
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Figure 11.1: A path diagram of the general linear model.

The second equation is for the observed value of the dependent variable.
This equals the predicted value of the variable plus error or

Y = Ŷ + E (11.2)
= β0 + β1X1 + β2X2 + . . . βkXk + E (11.3)

The figure for the GLM is taken from path analysis and is depicted in Figure
11.1 for two predictor variables. (More predictor variables could be added to
make the figure general, but they just clutter the figure.) The single-headed
arrows denote the coefficients in the linear model. The double-headed arrow
connecting X1 with X2 denotes the covariance between X1 and X2.

The number 1 on the path from Ŷ to Y deserves mention. In the GLM,
it simply means that the coefficient from the predicted value of the depen-
dent variable to its observed value is 1. The general linear model has been,
well, “generalized” to include dichotomous and ordinal response variables. This
generalization leads to what is not called the generalized linear model, often
abbreviated as GLIM. The picture in Figure 11.1 remains the same with one
minor exception–the 1 on the path from Ŷ to Y is replaced by a mathematical
function that converts Ŷ into a dichotomous or ordinal variable. We will see
some examples of the generalized linear models later in Chapter X.X.
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The GLM can be expressed in a slightly different way when the predictors
include one or more GLM (aka ANOVA) factors. Recall from Section X.X that
a GLM factor is a qualitative or categorial variable with discrete “levels” (aka
categories). When modern GLM software has a GLM factor as a predictor,
it converts that factor into numerical variables and estimates the βs for those
numerical variables.

Suppose that we are predicting a response (Y ) as a function of a quantitative
baseline value (Xi) and strain where strain is a categorical variable with three
levels–A, B, and C. We can write the model as

Ŷ = β0 + β1X1 + f(Strain) (11.4)

The GLM will read Equation 11.4 and create two new variables. Let us designate
then as X2 which equal 1 if the animal is strain A and 0 otherwise, and X2 if
the animal is strain B but 0 otherwise. Then Equation 11.4 can be rewritten as

Ŷ = β0 + β1X1 + β2X2 + β3X3 (11.5)

The key point is that Equations 11.4 and 11.5 are identical from a GLM
perspective. The following section provides more detail on this issue.

11.2 ANOVA table of effects

Table 11.1 presents a portion of the SAS output of PROC GLM using the
data on nicotinic receptors introduced in Chapter 9 but with a twist. Nine
postmortem specimens from people with bipolar disorder have been added to
the data set. Hence, the predictors are Age, Cotinine, and Diagnosis where
Diagnosis is an ANOVA (i.g., GLM) factor with three levels–Controls, Bipolars,
and Schizophrenics.

At the top, we see the overall ANOVA table discussed in Section X.X. At the
bottom, we have the table of parameter estimates discussed in Section X.X. The
middle two tables are new. These are ANOVA tables testing the significance
of the predictive effects for each of the predictor variables. Notice that there
are two different ANOVA tables for the parameter effects. The one immediately
below the overall ANOVA table is for Type I sums of squares (notice the “Type I
SS” column label). The one immediately above the table of parameter estimates
is for the Type III sums of squares. Notice also that the significance of some
parameters changes in the tables. In the Type I SS, the effect of Cotinine is
marginally significant (p = .09). In the Type III table, however, Cotinine is
significant (p = .01). The difference between these two tables is discussed in
the next section.

The ANOVA table for effects uses F statistics to test for each effect in the
model. The significance level for these F tests in the Type III statistics will be
identical to the significance level of the t tests in the parameter estimates table
for every term except those involving an ANOVA factor. Variables Age and
Cotinine are not ANOVA factors, so their p values are the same in the Type
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Table 11.1: PROC GLM output for the analysis of nicotinic receptors in the
brains of schizophrenics, bipolars and controls.

ANOVA Table: Overall Model
Source DF Sum of Squares Mean Square F Value Pr > F
Model 4 591.485471 147.871368 8.35 0.0001
Error 28 496.060626 17.716451
Corrected Total 32 1087.546097

ANOVA Effects Table: Type I Statistics
Source DF Type I SS Mean Square F Value Pr > F
Age 1 297.2858925 297.2858925 16.78 0.0003
Cotinine 1 104.1054495 104.1054495 5.88 0.0221
Diagnosis 2 190.0941290 95.0470645 5.36 0.0107

ANOVA Effects Table: Type III Statistics
Source DF Type I SS Mean Square F Value Pr > F
Age 1 131.4334237 131.4334237 7.42 0.0110
Cotinine 1 241.1589002 241.1589002 13.61 0.0010
Diagnosis 2 190.0941290 95.0470645 5.36 0.0107

Parameter Estimates
Parameter Estimate Standard Error t Value Pr > |t|
Intercept 25.67875108 3.45908884 7.42 <.0001
Age −0.11765920 0.04319777 −2.72 0.0110
Cotinine 0.08271125 0.02241823 3.69 0.0010
Diagnosis Schizophrenia −5.93430748 1.94591371 −3.05 0.0050
Diagnosis Bipolar −0.15289995 1.82818148 −0.08 0.9339
Diagnosis Control 0.00000000 . . .
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III statistics and in the parameter estimates. Variable Diagnosis, on the other
hand, is an ANOVA factor. Here, the tests in the ANOVA table of effects and in
the parameter estimates give different, but complementary, information about
that ANOVA factor. 1

The F test in the ANOVA table of effects provides an overall test for the
ANOVA factor. The variable Diagnosis has three levels–Control, Schizophrenia,
and Bipolar–so the overall test asks whether the three means can be considered
to be sampled from the same “hat” of means. The F statistic for Diagnosis is
significant–F (2, 28) = 5.36, p = 0.0–so we reject the null hypothesis that the
three means are sampled from the same “hat.” Note that the F statistic informs
us only that there are differences somewhere among the means. It does not tell
us where those differences lay.

The t test in the table of parameter estimates tests for the significance of
the parameters, i.e., the βs in the model. Recall that when the model includes
an ANOVA factor, the GLM creates new variables for that factor by dummy
coding the factor (see Section X.X about dummy coding). One of the levels of
ANOVA factor is treated as a reference level and no new variable is created.
SAS was instructed to treat the controls as this level.2 The GLM will create a
new variable–let’s call it Schiz for the moment–with values of for everyone with
a diagnosis of schizophrenia and 0 for everyone else. The GLM will create a
second variable–Bipolar–with a value of 1 for those with bipolar disorder and 0
for the rest. The GLM model is

�nAChR = β0 + β1Age + β2Cotinine + β3Schiz + β4Bipolar (11.6)

The two rows in the table of parameter estimates labeled “Diagnosis Schizophre-
nia” and “Diagnosis Bipolar” give the estimates of, respectively, parameters β3

and β4. The parameter for schizophrenia is significant (β3 = −5.93, t(28) =
-3.05, p = 0.005) while the one for bipolar is not significant (β4 = −0.15, t(28)
= -0.08, p = 0.93). Each of these parameters test whether the group mean
differs from the mean of the reference group, the Controls in this case. Hence,
the parameter estimates tell us that the Schizophrenics have a significant lower
amount of cholinergic nicotinic receptors than Controls but that the Bipolars
and Controls do not differ. The phrase “controlling for Age and Cotinine levels”
is assumed in this conclusion.

1Square the t values in the parameter estimates table and compare them to the F values
in the Type III table. The square of the t statistic is an F statistic with one degree of freedom
in the numerator.

2I am lying again. Strictly speaking, SAS does create a variable for this reference group
but then forces the coefficient for it to be 0 and prints out the unintelligible warning “The
X’X matrix has been found to be singular, and a generalized inverse was used to solve the
normal equations. Terms whose estimates are followed by the letter ’B’ are not uniquely
estimable.” The explanation in the text accurately represents what the end results of the
GLM does although it does take liberties with the way in which SAS uses the GLM to get to
these results.
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Table 11.6: Type I and Type III Sums of Squares.

Source Type I SS Type III SS
A A A | B, C
B B | A B | A, C
C C | A, B C | A, B

11.3 The different types of sums of squares

When the predictors are correlated, as they are in the nicotinic receptor set, then
there are several ways to mathematically solve for significance in an ANOVA
table. Before digital computers, hand calculations for an ANOVA table started
with the computation of the sums of squares, so the different solutions became
known as “Types” of sums of squares. The two major types used in statistical
packages today are Type I SS, also known as sequential SS and hierarchical SS,
and Type III SS, also termed adjusted SS, partial SS, and regression SS.3

More information about these SS are given in the advanced Section X.X.
Here, we outline their simple properties.

Table 11.6 provides a schematic for understanding Type I and Type III SS.
Assume that a GLM has three predictor variables–A, B and C–and that they
are given in the equation in that order. Type I SS computes the sums of squares
for predictor A, completely ignoring B and C. Having done that, it calculates
the residuals from the model using A as a predictor and computes the effect of
B, ignoring C.4 Hence, the SS for B can be written as (B | A). Read “B given
the effects of A.” Finally it computes the residuals from the effects of both A
and B and then uses then to calculate the SS for effect C. Hence, the SS for C
can be written as (C | A, B) or “effects of C given the effects of both A and B.”
You can see how these SS are “hierarchical” and “sequential.”

The Type III SS for any variable are computed by controlling for all other

variables in the model. Hence, the SS for A are calculated after the effects of B
and C are removed from the data. Those for B are computed using the residuals
after A’s and C’s effects are removed from the data. Finally the effects of C are
computed adjusting for the effects of both A and B.

Hence, it is obvious that Type I SS are sensitive to the ordering of the
variables in the GLM. We can see this by rerunning the model used in Table
11.1 but reversing the order of the independent variables. The Type I statistics
are shown in Table 11.7. Note that Diagnosis is not significant when it is
entered first. You may have recalled an offhand remark from Chapter 9, “It is
good practice to put any control variables into the equation before the variable
of interest ... .” Now you can see the reason for this statement.

The ANOVA table of effects for Type III statistics remains unchanged be-
cause the effect of any single variable is estimated controlling for all other vari-
ables in the model regardless of whether they occur before or after the variable.

11.3.1 Recommendations

The very first recommendation is to examine the documentation for the GLM
software to see how it computes an ANOVA table. SAS, SPSS, and Stata offer

3You may rightly ask what happened to Type II SS. There is debate, sometimes quite
acerbic, in the statistical community about Type II SS. Some statistical packages even use
different definitions for Type II SS. We avoid the issue here.

4There are computational shortcuts to computing the residuals, but conceptually, it is
much easier to think of the process in those terms.
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Table 11.7: Effect on Type I SS of reversing the order of variables in a GLM
model.

ANOVA Effects Table: Type I Statistics
Source DF Type I SS Mean Square F Value Pr > F
Diagnosis 2 18.5091158 9.2545579 0.52 0.5988
Cotinine 1 441.5429315 441.5429315 24.92 <.0001
Age 1 131.4334237 131.4334237 7.42 0.0110

you the options on the types of SS to calculate. Like SAS, many packages output
both Type I and Type III SS. R, on the other hand, does not

The second recommendation is that you default to using Type III SS. The
parameter estimates, their standard errors, t and p values are all calculated
using the algorithm behind Type III SS. This is why the significance values for
the Type III SS in Table 11.1 are identical to those in the table of parameter
estimates in that figure. Type I SS are occasionally useful in epidemiological,
observational, and survey research that does not permit experimental control.

The third recommendation is to compare the results of the default Type
III SS to those of Type I SS especially when a statistical interaction is in the
GLM model. Discrepancies between the two can be useful in diagnosing a
problem called multicollinearity in a GLM when the model includes interactions
(see Section 11.4.2.3.) To understand this, we must first move on to our final
preliminary topic–interactions.

11.4 Statistical Interactions

How many times have you heard a comments like, “It not genes or the environ-
ment, it is the interaction that’s important”? The term “interaction” invokes
unjustified scientific sanctimony as if studying “interactions” should be a holy
scientific pilgrimage. The GLM can deal with interactions among predictor
variables, but the term “interaction” in GLM–indeed, in all statistics–has a very
precise technical meaning that is not always captured in ordinary discourse.

Here we introduce “statistical interaction” by examining two very basic and
important designs–the two by two factorial design and the clinical trial design.

11.4.1 The two by two design

11.4.1.1 Experiment 1: No interaction

Let’s begin with an example. A frequent experimental design in the neurosci-
entist’s armamentarium is a two by two factorial GLM. Assume a researcher is
interested in a response and hypothesized that one substance will increase the
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Figure 11.2: Results of two experiments using two by two designs.
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response (the “Excitatory” substance) while another, the “Inhibitory” substance,
will decrease it. One could have three groups–Control, Excitatory, Inhibitory–
and there is nothing wrong with that. Sometimes, however, there is a strong
hypothesis or, for that matter, mere curiosity, about what happens when both
the Excitatory and Inhibitory substance are administered. Adding the fourth
group makes this a two by two GLM design.5

There are two predictors in this study: Excitatory with values of 0 and some
amount (we’ll say 4 units for this example) and Inhibitory with values of 0,
and say, 15. Note that we could have coded the variables values as “No” and
“Yes” or use dummy codes of 0 and 1 and would get identical results in terms
of statistical significance. It is very good practice, however, to become used to
using the actual numerical value of a dose. This scheme has no disadvantages
but, as we will see later, many advantages. A plot of the means for the data
simulated for this hypothetical experiment is given in left panel of Figure 11.2.

A simple GLM has two predictors, the Excitatory dose and the Inhibitory
Dose. Denoting these as E and I,

�Response = β0 + β1E + β2I (11.7)

This model does not include an interaction term. It is termed the main effect

model or, or sometimes, the additive model.6
An interactive model adds a third predictor variable that is the product of

E and I. You could literally compute this new variable as (E× I), add it to the
5Occasionally, one will see publications in which the means of the three groups receiving

any dose of a substance are compared pairwise to the mean of the double control group. This
is really stupid.

6Here, the term “additive” means that the model is additive relative to the interactive
model that, as we shall see, has a multiplicative predictor variable.
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Table 11.9: Full model for two by two example 1.

Anova Table

Source df SS MS Fobs Pr(F > Fobs)
Model 3 1246.88 415.63 7.13 0.0011
Residuals 28 1633.04 58.32
Total 31 2879.93

R2 Adjusted R2 RMSE
.433 .372 7.637

Parameter Estimates
Source Estimate Std. Error tobs p

Intercept 32.839 2.700 12.16 < .0001
Excitatory 2.226 0.955 2.33 0.0271
Inhibitory -0.580 0.255 -2.28 0.0306
Exit. * Inhib. -0.021 0.090 -0.23 0.8204

existing data set, and enter the variable into the model. Good GLM software,
however, will let you specify the interaction without going through the trouble
of calculating a new variable. The model is now

�Response = β0 + β1E + β2I + β3 (E× I) (11.8)

The results for fitting this model are given in Table 11.9.
From the ANOVA table, the overall model has significant prediction: F (3,

28) = 7.13, p = 0.001. The effect size is large (R2 = 0.43, adjusted R2 = 0.37)
so the experimental manipulations, on average, had a large effect. The table for
the parameter estimates shows that the Excitatory substance significantly in-
creased the response (β1 = 2.23, t(28) = 2.33, p = 0.03) and that the Inhibitory
substance significantly decreased the response (β2 = −0.58, t(28) = −2.29,
p = 0.03). The interaction was not significant (β2 = −0.02, t(28) = −0.23,
p = 0.82).

Let’s examine a two by two experiment with a statistical interaction.

11.4.1.2 Experiment 2: Significant interaction

Our second experiment has the same design as the first but with different Re-
sponse, Excitatory, and Inhibitory variables. The doses for E are 0 and 50 while
those for I are 0 and 8. The right panel in Figure 11.2 presents the means and
Table 11.10 gives the results of the GLM.

The results for fitting this model are given in Table ??.
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Table 11.10: Full model for two by two example 1.

Anova Table
Source df SS MS Fobs Pr(F > Fobs)
Model 3 155834.55 51944.85 8.13 0.0005
Residuals 28 178889.71 6388.92
Total 31 334724.26

R2 Adjusted R2 RMSE
.466 .408 79.93

Parameter Estimates
Source Estimate Std. Error tobs p

Intercept 311.300 28.260 11.02 < .0001
Excitatory 2.191 0.799 2.74 0.0105
Inhibitory -6.759 4.996 -1.35 0.1869
Exit. * Inhib. -0.308 0.141 -2.18 0.0378

The second experiment also has significant over all prediction: F (3, 28) =

8.13, p = .0005, R2 = .47. The effect of the Excitatory substance is significant
(β1 = 2.191, tobs = 2.74, p = .01) while that of the Inhibitory substance is
not (β1 = −6.759, tobs = −1.35, p = .19). We should not, however, conclude

anything substantive from this. Why? Because there is a significant interaction
(β1 = −0.308, tobs = −2.18, p = .04). As we shall see, a significant interaction
trumps the significance of the variables involved in that interaction. Let us first,
however, examine the meaning of an interaction.

11.4.1.3 The meaning of an interaction: math and geometry

It is now time to define interactions. In ordinary parlance, the word “interac-
tion” is often used to denote a “both ... and” relationship. For example, the
term “genotype-environment interaction” is used to convey the idea that both
genes and environment contribute to a phenotype. In “statisticalese”, the term
interaction has a different meaning, one that should be memorized and never
forgotten. In statistics, an interaction between independent variables A and B
implies that the effect of A depends on the value of B and that the effect of B

depends on the value of A.

To see the meaning of this phrase, write the prediction equation from the
parameter estimates in Table 11.10

�Response = 311.3 + 2.191E− 6.759I− 0.308 (E× I) (11.9)

Factoring out all terms with E gives

�Response = 311.3− 6.759I + 2.191E− 0.308 (E× I) (11.10)
= 311.3− 6.759I + (2.191− 0.308I) E (11.11)
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Figure 11.3: Interaction effects in a two by two design.

●

●

20
0

25
0

30
0

35
0

40
0

45
0

Experiment 2

Dose of Inhibitory Substance

R
es

po
ns

e
● Excitatory Dose = 0

Excitatory Dose = 50

0 8

●

●

●

●

The slope of the line for E is (2.191 - .308I). Notice that this is a function
of I, the dose of the Inhibitory substance. When no Inhibitory substance was
administered, then the slope of the line for E is 2.191. When, however, 50 units
of I was used, the slope is (2.191 − .308 × 50) = -0.27. Verify this in the right
hand panel of Figure 11.2. When the Inhibitory substance is absent, then 50
units of E increases the response. When the Inhibitory substance is present,
then 50 units of E has no effect. Hence, the effect of E depends on the value of

I.
Note that the definition of interaction implies that effect of I also depends

on the value of E. Rewriting Equation 11.9 to factor out I gives

�Response = 311.3 + 2.191E− (6.759 + 0.308E)I (11.12)

When the dose of the Excitatory substance is 0, the slope of the line for I is
-0.308. When the dose is 50, the slope for the Inhibitory substance is -15.4.
Figure 11.3 shows the means for Experiment 2 plotted in this way.

Return to Experiment 1 and replay this exercise using the parameter esti-
mates in Table 11.9

�Response = 32.829 + 2.226E− 0.580I− 0.021 (E× I) (11.13)
= 32.829− 0.580I + (2.226− 0.021I)E (11.14)
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Recall that the interaction term in this example was not significantly different
from 0. Hence, even though the interaction is in the prediction equation, it
should not change the slope of E very much. When the Inhibitory dose is 0, the
slope of the prediction line for E is 2.23. When the dose is 15, the slope is 1.91.
The slope for E does not change much.

Because the interaction in Experiment 1 was non significant, we obtain a
better prediction equation by dropping the interaction term from the model
and rerunning the GLM. The prediction equation is now

�Response = 33.138 + 2.072E− 0.621I (11.15)

Here, we can change the Inhibitory dose all that we want but the slope of E
remains invariant at 2.072. Similarly, any changes in E will leave the slope for
variable I unaffected at -0.621. Comparing this to an interactive model leads us
to one of the most important conclusions about GLM. In a purely additive or
main effect model, the predictive effect of an independent variable is constant
and invariant. We can change the values of all of other independent variables in
all ways and combinations, but the predictive effect of that variable will remain
unchanged.

In a purely additive or main effect model, the predictive effect of an
independent variable is constant and invariant. We can change the
values of all of other independent variables in all ways and combinations,
but the predictive effects will remain unchanged.
In an interactive model, the predictive effect of a variable in an in-
teraction changes and varies with the values of the other independent
variable(s) in the interaction.

Because the “predictive effect” of an independent variable in a GLM is equiv-
alent to a slope, we can express this in geometric terms. In a purely additive or
main effects model, the slope of the prediction line for a variable is constant and
invariant. In an interactive model, the slope of a variable involved in an inter-
action changes and varies with the values of the other independent variable(s)
in the interaction. When the figures involves plots of means, then an additive,
main effects model implies that the lines connecting the means will be parallel.
In an interactive model the lines connecting the means will not be parallel. Us-
ing this rule, a cursory glance at Figure 11.2 suggests that the study on the left
involves simple additivity while the one on the right has an interaction.

11.4.1.4 The meaning of an interaction: differential sensitivity

In substantive terms, many interactions in experimental or quasi-experimental
designs can be thought of in terms of differential sensitivity. That is, the organ-
isms (or observational levels) at one level of one factor are differentially sensitive
to the a variable than organisms in other levels. Genotype-environment interac-
tion is a classic case, an example of which is given in Figure 11.4. The fact that
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Figure 11.4: An Example of genotype-environment interaction.
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the regression lines are not parallel for the three genotypes in the figure clearly
implies interaction between the genotypes and the environment. Genotype aa
is insensitive to the environment. The predicted value for organisms with this
genotype is the same across all values of the environment. Genotype AA, on
the other hand, is very sensitive. Changes in the environment produce notable
changes in the phenotype. Genotype Aa is intermediate in sensitivity.

If you do find an important statistical interaction, then plot it. Those groups
with the largest slopes (in either the positive or negative direction) will be the
most sensitive to the variables in the problem. Those with flatter slopes will be
less sensitive.

11.4.1.5 Numeri, non verba

Read “numbers, not words.” We used the actual numerical value of doses in the
example. Was this necessary? No. So why bother when we could just as easily
have used word categories such as “No” and “Yes” or “Present” and “Absent”?

Table 11.11 gives the parameter estimates for the GLM for Experiment 2
when the Excitatory and Inhibitory substances were coded as “No” and “Yes.”
Here, a predicted value for any observation starts with the constant 311.30. If
an observation was also given the Excitatory substance, then add 109.55 to that
number giving a predicted value of 420.85. If there was no Inhibitory substance
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Table 11.11: Parameter estimates in experiment 2 using categories.

Parameter Estimates

Source Estimate Std. Error tobs p

Intercept 311.30 28.26 11.02 < .0001
ExcitatoryYes 109.55 39.97 2.74 0.0105
InhibitoryYes -54.08 39.97 -1.35 0.1869
ExitYes * InhibYes -123.24 56.52 -2.18 0.0378

used for that observation then stop. If it was used, then subtract 54.08 and
then 123.24 from that number, giving 243.50. In this way, we can arrive at the
predicted values for all four groups.

Compare the columns for tobs and p with those in Table 11.10. They are
identical. What differs is the parameter estimates and their standard errors. In
Table 11.10 the metric was in dose while in Table 11.11 the metric is “No” and
“Yes.”

Now comes the fun. Recall that the doses were (0, 50) for the Excitatory
substance and (0, 8) for the Inhibitory one. Use the estimates in the “No”
and “Yes” solution in Table 11.11 and calculate the predicted response using an
Excitatory dose of 35 and an Inhibitory one of 3. ... Clock’s ticking and, yes, it
can be done.

Now substitute 35 for E and 3 for I into Equation 11.9

�Response = 311.3 + 2.191(35)− 6.759(3)− 0.308 (35× 3) = 335.37 (11.16)

Enough said. Numeri, non verba.

11.4.2 The clinical trial design

To most of us, the phrase “clinical trial” evokes a study in which patients are
randomly assigned to a control group or to one or more experimental treat-
ment groups, data are gathered on various aspects of their disease status after
treatment, and then conclusions are made about about the efficacy of the ex-
perimental treatments. Substitute “mouse,” “rat”, “cell culture”, “brain slice”,
or the observational unit of your choice for “patient” and we have a traditional
experiment in neuroscience.

The fundamental logic of a clinical trial design involves three steps: (1)
measurement of the patients (or, in neuroscience, rats, patch clamps, or other
observational units) before any experimental procedures; (2) random assignment
of observational units to the treatment conditions; and (3) measurement on
the observations after the administration of treatments. In short: baseline –
> treatment –> follow up. In practice, there may be more than one baseline
assessment and in human clinical trials there is almost always more than one



CHAPTER 11. GLM: MULTIPLE PREDICTOR VARIABLES 15

follow up assessment, but these circumstances just alter the number of variables.
The fundamental logic remains unchanged.

The cost and importance of human clinical trials have prompted a whole
science about the best types of data to collect at various stages of the study
and the best ways to analyze those data. Neuroscience should take advantages
of those insights.

11.4.2.1 The advantage of modeling interactions

This section is devoted to convincing you to use GLMs with interaction terms to
gain insight into a clinical trial design in neuroscience. Consider a very simple
clinical trial of an anxiolytic drug. Anxiety is measured at baseline, patients are
randomly assigned to either an active drug or placebo control group and, after
a suitable time, the anxiety measure is re-administered. Let variable Drug be a
dummy code with values be 0 for placebo and 1 for the anxiolytic. The model
for the the study is

�FollowUp = β0hidden + β1Baseline + β2Drug + β3 (Baseline×Drug) (11.17)

Here you may think of an “easier” analysis–simply take the difference score (Fol-
lowUp - Baseline) and test whether the two groups differ on that variable. This
approach, although prevalent in neuroscience, is not “wrong.” It does, however,
hide information that you may find interesting. What is this information? An
explanation of the interaction term will help us uncover that.

By letting the value of Drug = 0 in Equation 11.17, we can write the GLM
equation for the control group

�FolllowUpControl = β0 + β1Baseline (11.18)

This is the equation for a straight line. The intercept is β0 and the slope is β1.
The equation for the treatment group is derived by substituting 1 for Drug

and simplifying

�FollowUpAnxiolytic = β0 + β1Baseline + β2 + β3 (Baseline)

= (β0 + β2) + (β1 + β3) Baseline (11.19)

This is also an equation for a straight line. The intercept is the quantity
(β0 + β2). The slope is the quantity (β1 + β3). A summary of these quanti-
ties is provided in Table 11.12.

Hence, the GLM fits two different straight lines to the data points, one for
the control group and the other for the active drug group. Furthermore, the
parameters tell us where those two straight lines might differ. The intercept for
controls is β0 while the intercept for the treatment group is (β0 + β2). Hence
parameter β2 asks whether the intercept for the treatment group is the same as
the intercept for the controls.

The slope of the regression line for Baseline predicting FollowUp anxiety is
β1 for controls and (β1 + β3) for the anxiolytic group. Hence, β3 tests whether
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Table 11.12: GLM coefficients for control and treatment groups in the anxiolytic
example.

Statistic:
Group: Intercept Slope
Control β0 β1

Treatment (β0 + β2) (β1 + β3)

this slope is the same in the two groups. This agrees with the interpretation of
an interaction developed in the two by two design. Interactions imply different

slopes. In the two by two design, the slopes were for plots of means. In the
present case, the slopes are for two continuous variables.

All of this is fine from an algebraic and geometrical viewpoint, but what is the
meaning of the interaction in terms of substantive issues about the treatment
of anxiety? Recall that an interaction can always be interpreted in terms of
differential sensitivity. Because the interaction is with Baseline and the drug, a

significant interaction implies that those with severe anxiety are more (or less)

sensitive to the drug that those with mild anxiety. The detection of such a
relationship is of clear clinical importance.

Let’s consider the algebra along with the four scenarios depicted in Figure
11.5. In panel (A) the drug has no effect in lowering anxiety and there is no
differential sensitivity. Here, β2 = β3 = 0 so the GLM equation is

�FollowUp = β0 + β1Baseline (11.20)

and the only differences in intercepts and slopes between the control and treat-
ment groups are due to chance.

If the drug does in fact lower anxiety but there is no differential sensitivity to
the drug as a function of baseline severity, then we have the situation depicted
in panel (B). In algebra, β2 < 0 and β3 = 0. The GLM equation is

�FollowUp = β0 + β1Baseline + β2Drug (11.21)

The two groups will differ in mean follow up scores, but the slopes of the lines
for the two groups will be equal.

When there is an interaction, then β3 is not equal to 0 and we have the
two equations given previously for the control and treatment groups. To see
how differential sensitivity works, construct a change score, δ, as (Baseline -
FollowUp). High values of δ imply improvement while low values denote a
worsening of symptoms. Using Equation 11.20, the equation for observed follow
up scores for the control group is

FollowUpControl = β0 + β1Baseline + E (11.22)

where E is error. Then

δControl = Baseline− FollowUp
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Figure 11.5: Possible outcomes from a clinical trial design.
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= Baseline− β0 − β1Baseline− E

= −β0 + (1− β1) Baseline− E (11.23)

Performing the same operations for the treatment group gives

δAnxiotltic = − (β0 + β2) + (1− β1 − β3) Baseline− E (11.24)

When patients with high baseline severity are differentially sensitive to the
drug, δ will be positively correlated with Baseline and that correlation should
be greater than that of the control group. Hence,

(1− β1 − β3) > (1− β1) (11.25)

which necessitates that (β3 < 0). Similar logic shows that when those with mild
anxiety symptoms are more sensitive to the drug than the more severe cases,
then (β3 > 0).

Substituting these inequalities into Equation 11.17 shows that when severe
cases are more sensitive then the slope of the line predicting FollowUp from
Baseline should be less than the slope of controls. An example is depicted in
panel (C) of Figure 11.5. Conversely, when patients with mild symptoms are
more sensitive to the drug than those with severe symptoms, then the slope
for the treatment group should be steeper than that for controls. Panel (D) of
Figure 11.5 illustrates this case.

This is a long winded, yet very important, illustration of how some slight dif-
ferences in formulating the GLM can add substantive conclusions to a scientific
problem. The difference involves modeling an interaction versus assuming that
there is no interaction. The so called “simple” analysis computes a difference
score and then tests whether the control and treatment groups have the same
means on the difference scores. The assumption–almost always unrecognized
by the investigator–is that the sensitivity to treatment is equal in both groups.
Fitting a GLM model with an interaction term can assess the validity of this
assumption. Ask yourself, “Which is better science: testing an assumption or
just assuming it without an empirical test?”

11.4.2.2 An example of a clinical trial

The anxiolytic data set is of the form for the clinical trial–a single baseline,
random assignment to a control versus active anxiolytic group, and a single
follow up. The results from a hypothetical study are presented in Table

The omnibus test is significant (F (3, 20) = 10.45, p = 0.0002) indicating
overall predictability. The interesting statistics are the Fand the p for the Group
in ANOVA tables for parameter effects. Using Type I SS, Group is significant
(F (1, 20) = 6.91, p = .02). Using Type III SS, it is far from significant (F (1, 20)
= 0.04, p = .84). This situation was briefly mentioned in Section 11.3.1 where it
was stated “Discrepancies between the two [Type I and Type III results] can be
useful in diagnosing a problem called multicollinearity in a GLM when the model
includes interactions.” The model for the anxiolytic data has an interaction and
the discrepancy between the statistics based on the two types of SS suggests that
multicollinearity might be a problem in case. So what is this “multicollinearity?”
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Table 11.13: GLM results from a clinical trial of an anxiolytic drug.

Overall ANOVA Table
Source DF SS MS Fobs p(F > Fobs)

Model 3 2996.726716 998.908905 10.45 0.0002
Error 20 1910.898284 95.544914
Total 23 4907.625000

ANOVA Tables for Parameter Effects
Type I SS Type III SS

Source DF Fobs p(F > Fobs) Fobs p(F > Fobs)

Baseline 1 23.79 < .0001 22.53 0.0001
Group 1 6.91 0.0161 0.04 0.8393

Baseline*Group 1 0.66 0.4249 0.66 0.4249

Parameter Estimates
Source Estimate Std. Error tobs p

Intercept 10.45347120 8.04213685 1.30 0.2084
Baseline 0.46322009 0.17547641 2.64 0.0157
Group Control 0 . . .
Group Treatment -2.23733714 10.88690303 0.21 0.8393
Baseline*Group Control 0 . . .
Baseline*Group Treatment -0.19192556 0.23561207 0.81 0.4249
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Table 11.14: Correlations among the variables for the anxiolytic study.

Y X1 X2 X3

FollowUp Y 1.00 .68 -.37 -.15
Baseline X1 .68 1.00 -.01 .31
DGroup X2 -.37 -.01 1.00 .88

DGroup*Baseline X3 = X1X2 -.15 .31 .88 1.00

11.4.2.3 Multicollinerity and interactions

“Multicollinearity” aka “collinearity” is jargon for “highly correlated,” and it ap-
plies to the situation in which there are high correlations in the predictor vari-
ables. The correlations are not merely statistically significant, but their value is
high, around .9. In disciplines like economics the nature of some variables cre-
ates strong multicollinearity, so specialized procedures are used to deal with the
problem. In neuroscience, the most usual sources of collinearity are interaction
terms.

Let’s explore this with the Anxiolytic data. First, create a dummy variable
for Group, say DGroup, with a value of 0 for Controls and 1 for the anxiolytic.
The correlations among all of the variables in the model are given in Table 11.14.

Both Baseline and DGroup are correlated with FollowUp, but this does not
count as multicollinearity because only the correlations among the predictors

are important. The offensive statistic is the correlation between DGroup and
the product term DGroup*Baseline, .88.

Collinearity does not influence the parameter estimates. It does, however,
inflate the standard errors of the estimates for the variable involved in it and, and
hence, the ultimate effect is on significance. When there are high correlations
among the predictor variables, then it is difficult to detect a significant finding
when one does, in fact, exist.

When multicollinearity involves a interaction term, the solution is simple.
If the interaction term is significant, then interpret it and ignore any p values
for the variables involved in the interaction. If the interaction is not signifi-
cant, then drop it from the model and rerun the model without it. Given that
the interaction was not significant in Table 11.13, we should rerun the model
using only Baseline and Group as predictors. The results are given in Table
11.15. Note carefully that the effect of Group is now significant. This demon-
strated how important it is to be aware of the potential of multicollinearity with
interaction terms.

11.5 The algorithm

Here a simple algorithm for fitting GLM models to multiple variables is pre-
sented. The purpose of the algorithm is to avoid relearning about the different
types of sums of squares and multicollinearity every time you want to fit a GLM
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Table 11.15: GLM results from a clinical trial of an anxiolytic drug with the
interaction term.

Overall ANOVA Table
Source DF SS MS Fobs p(F > Fobs)

Model 2 2996.726716 1466.664171 15.60 < 0.0001
Error 21 1974.296658 94.014127
Total 23 4907.625000

ANOVA Tables for Parameter Effects
Type I SS Type III SS

Source DF Fobs p(F > Fobs) Fobs p(F > Fobs)

Baseline 1 24.14 < .0001 24.05 < 0.0001
Group 1 7.02 0.015 7.02 0.0150

Parameter Estimates
Source Estimate Std. Error tobs p

Intercept 5.88468139 5.71714163 1.03 0.3150
Baseline 0.56967733 0.11615761 4.90 < .0001
Group Control 0 . . .
Group Treatment -10.48838711 3.95845878 -2.65 0.0150

to data. The algorithm will always work. There are shortcuts. But the extra 30
seconds or so that it takes to complete the algorithm is not a great expenditure
of time relative to the shortcuts. Also, it is easy to make mistakes using the
shortcuts.7

To illustrate the algorithm, consider an example. The peptide hormones
oxytocin (OT) and arginine-vasopressin (AVP) have been linked to several as-
pects of social behavior in rodents and in humans ([?, ?, ?]). As part of a larger
project, an experiment is performed that administers AVP and OT nasal spray
and assess social behavior in a group of human volunteers. The design for ad-
ministration is a two by two factorial with vehicle controls. Behavioral tests
were scored before administration (variable Baseline) and after administration
(the dependent variable). Let us go step by step through this algorithm in Table
11.16 using this example.

11.5.1 Order the independent variables

Order the independent variables so that control variables are written first, fol-

lowed by the predictor variables of real interest.

The three predictor variables are the dose of the two hormones and the
7This algorithm is not “the” correct way of performing and interpreting GLMs. There

are a number of different ways to do GLMs, all of which are correct. The advantage of the
algorithm is purely pragmatic. It is simple, easy to apply, and leads to correct inference in
experimental designs.
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Table 11.16: A simple algorithm for GLM models.

Step: Process:

1 Order the independent variables so that control variables are
written first, followed by the predictor variables of real interest.

2 Make decisions about which interactions to include in the model
based on hypotheses. If you do not hypothesize, say, a three-way
interaction, then do not include it.

3 Enter interactions after main effects. Write lower-order interactions
before higher order interactions. That is, two-way interactions
before three-way interactions. Enter interactions involving control
variables before those for the variables of interest. The variables
involved in any interaction must always be entered as main effects.
Similarly, if you have a higher-order interaction, then all lower-order
interactions involving those variables must always be entered in the
model.

4 Fit the model and examine the highest order interaction.

5 If the interaction is significant, then stop (see text for exceptions).
Go to Step 7. Do not interpret the significance level (p value) of the
main effects of lower-order interactions.

6 If the interaction is not significant, then drop that term and rerun
the model (see text). Continue with step 5 until you reach a
significant interaction or the last main effect in the model.

7 After you have settled on the statistical model, present the means
(if applicable), the GLM coefficients, and/or other information so
that the reader can assess the direction and magnitude of effects.
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baseline measure. We are interested in the hormones and use baseline as a
control variable to increase statistical power. Hence, Baseline will be the first
variable in the model. The order of the peptides depends on specific hypotheses
of the investigators. Here, assume that there is no hypothesis about which
hormone is the more important, so they will be entered alphabetically. The
model now states

Ŷ = β0 + β1Baseline + β2AVP+ β3OT (11.26)

11.5.2 Make decisions about interactions

Make decisions about which interactions to include in the model based on hy-

potheses. If you do not hypothesize, say, a three-way interaction, then do not

include it.

This is the most important part of the algorithm. Recall that a statistical in-
teraction is a very precise term–the effect of one predictor depends on the values
of one or more other predictors–and does not the “both ... and” meaning used
in everyday talk. A hypothesis that both AVP and OT will influence the social
behavior is good science, but it does not imply a statistical interaction. Very
few hypotheses in neuroscience imply statistical interactions. The best advice
is to ignore interactions if you have no specific hypotheses about them. If you
engage in a fishing expedition for interactions and publish several experiments
in a paper, then there is a very real danger that some will be reporting false
positives.

Let us use the algorithm in two ways. First, we explore an explicit hypothesis
of interaction that the two hormones are exchangeable but not additive. That
is, OT will increase the response by, say, 7 units. AVP will also increase it by 7
units. But the combination of OT and AVP increases it by 7, not by 14, units.
In statistical terms, the model is

Ŷ = β0 + β1Baseline + β2AVP+ β3OT+ β4(AVP×OT) (11.27)

where β4 < 0. Term this the “exchangeable model.”
In the second case, we model all possible interactions–the three two way

interactions and the three way interaction. Term this the “shotgun model.”

11.5.3 Order of the interactions

Enter interactions after main effects. Write lower-order interactions before

higher order interactions. That is, two-way interactions before three-way in-

teractions. Enter interactions involving control variables before those for the

variables of interest. The variables involved in any interaction must always be

entered as main effects. Similarly, if you have a higher-order interaction, then

all lower-order interactions involving those variables must always be entered in

the model.

In the exchangeable model, there is only one interaction, so the order of the
variables in the model is that given in Equation 11.27. The interaction term
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Table 11.17: Hormones and social response: initial results of the exchangeable
model.

Type I Type III
Df Fobs p(F > Fobs) Fobs p(F > Fobs)

Baseline 1 24.00 < 0.0001 28.29 < 0.0001
AVP 1 8.31 0.0047 3.45 0.0660
OT 1 5.54 0.0203 2.14 0.1458
AVP × OT 1 0.08 0.7725 0.08 0.7725

is entered last because we want to examine the Type I statistics for the main
effects of AVP and OT.

In the shotgun model, we want to put interactions with the hormones and
Baseline before the two way interaction between AVP and OT. We do this
because Baseline is a control variable. The final term will be the three way
interaction. Hence, the equation for the shotgun model is

Ŷ = β0 + β1Baseline + β2AVP+ β3OT+ β4(Baseline×AVP)

+β5(Baseline×OT) + β6(AVP×OT) (11.28)
+β7(Baseline×AVP×OT)

11.5.4 Fit the model

Fit the model and examine the highest order interaction.

Table 11.17 presents the results for the exchangeable model. According to
the algorithm we examine the highest order interaction which, in this case, is
the only interaction. Because this is the last term in the model, the Type I
and Type III statistics are identical. The interaction is not even close to being
significant.

Note the discrepancies between the significance levels for the Type I and the
Type III statistics for the main effects of AVP and OT. This will not always be
the case, but depending on the experimental design it can happen often enough
to warrant attention. The differences suggest that multicollinearity may be a
problem with the Type III statistics. If that is the case, then dropping the
interaction term should clarify the main effects.

Table 11.18 gives the results of the initial analysis for the shotgun model.
Again, focus on the three way interaction for Baseline, AVP, and OT. This is
not significant, so we should proceed to the next step in the algorithm with that
in mind.

interpretation

11.5.5 If the interaction is significant ...

If the interaction is significant, then stop. Go to step 7. Do not interpret the

significance level (p value) of the main effects of lower-order interactions.
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Table 11.18: Hormones and social response: initial results of the shotgun model.

Type I Type III
Df Fobs p(F > Fobs) Fobs p(F > Fobs)

Baseline 1 24.04 < 0.0001 14.10 < 0.0001
AVP 1 8.32 0.0047 1.03 0.3128
OT 1 5.55 0.0202 3.04 0.0841
Baseline × AVP 1 0.22 0.6426 0.52 0.4728
Baseline × OT 1 0.43 0.5127 2.29 0.1327
AVP × OT 1 0.07 0.7879 2.31 0.1310
Baseline × AVP × OT 1 2.52 0.1154 2.52 0.1154

The relevant interaction is not significant for either of the models, so this
step is not needed. If an interaction were significant, then it is necessary to
keep all of the lower order terms, including lower order interactions, involved
in the interaction in the model. For example, were the three way interaction in
the shotgun model significant, then we must keep all of the terms in Equation
11.28. We cannot drop (Baseline × AVP), for example, because (Baseline ×
AVP × OT ) contains that term.

There is a question, however, about what to do when there are several in-
teractions at the same level. Suppose, for the sake of learning, that the three
way interaction was not significant but the first two way interaction (AVP ×
OT) was significant. Is is legitimate to drop the (Baseline × AVP) and/or the
(Baseline × OT interaction)? There are not strong statistical rules here. Sub-
stantive considerations about the problem should always trump statistical ones.
One could keep the model because the interaction that is probably of greatest
concern–that between the two peptides–is significant. One could also drop one
and, depending on the results, the other. Or finally, one can drop both together.
Section X.X provides the details for that.

A major mistake made by novices occurs when an interaction is significant
but one or more main effects for the variables involved in the interaction are
not significant. Suppose: (1) a model has two explanatory variables, A and B ;
(2) the interaction term A*B is significant; and (3) the main effector for A is
not significant. It is tempting to examine the main effect for A and conclude
that “A is not significant,” but that would be wrong. A is indeed a significant
predictor. It is just that is effect on prediction depends on the value of variable
B.

The easiest and safest course of action is to completely ignore the signifi-
cance of main effects for every term in a model that is involved in a significant
interaction. Do not even mention the significance of these main effects in an
article. Just graph and explain the nature of the interaction.
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Table 11.19: Hormones and social response: final results of the exchangeable
model.

Type I Type III
Df Fobs p(F > Fobs) Fobs p(F > Fobs)

Baseline 1 24.19 < 0.0001 28.46 < 0.0001
AVP 1 8.38 0.0045 8.48 0.0043
OT 1 5.58 0.0198 5.58 0.0198

Never, under any circumstances, interpret the significance level of a main
effect when that main effect is involved in an interaction. If predictor
A’s main effect is not significant with the interaction between A and B

is significant, it is incorrect to conclude that “A is not significant.”
To avoid this and other mistakes about interactions, the safest course
is to completely ignore the significance of any main effect involved in a
significant interaction.

11.5.6 If the interaction is not significant ...

If the interaction is not significant, then drop that term and rerun the model.

Continue with step 5 until you reach a significant interaction or the last main

effect in the model.

The interaction between AVP and OT was not significant in the exchangeable
model, so we drop it and rerun the GLM. Table 11.19 presents the results. There
is now a trivial difference between the Type I and Type III results. Notice that
the Type III results show that both AVP and OT are significant. The reason that
they did not research conventional significant in the model with the interaction
term is due to multicollinearity.

The results of the shotgun model are given in Table 11.20. Only the p values
from the F statistics are given. The first decision after finding that the three
way interaction was not significant is which of the three two way interactions
should be dropped first.

Because this is a shotgun approach, there are no statistical criteria on the
order of interactions to be dropped. Substantive considerations must rule. Given
that we have entered interactions between Baseline and each hormone first in
order to increase power to detect the (AVP × OT) interaction and given that
the (AVP × OT) interaction is not significant, one can drop that and proceed
with the algorithm. (NOTE: It is possible to delete more than one interaction at
the same time. For example, one could set all three of the two way interactions
to zero and then test that model against the left most model in Table 11.20. See
Section X.X on the mechanics of how to do this and the actual implementation
of this strategy for the present data set. Again, substantive issues should trump
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Table 11.21: Hormones and social response: Parameter estimates

Estimate Std. Error tobs p(|t| > |tobs|)
(Intercept) 16.0278 3.4022 4.71 0.0000

Baseline 0.6035 0.1131 5.33 0.0000
AVP 0.6186 0.2125 2.91 0.0043
OT 1.2529 0.5302 2.36 0.0198

statistical ones in determining the way in which interactions are dropped.)
Table 11.20 eliminates the two way interactions backward from their order

in Equation 11.28. There is no evidence that any of the two way interactions
are significant. Hence, at the end of the day, we would settle on the same main
effects model previously given in Table 11.19. Again, take note of the difference
in p values, especially for AVP, between the Type I and Type III statistics.

11.5.7 Present the data

After you have settled on the statistical model, present the means (if applicable),

the GLM coefficients, and/or other information so that the reader can assess

the direction and magnitude of effects.

All of the statistics detailed above address whether prediction for a term in
the GLM equation is or is not better than chance. None of them specify the
magnitude of the effect or even the effect’s direction. Perhaps the significant
effect for oxytocin was to diminish social behavior.

To complete the analysis, examine the parameter estimates that are pre-
sented here in Table 11.21. The predictor variables for AVP and OT were the
actual doses–0 for controls and 5 units (AVP) or 2 units (OT). Baseline is sig-
nificant as it almost always is in human clinical trials. The coefficient for AVP
is 0.62 so a one unit increase in vasopressin increases the social response by 0.62
units. Given that the standard deviation for the Baseline is 4.73, AVP resulted
in a change of .13 standard deviation units. The coefficient for OT is 1.25. This
increased the social response measure by 0.26 of a standard deviation.

In the write up, it is necessary to present data illustrating the actual effects
in the model in addition to . When the GLM has groups, then present group
means. When the independent variables are all continuous, then present the raw
or standardized regression coefficients (see Section X.X). When the GLM has
both groups and quantitative predictors, then the presentation often depends on
the nature of the quantitative independent variables. In the present example,
the quantitative variable is Baseline and it is used to increase the power for
detecting the effects of the main variables of interest–the peptide hormones
AVP and OT. Here, the simplest graphical method is to compute a difference
score (Outcome - Baseline) and plot the means of the difference score for the
four groups. If the GLM contained a quantitative predictor of interest in its
own right, then you should either mention the effect in the text or incorporate
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Figure 11.6: Means (± 1 sem) for the change in social response as a function of
hormone.

●

●

4
6

8
10

12

Vasopressin

Δ
 (S

oc
ia

l R
es

po
ns

e)

● Ocytocin Dose = 0
Ocytocin Dose = 2

0 5

●

●

●

●

Vehicle AVP OT AVP + OT

Group
Δ

 (S
oc

ia
l R

es
po

ns
e)

0
2

4
6

8
10

12

it into a graph.
Figure 11.6 shows both a line plot (left) and a bar plot (right) for the data.

Most neuroscientists favor the bar plot while most statisticians factor the line
plot because it contains the quantitative information on dose.

11.5.7.1 Presenting interactions among quantitative variables

When a numeric variable takes on only two or three variables, it easy to plot
interaction lines for each value. What happens, however, when your numeric
variable has a large number of values and you wish to graph an interaction
with another numeric variable? Here, select one of the numeric variables as the
variable for the horizontal axis. Then select three data points for the second
numeric variable–the mean, the value one standard deviation below and mean
and the mean plus one standard deviation. Then plot the regression lines for
these three values.

To illustrate suppose that the model has two predictors, X1 and X2. We can
plot the interaction by letting X1 be the horizontal axis and Ŷ , the vertical axis.
We then fit the model and calculate the regression lines for three values of X2.
In the first, X2 = X̄ or X2 is set to its mean. The second value is X2 = X̄ + σ
where σ is the standard deviation of X2. The third is X2 = X̄ − σ. Figure 11.7
plots an example.

11.6 GLM diagnostics*

Most of these techniques were developed in the context of classic regression
and hence the term “regression diagnostics” is more common than “GLM di-
agnostics.” The are three purposes of diagnostics. The first is to assess the
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Figure 11.7: Plotting the interaction between two quantitative variables, X1

and X2.

X1

Ŷ

X2 = X  + σ
X2 = X
X2 = X  − σ
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assumptions of the model: linearity, normality of residuals, and homoscedas-
ticity (homoscedasticity). We have already dealt with these in Chapter 10 and
they should be examined for every GLM.

The second purpose is to detect observations than may have a large effect on
the parameter estimates, and the third is to examine the predictors for unduly
high correlations. These two diagnostics pertain much more to GLM models on
observational data with many predictors than to balanced experimental designs.

11.6.1 Influence diagnostics*

The second purpose is to examine the individual data points to detect any that
have undue influence on the results. The statistics used here are call influence

statistics. The first of is called leverage (aka “hat” values). Its purpose is to
detect variables that may be multivariate outliers in terms of the predictor
variables. Observations with high leverage values may have a high influence on
the estimation of the regression coefficients. There is no accepted standard for
a “high” leverage, but many suggest inspection of observations with a leverage
greater than 2k/N where k is the number of parameters in the GLM and N is
sample size ([?, ?]).

A second class of influence statistics are based on deleting the observation
from the analysis and estimating how much the parameter estimates or other
statistics change. Of these, the most easy to interpret is the studentized residual.
This deletes the observation, estimates the parameters, and then calculates the
residual of that observation. The residual is divided by the standard deviation
of the residuals. The result should follow a t distribution with the degrees of
freedom equal to the error df. Values greater than 2 should be inspected. See
Belsley, Koh, & Welch, 1980 X.X, Fox, 1991 X.X or the documentation for your
software for other statistics in this category.

Note carefully: the fact that an observation has a high leverage or studen-
tized residual does mean that it is a “bad” observation and should be removed
from the analysis. When sample size is large, one will expect some large lever-
ages and studentized residuals. Instead, mark the observations and try to see
why they have a high residual or leverage. If deleting them results in a signifi-
cant change in the parameters and in significance, then you must be honest and
report the initial analysis along with the one in which they were deleted. Let
the reader make the decision.

11.6.2 Multicollinearity*

Multicollinearity was defined earlier in Section 11.4.2.3 in the context of inter-
actions. If the algorithm in Table 11.5 is followed, then there is no need use this
section. In some observational research, it is possible to have predictor variables
that are highly correlated with some combination of other predictor variables.
When this occurs, the standard errors of the estimates become large, making it
difficult to detect significance for individual parameters.
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The most straightforward statistic used to measure collinearity is tolerance.
The tolerance for an independent variable equals

�
1−R2

�
where R2 is the

squared multiple correlation predicting that variable from all of the other in-
dependent variables. High tolerance suggests that the independent variable is
not well predicted by the others. Low tolerance suggests that the variable can
be predicted quite well from the other variables. Any variable with a tolerance
lower than 0.10 should definitely be examined.

The second statistic is the variance inflation factor or VIF. It equals the
reciprocal of tolerance, so a variable with a tolerance of .10 gives a VIF of 10.

If on the odd chance you do observe multicollinearity in your data, the sim-
plest solution is to drop the offending variable. If more than one variable is
problematic, then you must consult a multivariate statistics text and perform
a principal components analysis on the the set of variables that are highly cor-
related. You can substitute the score on the first principal component for the
redundant variables.


