
Chapter 2

Data Sets

Statistics operate on a data set. The data set may be viewed as a two dimen-
sional matrix, very similar to a blank spreadsheet found in many contemporary
software packages such as Excel or Numbers. The rows of the data matrix
are observations. In neuroscience, observations are usually organisms (humans,
rats, mice) but occasionally they may be other phenomena such as cell cultures
or neuronal slices. The columns of the data matrix consist of attributes—sex,
parietal lobe activity in a PET (positron emission tomography) scan, number
of bar presses, various assays—measured on the observations.

Understanding the nature of a data set is a necessary prerequisite to quan-
titative analysis. In neuroscience, one often receives automated results for an
individual observation. Examples include a biological assay for a patient or
recordings from a hippocampal slice in a particular rat. The ability to take
these “numbers” and organize them into a coherent structure is the first step in
a meaningful statistical analysis.

2.1 Introducing the data set

Table 2.1: A data set with independent
rows.

Rat Time 1 Time 2 Time 3
C1J7 12.3 15.7 9.8

C23K8 20.2 19.7 13.1
...

D32A4 10.8 9.4 7.6

Mathematically, the data set is a
two-dimensional matrix of rows and
columns. The rows of the data set
are defined by independent observa-
tions and the columns are defined
by the attributes or variables mea-
sured on those observations. One of
the major difficulties encountered by
the student just learning statistics is
the recording of data in a lab book
or work sheet so that the rows of
the data are not independent obser-
vations. Usually, this takes the form of entering the same observational unit
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(i.e., the same cell culture, rat, or person) multiple times in the data set so
that a single observation has multiple rows.For example, consider a study that
measures rats at three different time points. Table 2.1 illustrates the preferred
way of entering the data. Each independent observation (or rat, in this case)
is entered as a separate row in the matrix with the scores at times 1, 2, and 3
being separate columns. It is tempting to enter data similar to that in Table 2.1
where, in addition to rat, there are two variables, time and score. The logical
problem from the statistical standpoint is that the rows in Table 2.2 are not
independent observations. The rat in row three is the same rat in rows one and
two.

The major danger of having non-independent rows in a data set is that a
researcher may erroneously analyze the data using a statistical procedure that
assumes that the rows are independent. The results of this error are unpre-
dictable. Usually, the statistics program is tricked into thinking that there are
more observations than there really are. For example, if there were 12 rats in
Table 2.1, then a correlation between time and score using the data arrangement
in Table 2.2 would base everything on the erroneous estimate that there were
36 “rats”, not 12, in the study. Typically, this will result is false positive conclu-
sions (i.e., thinking that there is a significant finding when, in fact, there is not
one). In other circumstances (e.g., testing for a mean difference between time 1
and time 2), failing to account for the possibility that variables are correlated
can result in false negative findings (i.e., failing to detect a significant finding
when, in fact, there is one). Because the vast majority of canned statistical
procedures make the assumption of independent rows, errors are most easily
avoided by ensuring that data entry conforms to the rules for Table 2.1 and not
for Table 2.2. To avoid a lot of frustration, make certain that you use unique
identification numbers or names for each independent observation.

To avoid a lot of frustration, make certain that you use unique identification
numbers or names for each independent observation.

Table 2.2: A data set with dependent
rows.

Rat Time Score
C1J7 1 23.3
C1J7 2 15,7
C1J7 3 9.8

C23K8 1 20.2
C23K8 2 19.7
C23K8 3 13.1

...
D23A4 1 10.8
D23A4 2 9.4
D23A4 3 7.6

To avoid a lot of frustration, make
certain that you use unique identifica-
tion numbers or names for each inde-
pendent observation.

Having said this, we offer a caveat.
Some automated data acquisition re-
port a column–and not a row–of data
for an observation. Moreover, some
computer procedures (mostly graph-
ical ones but also a few statistical
ones) are most easily used when data
are arranged as non-independent ob-
servations akin to Table 2.2. If it is
possible, enter the data as indepen-
dent observations and then create a
temporary data set that rearranges
the data for such procedures. This
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Table 2.3: An example data set on knockout mice for the enzyme protein kinase
C-γ (PKC-γ).
Mouse Geno OA Mouse Geno OF Mouse Geno OA

1 −− 15.8 16 +− 5.2 31 ++ 10.6
2 −− 16.5 17 +− 8.7 32 ++ 6.4
3 −− 37.7 18 +− 0.0 33 ++ 2.7
4 −− 28.7 19 +− 22.2 34 ++ 11.8
5 −− 5.8 20 +− 5.5 35 ++ 0.4
6 −− 13.7 21 +− 8.4 36 ++ 13.9
7 −− 19.2 22 +− 17.2 37 ++ 0.0
8 −− 2.5 23 +− 11.9 38 ++ 16.5
9 −− 14.4 24 +− 7.6 39 ++ 9.2
10 −− 25.7 25 +− 10.4 40 ++ 14.5
11 −− 26.9 26 +− 7.7 41 ++ 11.1
12 −− 21.7 27 +− 13.4 42 ++ 3.5
13 −− 15.2 28 +− 2.2 43 ++ 8.0
14 −− 26.5 29 +− 9.5 44 ++ 20.7
15 −− 20.5 30 +− 0.0 45 ++ 0.0

type of data set is called a stacked
data set and will be treated below in Section 2.1.2.1.

2.1.1 An Example Data Set

Here, we present a real data set that will be used in other sections of this text to
illustrate measurement scales, statistical terminology and descriptive statistics.
Table 2.3 gives a listing of data based on Bowers et al. (19xx) that examined
the effect of the protein kinase C-γ gene on anxiety in mice. These mice in
this study all have the same genetic background but differ in genotypes for the
PKC-γ gene. Transgenic methods were used to knock out the gene and then
cross breeding was used to produce three genotypes—those completely deficient
in PKC-γ (the “–“ genotype in Table 2.3), the heterozygote with one knockout
allele and one normal allele (the “+-“ genotype), and the homozygote with two
normal alleles (the “++” genotype). The other variable in the data set is called
“openarm.” It measures the percent of total time in an elevated plus-maze spent
in the open (versus the closed) arm of the maze. A low percent of time in the
open arm is associated with high levels of anxiety.

2.1.2 Independent Observations and Stacked Data Sets

The first necessary issue in creating a data set for statistical analysis is the
identification of “independent observations.” Often this is a “no brainer.” Each
rat in a control group receives condition X while each rat in the experimental
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group receives condition (X + Y). Here, each rat is an independent observation
even though that rat may be measured on multiple occasions. The individual
rat comprises a row in the data matrix and all attributes of that rat (including
all measurements over time) form the columns of the matrix.

Table 2.4: Example of a stacked data set.

Rat Slice Source Time Value

A6_1 1 Ventral 1 86.29
A6_1 1 Ventral 2 87.34

...
...

...
...

...
A6_1 1 Ventral 90 61.17
A6_1 2 Dorsal 1 74.55
A6_1 2 Dorsal 2 73.81

...
...

...
...

...
A6_1 2 Dorsal 90 53.42
B7_g 1 Ventral 1 63.58
B7_g 1 Ventral 2 60.23

...
...

...
...

...
B7_g 1 Ventral 90 33.98
C21 1 Dorsal 1 91.73
C21 1 Dorsal 2 93.86

...
...

...
...

...
C21 1 Dorsal 90 78.17
C21 2 Dorsal 1 74.73
C21 2 Dorsal 2 75.19

...
...

...
...

...
C21 2 Dorsal 90 52.67

The problem in con-
structing a data set with
independent rows usu-
ally occurs when the in-
dependent observation is
measured over multiple
times and in multiple
ways so that the record-
ing device returns a col-
umn instead of a row
vector of values. Imagine
a study involving elec-
trophysiological record-
ings from brain slices for
rats in a control and
treatment group. Call
the first rat Ralph. All of
Ralph’s data should ap-
pear as a single row in
the data matrix. These
data would include basic
“demographic” informa-
tion such as Ralph’s sex,
date of birth, cage num-
ber, date of testing’s,
etc. If Ralph generated
three viable brain slices
each measured over k
time points, then there
would be three sets of

columns for Ralph. The first set would constitute the variables “Slice1Time1”
through “Slice1Timek,” the second set, variables “Slice2Time1” through
“Slice2Timek,” and the third, “Slice3Time1” through “Slice3Timek.”

In terms of the logic of experimental design, Ralph is but a single row with
a large number of columns. In the practice of physically recording the data,
however, each slice of Ralph’s brain is analyzed separately and the results are
often returned as a column, not a row. Should an electrophysiologist spend time
cut and pasting numbers from a column vector into a row?

The answer is, “No,” provided that you realize that you have a “stacked”
data set and know how to analyze it.



CHAPTER 2. DATA SETS 5

2.1.2.1 Stacked Data Sets

A stacked data set is one in which each independent observation has more than
one row in a data set. Table 2.2 above is a classic example. Previously, we
discouraged such recording—and we still do—but in certain specialized circum-
stances, software requires a stacked data set or the recording of data makes it
inefficient to reorder the data into rows. The key to creating a stacked data set
properly is to make certain that there are one or more variables that indicate
the independent observations. Imagine a study comparing electrophysiological
responses of brain slices from the ventral versus dorsal part of a certain nucleus
in the rat. Some rats generated more than one slice.

Table 2.4 illustrates a stacked data set from this design. Variable Rat gives
the independent observations, Slice gives the slice number within a rat, Source
the location of the slice, and Time and Value give the time and recording value.
These data permit a plot of mean Value (vertical axis) by Time (horizontal
axis) for Source (separate lines). Note that this plot could be generated with
the columns for Rat and Slice.

Never, analyze these data using procedures that assume that each row is an
independent observation. All procedures in this book, except for one, make this
assumption. The only procedure in this text applicable to a stacked data set
is mixed models, covered in Section X.X. Hence, if you want to test differences
between the ventral and dorsal parts of the nucleus, you must use mixed models.

2.2 Suggestions for Creating and Managing the
Data Set

Many imagine that information technology and science began with the Internet.
Actually, there is a very long history of information science that began with and
evolved along side the gathering and analysis of empirical data. Today, it is not
unusual for large projects to employ one or more technicians whose sole job is
to create and manage a data set. Data sets for most projects in neuroscience
use small data sets. Nevertheless, there are some guidelines learned over the
decades that, if followed, can avoid larger problems in the future. The operative
phrase is the old aphorism of “a stitch in time saves nine.”

2.2.1 Double Entry

Double-entry has been a mainstay of information science decades before the
advent of digital computers. Here, data values are entered (the entry step)
and then entered once again into a separate data set (the verification step).
The two data sets and then compared. Good statistical programs have utilities
that compare data sets and list all discrepancies. Every discrepancies should be
resolved by referring to the original recordings or values in a lab book.
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2.2.2 Create a Master Data Set

In many types of studies, several different types of data are collected on the
same organism. For example, in a behavioral neuroscience study of anxiety,
one might gather several phenotypic measures on an elevated plus-maze, some
venous neuroendocrine measures, and then data on protein regulation using c-
fos or other probes in brain slices. Usually, the behavioral testing is done in
one session and the assays in several other sessions, and separate data sets are
created for each session. There is nothing wrong with this approach. What
should be done, however, is merge such data into a master data set containing
all the data on a given, say, rat.

Human nature is the major reason for master data sets. In our eagerness
to analyze the data, we become less than exemplary file clerks. As a result,
we have a file with ACTH data in one folder (usually with some cryptically
abbreviated name) and a second file with corticosterone data in another folder
(with an equally obscure name). Inevitably, during a lab meeting a year later,
someone asks whether ACTH levels correlate with cort and we spend much more
time trying to find the data than we ever would have by merging the ACTH
and the cort assays into a master data set.

In this sense, the study (or experiment) becomes the unit for the data set
and every single measurement on the organisms used in the study should be
contained in the master data set. To perform a specific statistical analysis, just
select and manipulate the relevant variables from that data set.

2.2.3 Record Fine-grained Measurements instead of Ag-

gregated Measurements

Imagine that you are studying neuroendocrine functioning in a rodent model of
obesity. In the data set, you record a variable “Group” with respective values
of “Obese” and “Control” for the two conditions in the study. There is nothing
wrong with this approach—nothing wrong, that is, until someone develops an
accepted equivalent of the human body mass index in rodents and a journal
reviewer requests that you present your data in this way. Again, you scramble
to find that lab book or computer file in which you recorded the length and
weight of the rats so that you compute the measure.

This illustrates one of the major principles of data recording—never record
computed variables without the original measurements from which the variables
were computed. In different words, record fine-grained measurements in place
of aggregate measurements. In the example, if one recorded length and weight
of the rodents, then it is always possible to use those data to construct a new
variable Group using if-then statements. If you record only variable Group,
then it is impossible to reconstruct variables length and weight.

According to this principle, it is always better to record specific dates and
times in the data set than variables such as age or morning versus afternoon or
light versus dark cycle. Age can always be computed from date of birth and date
of testing by subtracting the former from the latter. (Good statistical packages
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permit such manipulation of date-formatted variables.)

2.2.4 Data Cleaning

Despite double entry, many data sets still contain errors. If an imaging study
mistakenly records someones age as 91 instead of 19, double entry of “91” will
never reveal it as an error. Hence, one examines descriptive statistics, par-
ticularly the maximum and minimum values for a variable and also visually
examines graphical plots of the data to make certain that results are sensible.
This is called “cleaning the data.” With the small data sets of many neuroscience
studies, this takes little effort. For large scale observational studies, the enter-
prise can take months. We deal with this issue later under descriptive statistics
(Section X.X) and graphics (Section X.X).

2.2.5 Missing Values

[to be written]

2.2.6 Write Protection and Backup

Always make certain that data are always backed up well before the master
data set is constructed. It is also good practice to write-protect the master data
set after all the data have been entered and cleaned. If you catch an error,
then change the protection, correct the error, and then reinstitute the write
protection. This is especially important in large labs where different people
may access the data. Someone just learning data management and statistics
can very easily overwrite or delete important variables. The proper procedure
is for a person to make a copy of the data set and then operate on this copy.
That way, they can mess it up to their heart’s content.
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