
Chapter 1

Introduction

Why study statistics in neuroscience? There is one and only one reason—lab
efficiency.

1.1 Neuroscience Does Not Need Statistics
Huh? Yes, you read that correctly. There really is no ontological need for
statistics in neuroscience or, for that matter, in many other sciences. Figure 1.1
is an adaptation from Campbell & Stanley (1963) that plots the frequency of
telephone calls to directory assistance before and after a charge was instituted
by a telephone company for the call. Can you guess the exact time when the
charge was first levied? Did the charge influence the number of calls?

The answer to both questions is perfectly obvious. The charge was instituted
shortly after the 600th time period (627, to be exact), and the number of calls
dropped almost to the level when the number of calls was first recorded. The
figure also illustrates that the cost initially inhibited folks from calling directory
assistance but afterwards the rate of increase in calls was pretty much the same
as the rate of increase in the period before the charge.

There are statistical methods used by econometricians that could analyze
these data, but applying them (interrupted time series) is not easy for most
people and the process is overkill, akin to duck hunting with a canon. There is
no need to perform any statistics to test whether these observations are “due to
chance.” Were an obstreperous reviewer to demand such statistics, one would
naturally calculate them in order to get the paper published or grant funded.
But one is reminded of Ralph Waldo Emerson’s observation that “A foolish
consistency is the hobgoblin of small minds.”

If a neuroscientist were interested in whether a treatment alters a response,
then several methods are available to assess the hypothesis without using statis-
tics. If the response could be measured over many time points, then a plot like
the one in Figure 1.1 could be constructed for every animal tested. The skep-
tic might (quite rightly) respond that this approach would work if the effect of
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Figure 1.1: Number of calls to directory assistance before and after implemen-
tation of a fee.
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the treatment were very large. What would one do if the treatment effect was
small? One could still answer the question without statistics by testing a very
large number of animals and plotting the mean response at each time point. The
larger the number of animals, the more the plot of the means before and after
the response will resemble smooth curves and the greater the ability to visually
see the effect of the response. How many animals might it take? That depends
upon the magnitude of the effect and the variability of the response from one
animal to another. For the moderate effect sizes in behavioral neuroscience, it
may take several hundreds to several thousands of animals.

Naturally, no sensible neuroscientist would take this approach. Why? No
matter how you phrase the answer, it always reduces to lab efficiency. Com-
ments such as “take too much time,” “not worth all the trouble,” and “would be
prohibitively expensive” all say in some way that it would stretch lab resources
to take such an approach to science. Instead, the customary approach is to
make a reasonable guess about the effect size of the hypothetical response and
use statistics to arrive at a reasonable sample size that will give a good likeli-
hood of observing a real effect. Thus, the use of statistics reduces the number
of animals tested at the cost of slightly increased uncertainty in the results (all
that “reasonable” and “good likelihood” stuff in the previous sentence). The
more certainty, the more animals are needed. Statistics provide an objective
compromise between absolute certainty and the cost and time needed to arrive
at reasonable inferences.

At the same time, when one views results that do not need statistics, then
the lab that produced them either had a great idea or was very inefficient in
testing their hypothesis. In some research, sample sizes are constrained—e.g.,
you have already performed a study, but want to perform a new assay on tissue
saved from the study. Here, a “visually obvious” result is serendipitous. If you
deliberately plan for a “visually obvious” result analogous to the one in Figure
1.1, then you have wasted considerable time.

1.2 A Little Statistics Can Go a Long Way
Panels A and B of Figure 1.2 present the same data from a dose-response study.
Do you notice anything awkward about panel B? If you were to submit a paper
or a grant proposal with panel B, what response would you expect from the
reviewers?

Panel B is not “wrong.” After all, it contains the same data as in panel A. It
is just that panel A presents the data in such a way as to make it easier to assess
the dose-response relationship. Although panel B is not wrong, it is stupid.

Without consciously being aware of it, many scientists treat their data in a
“panel B” fashion. Again, there is nothing “wrong” with this. It is just that it
is awkward, leads to lab inefficiency, and sometimes obscures science. Let us
spend a few minutes explaining why this is so. The study for Figure 1.2 uses
four groups, but they are not groups in the sense of dividing people in religious
groups such as Jewish, Christian, Muslim, Hindu, etc. The order of the religious



CHAPTER 1. INTRODUCTION 4

Figure 1.2: Mean response for four doses of a drug.

groups is arbitrary as is the order of male or female. Religious affiliation and sex
are strictly categorical variables. The groups in Figure 1.2 have an underlying
metric associated with them.

When faced with “groups,” many researchers automatically think of a statis-
tical procedure called the analysis of variance or ANOVA. But using ANOVA
with these data is treating them as if they religion or sex. In short, ANOVA
is a “panel B” approach to the statistical analysis. The ANOVA is not wrong.
It will inform us whether there are indeed differences somewhere among the
groups and using statistical gymnastics such as multiple comparisons, one may
even gain some insight into where those differences occur.

The “panel A” approach would capitalize on the quantitative information
that orders the group. Here, the subjects would be given actual numerical
values for the amount of drug administered and the data would be analyzed by
regression, a close cousin to ANOVA. The regression is more powerful than the
ANOVA. That is, it is more likely to detect real differences among the groups
than the ANOVA. Hence, planning a study using a regression will sometimes
result in the use of fewer animals. Also, the regression might also be more
informative. Visual inspection of panel A suggests that the response asymptotes
between 15 and 20 mgs. Is this real or, by dumb luck, did the 15 mg group scored
higher than its population value? The regression can answer this better than
the ANOVA.

How much extra time would it take to perform the regression, even the more
complicated one that asked whether the response does in fact asymptote? Per-
haps a few seconds. In today’s world of point-and-click statistics, both ANOVA
and regression are contained in a single technique called the General Linear
Model or GLM. Hence, the only difference in is clicking on a few different boxes
in the GLM. So ask yourself, “Is it worth a second or two?”
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1.3 . . . but Seldom All the Way
Some people view statistics with mysticism. For most of these folks, the mysti-
cism takes the form of suspicion. Others, however, have the mistaken impression
that statistics will magically pull a rabbit from a hat and reveal vast undiscov-
ered relationships in their data. These people spend days and days performing
ever more sophisticated analyses on a single problem. While extensive data
analysis is justified for large epidemiological data sets and for some genomic
and imaging studies, it is not appropriate for the small data sets in most exper-
imental neuroscience.

If you perform a reasonable analysis that gives negligible evidence of a find-
ing, then more sophisticated analyses are unlikely to reveal a significant result.
Similarly, if the reasonable, initial analysis suggests a highly significant finding,
then other approaches are unlikely to change that fact. The key proviso here is
“as long as the initial analysis is reasonable.”

The astute reader might inquire here about what is “reasonable” and what
is “unreasonable.” This is a good, legitimate question and the answer is, “it
depends.” In case you have not realized it by know, there is a certain art to
statistical analysis that comes from years of experience. Part of that art is
knowing when to stop performing analyses when the results do not meet your
expectations. Another part of the art is the realization that viewing statistics
as a “right way versus wrong way” art is inferior to approaching it as a “more
informative, less informative” field. While there are certainly right and wrong
issues in statistics, you develop the art by asking, “how much information can I
get from using this approach and how much can I get from using that approach?”
But before we further develop this art, we must overview of the science of
statistics.

1.4 The Steps in Statistical Analysis
Neuroscience should have originated in Missouri, the “Show Me” state. To a
“show me” neuroscientist, the following discourse may seen philosophical and
even vacuous. Wrong. It is science in its strict sense, but it is science that
unlocks a big black box to the neuroscientist. If you believe in showing bar
charts with error bars, then you must believe in all of the following sections.
In today’s “point-and-click” world, assumptions underlying the simple act of
constructing error bars are buried in that black box. The following merely
opens that box.

1.4.1 Establish the mathematical model
All–and that means all, without any exception, even the slightest exception–
statistics begin with a mathematical model. Often–especially when people use
cookbook approaches–they do not realize that they are using a mathematical
model, but even the simplest statistical procedure is based on a mathemati-
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cal model. Consider an experiment with a control and treatment group. The
team plots the means of the two groups along with the error bars and visu-
ally inspects the results. The mathematical model here is that the scores are
normally distributed within groups, or if they are not, then the sample size is
sufficiently large that the central limit theorem comes into play and results in
a normal sampling distribution of the means. That is a mouthful and you may
not understand it, but this is what happens when someone opens that black
box.

Some models are simple, others complex. Nevertheless, you should always
realize that you have a mathematical model, even though you might not know
all the intricacies of it. This will be especially helpful when we come to the
latter sections of this book.

Surprisingly, the mathematical model does not start at the beginning of
data analysis. It first comes into play when the study is being designed. The
mathematical model is nothing more than a translation of the logic of the design
into algebra. Examine the two group treatment design testing the effect of a
drug. Experimental procedures are deliberately arranged (with factors such as
saline injections, sham surgery, etc.) so that the two groups are identical in
every way except for the drug. Hence, in the absence of the drug, the two
groups should have the same mean, let’s say µ. We expect that the drug will
have some effect (denote that effect as α) so that the mean of the experimental
group is µ + α. This is the mathematical model, and the statistical part uses
the mathematics of probability theory to make statements about the probability
that than an observed α is really close to 0.

The mathematical model will have certain unknowns in it–e.g., the µ and
the α in the present case. These unknowns are called parameters.

1.4.2 Fit the model to data
The next step in statistical analysis calculates numerical estimates of the param-
eters from the data. In statistical parlance this is called estimation.or fitting the
model. No rocket science here. Anyone with a course in high school algebra and
a little calculus–actually, anyone who remembers their high school algebra and
calculus–can derive all the estimation procedures in this book. (I conveniently
ignore the possibility that it may take several years to do so.) In practice, we
let the computer do all the estimation for us, so it is a topic that is not heavily
covered in this text.

Let’s see how good you are at estimation. Suppose the control and exper-
imental means for the drug study are respectively 118.6 and 114.9, giving the
equations

118.6 = µ

114.9 = µ+ α

Can you figure out µ and α?
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1.4.3 Make inferences about the parameters
Ok, so after a few hours with a calculator and computer, I found that α = −3.7.
Does this really mean that the drug reduces the response? The answer depends
on how spread out the scores are. If the responses range from 0 to 220, then a
difference of 3.7 appears small. On the other hand, if the scores went from 112 to
120, then a difference of 3.7 seems pretty big. In this case, statistical inference
would plug the parameter estimates and information about the variability of
the scores into formulas developed from probability theory and arrive at some
statements about the probability of observing an α of -3.7, If there is a high
probability that -3.7 is just a chance deviation from 0, then we would conclude
that there is little evidence for a drug effect. On the other hand, if the probability
is very low that -3.7 is a chance deviation from 0, then we would infer that the
drug does in fact reduce the response.

Again, there is no need for us to work through the mathematics behind
inference. The computer does that for us and spits out information about the
probabilities. The logic behind this is outlined in Chapters X.X and X.X, but
it is really unnecessary to master that subject. All you must really know is how
to interpret a p value.

1.4.4 Compare mathematical models
In many experimental studies, the first three steps of statistics are sufficient.
In other cases (and especially in observational studies) a fourth step compares
different mathematical models to assess which one best explains the data. Recall
panel A of Figure 1.2and ask about the form of the dose-response relationship.
Let’s start by testing whether the dose-response is linear. To do this, start
with the equation for a straight line which is (again, that high school algebra),
Y = m + bX, where m is the intercept and b is the slope of the line. We
biostatisticians find such notation intolerable because it does not have enough
Greek stuff in it, so we rewrite it as

Ŷ = α+ βX (1.1)

Here, Ŷ is the predicted response (a hat or ^ usually denotes a predicted
value or an estimated value), α is the intercept, β is the slope, and X would be
the numeric value of the dose. We click on the boxes in a statistical package for
regression, estimate α and β, and evaluate inferences about β being close to 0.
Suppose that we find a low probability that β is close to 0. We would conclude
that a straight line fits the dose-response data better than chance.

But visual inspection of the figure suggests little difference between the
means of the 15 and 20 mg groups. Does the response plateau? One of the
ways to answer this is fit a mathematical model of a curve with a bend in it.
Again, returning to high school, we recall that a quadratic equation (the formula
for a parabola) fit this bill. Hence, we can write a second model as

Ŷ = α+ βX + γX2 (1.2)
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Because Equation 1.2has more information on the right hand side than Equa-
tion 1.1, it will always predict the data better than 1.1. In a model comparison,
statistics uses the observed estimates of the parameters, information about the
variability of the data, and probability theory to arrive at probabilities that the
increased prediction is just due to chance. If the likelihood of this is very high,
then we abandon Equation 1.2 and settle on the linear model in 1.1. If the
likelihood is very small that the increased prediction is just due to chance, then
we would reject the linear model and favor the quadratic in Equation 1.2.

The concept that statistics involved the comparison of models is very useful,
especially at higher levels of statistics. Judd, McClelland & Ryan (2008), in fact,
have written a book on statistics that expresses all basic and some advanced
techniques as a comparison between different models.

1.5 Steps in Practical Data Analysis
The outline of this book corresponds roughly to the procedure for performing
data analysis. This text does not deal with issues of experimental design and
data acquisition. It is assumed that the study has the proper design and the
data have been recoded accurately.

1.5.1 Create a Master Data Set
Here, Chapter 2 provides hints at constructing the data set while Chapter 3
gives information about the types of variables in the data set and their mea-
surement properties. The two major guidelines are: (1) create a master data
set that includes all variables in the study; and (2) if at all possible, enter each
independent observation in a different row. Creating a master data set is like
carrying an umbrella in your backpack when you live in Seattle. It is not a
necessary thing, but it takes little effort and saves aggravation in the long run.

We have all experienced the frustration of trying to find different files on a
computer (or—aghast—on different computers) in order to merge them. Save
yourself some angst and put every variable into a master data set. Recording
independent observations into separate rows is a necessity for all the techniques
used in this text save one (mixed models). Also, recording the data in this
manner goes a long way towards avoiding gross statistical errors and analyzing
the data in the most informative way.

1.5.2 Inspect the Variables
Here use the descriptive statistics in Chapter 4 and the graphical techniques in
Chapter 6 for three purposes: (1) detecting outliers; (2) examining the distri-
bution of the variables; (3) evaluating missing data. Outliers create havoc with
data analysis, especially in small samples. They can create “significant” find-
ings that are not there or obscure significant findings that are there. To detect
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outliers, examine the minimum and maximum value for the variables from the
output and/or example dot plots, box plots, or histograms for the data.

Visually inspect histograms, box plots, and/or dot plots with an eye to
detecting non-normality in the data. If a variable is not normal, then consider
one of the transformations outlined in Chapter 3.

Depending on the execution of the study design and the acquisition of data,
you may have missing values in the data set. The traditional statistics in this
book (i.e., everything except for mixed models), eliminates every observation
with a missing value. For simple designs (e.g., two groups and one variable),
this approach is fine. But if you have multiple measures (over time, over brain
areas, over genes, etc.) then a few failed assays could reduce your sample size
of 15 to, say, 9. Here, the application of traditional results would make it hard
to detect effects that are truly present.

If you have several different dependent variables (i.e., those variables that
you want to predict) then always calculate and inspect the correlation among
them. When there are high correlations, then you must use different procedures
than when the correlations are uniformly low.

1.5.3 Analyze the Data
The point-and-click interface for most statistical packages always groups the
procedures into categories that usually include the following types:

1. Descriptive Statistics: These calculate the basic summary statistics for
quantitative variables (number of observations with non missing values,
minimum and maximum values, mean, and standard deviation), the fre-
quency distribution for categorical variables, and correlation coefficients.

2. Contingency Tables: These provide and analyze the frequency of one cate-
gorical variable as a function of another categorical variable. For example,
they produce a table of variable Treatment (with values of Control Group
and Treatment Group) with variable Seizure (with values of Yes and No).

3. Tests of Means: These procedures provide the tests covered in elementary
hypothesis testing in Chapter X.X. Some packages also include the analysis
of variance (ANOVA) under this heading.

4. General Linear Models: These procedures include regression, analysis
of variance (ANOVA), analysis of covariance (ANCOVA), traditional re-
peated measures, and mixed models.

5. Nonlinear Models: Logistic regression, probit regression, ordinal regres-
sion, and many others.

This grouping is not universal. For example, some packages include ANOVA
under Tests of Means while others have a separate tab for it. Click on the
menu items to see how the procedures are organized in the package that you
use. Always use this “point-and-click-and-hunt” approach to find a procedure.
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Ultimately, it is much quicker than staring at a menu trying to remember where
the ANOVA procedure is.

1.6 Statistical Packages
Which statistical package should I use? That is a difficult question to answer
because there are many factors that go into such a decision. One of the foremost
is support: how easy is it to find someone who knows the package? Here, if your
lab has an established package and there are knowledgeable people around,
then by all means use that. No matter which package you choose, it will take a
significant investment of time to gain the expertise required to implement the
techniques used in this book. A person who can help you through the tough
times is a precious resource.

A second consideration is life expectancy and availability: is the package
going to be available in the future? Given the time needed to master a statistical
package, it pays to pick one that will stay around. Also, if your lab chooses a
package from a company that goes out of business or gets bought out, the
lab may accrue a serious backlog of data that requires analysis. Few graduate
students and post docs will make a career in the labs in which they are trained.
Hence, if you fit that status, will you be able to obtain and have support for the
package when you move to a different institution?

A third major consideration is capability. Make certain the package has
mixed model analysis and curve-fitting procedures. You may not need them
now, but if you do in the future, it is much better to implement them in a
package that you know rather than learn a new system.

The graphics capability of a package should be of secondary consideration.
The types of figures and graphs in neuroscience are determined more by sub-
specialty than by the field as a whole. Hence, specialized graphics packages
are more likely to meet your needs that the graphics from general statistical
packages. Many professional biostatisticians use one package to analyze their
data and another to produce charts and figures.

Surprisingly ease of use should be secondary to the availability of support and
capability. Most packages designed for easy use suffer from inflexibility—they
will not allow you to do something that you will eventually want to do. In
this case, you will be forced into learning a new, but more difficult system.
Generally, it saves time by investing time up front learning a somewhat more
difficult—but also more capable—package.

The major packages with which I have familiarity are the Statistical Analysis
System (SAS), Stata, the Statistical Package for the Social Sciences (SPSS), and
R . All of them have much more capability than any neuroscientist will ever need.
Do not plan to master the whole system; it is only necessary to learn the parts
of it that apply to the demands of your field. Each package has its advantages
and disadvantages. SAS, Stata, and SPSS are commercial and, if purchased
individually, can be expensive. Check your institution for site licenses. These
usually bring the cost into a reasonable range. Again, consider support over
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price. If your institution has a throng of SASaholics and few SPSSites, it may
well be worth paying more for SAS than for SPSS.

Most site licenses are yearly, so over the course of that time, good support
can save days of time. Also many institutions have workstations that you can
access and allow you to run SAS, Stata, or SPSS for free. The downside is that
many of these machines use the Linux or Unix operating systems, so you may
have to spend some time learning their basic commands.

All three packages provide point-and-click environments, although the extent
of their capabilities varies. R may be a good choice for grad students because
it is free and there are plenty of free web resources on how to use it. There is
even a rudimentary point-and-click package (Rcommander) that is very helpful
in learning the language.

One problem with all of these packages, especially R, is that they were
written by computer programmers. (As if who else is going to write them?)
These folks work excruciatingly long hours but are very lazy—they will never
create a command using three letters when two will do. The result can be some
very esoteric and cryptic code. For example, to obtain descriptive statistics in
R you use the command—you guessed it—tapply.

No matter which package you choose, there are useful commercially available
books on how to learn them. It is usually better to use this source as a learning
mechanism that the documentation that comes with the package, especially
SAS. Also, R, SAS, Stata, and SPSS are major packages for statistics courses.
Hence, there are many free web resources on how to learn them and perform
the statistical analysis used in this book.
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