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Preface

“The incidence of papers in cell and molecular biology that have basic statistical
mistakes is alarming.” So does David L. Vaux (2012) in a commentary in Nature
lament the common observation among biostatisticians that some disciplines
probably waste considerable time and resources because of a lack of statistical
acumen. Several years ago, I noted a similar trend in some–but certainly not
all–areas of neuroscience. Vaux’s remedy?

“When William Strunk Jr, a professor of English, was faced with a flood of
errors in spelling, grammar and English usage, he wrote a short, practical guide
that became The Elements of Style (also known as Strunk & White, 1999).
Perhaps experimental biologists need a similar booklet on statistics.“

This book aims to implement Vaux’s suggestion for neuroscience. It is not a
“booklet,” and I suffer no delusions of grandeur that it will become an analogue
of Strunk & White. It is meant as a desk reference to be paged through (or elec-
tronically searched) when a question arises about understanding or employing
a statistical technique. The content is that of classical statistics but tailored to
deal with problems in neuroscience, especially behavioral neuroscience.

For practical reasons, some highly specialized areas of neuroscience could
not be covered. These are the highly technical disciplines that require quantita-
tive knowledge far beyond an introductory course in graduate statistics. They
include brain imaging, genetic analysis of DNA/RNA arrays and genome-wide
association studies, and some topics in electrophysiology.

The examples in the text are deliberately lacking in detail. You will read of
“units” instead of �g/dL or molar concentrations, a “neurotransmitter” instead
of glutamate, and “brain areas” instead of substantia nigra, dentate gyrus and
ventral tegmental area. The reason is totally practical. This book evolved
from a course on this topic that inevitably included a smattering of graduate
students and post docs in areas other than neuroscience. I found that the
vagueness in class examples and homework helped their understanding and also
avoided spending class time explaining basic principles of neuroscience instead
of quantitative methods.
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Chapter 1

Introduction

Why study statistics in neuroscience? There is one and only one reason—lab
efficiency.

1.1 Neuroscience Does Not Need Statistics
Huh? Yes, you read that correctly. There really is no ontological need for
statistics in neuroscience or, for that matter, in many other sciences. Figure
1.1.1 is an adaptation from Campbell and Stanley [1963] that plots the frequency
of telephone calls to directory assistance before and after a charge was instituted
by a telephone company for the call. Can you guess the exact time when the
charge was first levied? Did the charge influence the number of calls?

The answer to both questions is perfectly obvious. The charge was instituted
shortly after the 600th time period (627, to be exact), and the number of calls
dropped almost to the level when the number of calls was first recorded. The
figure also illustrates that the cost initially inhibited folks from calling directory
assistance but afterwards the rate of increase in calls was pretty much the same
as the rate of increase in the period before the charge.

There are statistical methods used by econometricians that could analyze
these data, but applying them (interrupted time series) is not easy for most
people and the process is overkill, akin to duck hunting with a canon. There is
no need to perform any statistics to test whether these observations are “due to
chance.” Were an obstreperous reviewer to demand such statistics, one would
naturally calculate them in order to get the paper published or the grant funded.
But one is reminded of Ralph Waldo Emerson’s observation that “A foolish
consistency is the hobgoblin of small minds.”

If a neuroscientist were interested in whether a treatment alters a response,
then several methods are available to assess the hypothesis without using statis-
tics. If the response could be measured over many time points, then a plot like
the one in Figure 1.1.1 could be constructed for every animal tested. The skep-
tic might (quite rightly) respond that this approach would work if the effect of
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2 CHAPTER 1. INTRODUCTION

Figure 1.1.1: Number of calls to directory assistance before and after implemen-
tation of a fee.

the treatment were very large. What would one do if the treatment effect was
small? One could still answer the question without statistics by testing a very
large number of animals and plotting the mean response at each time point.
The larger the number of animals, the more the plots of the group means over
time will resemble smooth curves and the greater the ability to visually see the
effect of the response. How many animals might it take? That depends upon
the magnitude of the effect and the variability of the response from one animal
to another. For the moderate effect sizes in behavioral neuroscience, it may take
several hundreds to several thousands of animals.

Naturally, no sensible neuroscientist would take this approach. Why? No
matter how you phrase the answer, it always reduces to lab efficiency. Com-
ments such as “take too much time,” “not worth all the trouble,” and “would be
prohibitively expensive” all say in some way that it would stretch lab resources
to take such an approach to science. Instead, the customary approach is to
make a reasonable guess about the effect size of the hypothetical response and
use statistics to arrive at a reasonable sample size that will give a good likeli-
hood of observing a real effect. Thus, the use of statistics reduces the number
of animals tested at the cost of slightly increased uncertainty in the results (all
that “reasonable” and “good likelihood” stuff in the previous sentence). The
more certainty, the more animals are needed. Statistics provide an objective

2



1.2. A LITTLE STATISTICS GO A LONG WAY 3

compromise between absolute certainty and the cost and time needed to arrive
at reasonable inferences.

At the same time, when one views results that do not need statistics, then
the lab that produced them either had a great idea or was very inefficient in
testing its hypothesis. In some research, sample sizes are constrained—e.g., you
have already performed a study, but want to perform a new assay on tissue
saved from the study. Here, a “visually obvious” result is serendipitous. If you
deliberately plan for a “visually obvious” result analogous to the one in Figure
1.1.1, then you have wasted considerable time.

1.2 A Little Statistics Go a Long Way
Panels A and B of Figure 1.2.1 present the same data from a dose-response
study. Do you notice anything awkward about panel B? If you were to submit a
paper or a grant proposal with panel B, what response would you expect from
the reviewers?
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Group
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ns

e

0
1
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4
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6 (A)

10 mg 0 mg 15 mg 5 mg
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Figure 1.2.1: Mean response for four doses of a drug.

Panel B is not “wrong.” After all, it contains the same data as in panel A. It
is just that panel A presents the data in such a way as to make it easier to assess
the dose-response relationship. Although panel B is not wrong, it is stupid.

Without consciously being aware of it, many scientists treat their data in a
“panel B” fashion. Again, there is nothing “wrong” with this. It is just that it
is awkward, leads to lab inefficiency, and sometimes obscures science. Let us
spend a few minutes explaining why this is so. The study for Figure 1.2.1 uses
four groups, but they are not groups in the sense of dividing people into, for
instance, religious groups such as Jewish, Christian, Muslim, Hindu, etc. The
order of religious groups is arbitrary as is the order of male or female. Religious
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4 CHAPTER 1. INTRODUCTION

affiliation and sex are strictly categorical variables. The groups in Figure 1.2.1
have an underlying metric associated with them.

When faced with “groups,” many researchers automatically think of a statis-
tical procedure called the analysis of variance or ANOVA. But using ANOVA
with these data is treating them as if they has the same properties as religion or
sex. In short, ANOVA is a “panel B” approach to the statistical analysis. The
ANOVA is not wrong. It will inform us whether there are indeed differences
somewhere among the groups and using statistical gymnastics such as multiple
comparisons, one may even gain some insight into where those differences occur.

The “panel A” approach would capitalize on the quantitative information
that orders the group. Here, the subjects would be given actual numerical val-
ues for the amount of drug administered and the data would be analyzed by
regression, a close cousin to ANOVA. The regression is more powerful than the
ANOVA. That is, it is more likely to detect real differences among the groups
than the ANOVA. Hence, planning a study using a regression will sometimes re-
sult in the use of fewer animals. Also, the regression might be more informative.
Visual inspection of panel A suggests that the response asymptotes between 10
and 25 mgs. Is this real or, by dumb luck, did the 15 mg group score lower than
its population value? The regression can answer this better than the ANOVA.

How much extra time would it take to perform the regression, even the more
complicated one that asked whether the response does in fact asymptote? Per-
haps a few seconds. In today’s world of point-and-click statistics, both ANOVA
and regression are contained in a single technique called the General Linear
Model or GLM. Hence, the only difference is in clicking on a few different boxes
in the GLM. So ask yourself, “Is it worth a second or two?”

1.3 . . . but Seldom All the Way
Some people have a mystical view of statistics. For most of these folks, the
mysticism takes the form of suspicion. Others, however, have the mistaken
impression that statistics will magically pull a rabbit from a hat and reveal
vast undiscovered relationships in their data. These people spend days and
days performing ever more sophisticated analyses on a single problem. While
extensive data analysis is justified for large epidemiological data sets and for
some genomic and imaging studies, it is not appropriate for the small data sets
in most experimental neuroscience.

If you perform a reasonable analysis that gives negligible evidence of a find-
ing, then more sophisticated analyses are unlikely to reveal a significant result.
Similarly, if the reasonable, initial analysis suggests a highly significant finding,
then other approaches are unlikely to change that fact. The key proviso here is
“as long as the initial analysis is reasonable.”

The astute reader might inquire here about what is “reasonable” and what
is “unreasonable.” This is a good, legitimate question and the answer is, “it
depends.” In case you have not realized it by now, there is a certain art to
statistical analysis that develops over years of experience. Part of that art is

4
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knowing when to stop performing analyses when the results do not meet your
expectations. Another part of the art is the realization that viewing statistics
as a “right way versus wrong way” art is inferior to approaching it as a “more
informative, less informative” field. While there are certainly right and wrong
issues in statistics, you develop the art by asking, “how much information can I
get from using this approach and how much can I get from using that approach?”
But before we further develop this art, we must overview the science of statistics.

1.4 The Steps in Statistical Analysis
Neuroscience should have originated in Missouri, the “Show Me” state. To a
“show me” neuroscientist, the following discourse may seen philosophical and
even vacuous. Wrong. It is science in its strict sense, but it is science that
unlocks a big black box to the neuroscientist. If you believe in showing bar
charts with error bars, then you must believe in all of the following sections.
In today’s “point-and-click” world, assumptions underlying the simple act of
constructing error bars are buried in that black box. The following merely
opens that box.

1.4.1 Establish the mathematical model
All, and that means all, without any exception, even the slightest exception–
statistics begin with a mathematical model. Often–especially when people use
cookbook approaches–they do not realize that they are using a mathematical
model, but even the simplest statistical procedure is based on a mathematical
model. Consider an experiment with a control and a treatment group. The
team plots the means of the two groups along with the error bars and visu-
ally inspects the results. The mathematical model here is that the scores are
normally distributed within groups, or if they are not, then the sample size is
sufficiently large that the central limit theorem comes into play and results in
a normal sampling distribution of the means. That is a mouthful and you may
not understand it, but this is what happens when someone opens that black
box.

Some models are simple, others complex. Nevertheless, you should always
realize that you have a mathematical model, even though you might not know
all of its intricacies. This will be especially helpful when we come to the latter
sections of this book.

Surprisingly, the mathematical model does not start at the beginning of
data analysis. It first comes into play when the study is being designed. The
mathematical model is nothing more than a translation of the logic of the design
into algebra. Examine the two group treatment design testing the effect of a
drug. Experimental procedures are deliberately arranged (with factors such as
saline injections, sham surgery, etc.) so that the two groups are identical in
every way except for the drug. Hence, in the absence of the drug, the two
groups should have the same mean, let’s say µ. We expect that the drug will
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6 CHAPTER 1. INTRODUCTION

have some effect (denote that effect as α) so that the mean of the experimental
group is µ + α. This is the mathematical model, and the statistical part uses
the mathematics of probability theory to make statements about the probability
that than an observed α is really close to 0.

The mathematical model will have certain unknowns in it–e.g., the µ and
the α in the present case. These unknowns are called parameters.

1.4.2 Fit the model to data
The next step in statistical analysis calculates numerical estimates of the param-
eters from the data. In statistical parlance this is called estimation.or fitting the
model. No rocket science here. Anyone with a course in high school algebra and
a little calculus–actually, anyone who remembers their high school algebra and
calculus–can derive all the estimation procedures in this book. (I conveniently
ignore the possibility that it may take several years to do so.) In practice, we
let the computer do all the estimation for us, so it is a topic that is not heavily
covered in this text.

Let’s see how good you are at estimation. Suppose the control and exper-
imental means for the drug study are respectively 118.6 and 114.9, giving the
equations

118.6 = µ

114.9 = µ+ α

Can you figure out µ and α?

1.4.3 Make inferences about the parameters
Ok, so after a few hours with a calculator and computer, I found that α = −3.7.
Does this really mean that the drug reduces the response? The answer depends
on how spread out the scores are. If the responses range from 0 to 220, then a
difference of 3.7 appears small. On the other hand, if the scores went from 112 to
120, then a difference of 3.7 seems pretty big. In this case, statistical inference
would plug the parameter estimates and information about the variability of
the scores into formulas developed from probability theory and arrive at some
statements about the probability of observing an α of -3.7, If there is a high
probability that -3.7 is just a chance deviation from 0, then we would conclude
that there is little evidence for a drug effect. On the other hand, if the probability
is very low that -3.7 is a chance deviation from 0, then we would infer that the
drug does in fact reduce the response.

Again, there is no need for us to work through the mathematics behind
inference. The computer does that for us and spits out information about the
probabilities. The logic behind this is outlined in Chapters X.X and X.X, but
it is really unnecessary to master that subject. All you must really know is how
to interpret a p value.

6
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1.4.4 Compare mathematical models
In many experimental studies, the first three steps of statistics are sufficient.
In other cases (and especially in observational studies) a fourth step compares
different mathematical models to assess which one best explains the data. Recall
panel A of Figure 1.2.1 and ask about the form of the dose-response relationship.
Let’s start by testing whether the dose-response is linear. To do this, start
with the equation for a straight line which is (again, that high school algebra),
Y = m + bX, where m is the intercept and b is the slope of the line. We
biostatisticans find such notation intolerable because it does not have enough
Greek stuff in it, so we rewrite it as

Ŷ = α+ βX (1.4.1)

Here, Ŷ is the predicted response (a hat or ^ usually denotes a predicted
value or an estimated value), α is the intercept, β is the slope, and X would be
the numeric value of the dose. We click on the boxes in a statistical package for
regression, estimate α and β, and evaluate inferences about β being close to 0.
Suppose that we find a low probability that β is close to 0. We would conclude
that a straight line fits the dose-response data better than chance.

But visual inspection of the figure suggests little difference between the
means of the 15 and 20 mg groups. Does the response plateau? One of the
ways to answer this is to fit a mathematical model of a curve with a bend in
it. Again, returning to high school, we recall that a quadratic equation (the
formula for a parabola) fits this bill. Hence, we can write a second model as

Ŷ = α+ βX + γX2 (1.4.2)

Because Equation 1.4.2 has more information on the right hand side than
Equation 1.4.1, it will always predict the data better than 1.4.1. In a model com-
parison, statistics uses the observed estimates of the parameters, information
about the variability of the data, and probability theory to arrive at probabili-
ties that the increased prediction is just due to chance. If the likelihood of this
is very high, then we abandon Equation 1.4.2 and settle on the linear model in
1.4.1. If the likelihood is very small that the increased prediction is just due
to chance, then we would reject the linear model and favor the quadratic in
Equation 1.4.2.

The concept that statistics involves the comparison of models is very useful,
especially at higher levels of statistics. Judd et al. [2008], in fact, have written
a book on statistics that expresses all basic and some advanced techniques as a
comparison between different models.

1.5 Steps in Practical Data Analysis
The outline of this book corresponds roughly to the procedure for performing
data analysis. This text does not deal with issues of experimental design and
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8 CHAPTER 1. INTRODUCTION

data acquisition. It is assumed that the study has the proper design and the
data have been recoded accurately.

1.5.1 Create a Master Data Set

Here, Chapter 2 provides hints at constructing the data set while Chapter 3
gives information about the types of variables in the data set and their mea-
surement properties. The two major guidelines are: (1) create a master data
set that includes all variables in the study; and (2) if at all possible, enter each
independent observation in a different row. Creating a master data set is like
carrying an umbrella in your backpack when you live in Seattle. It is not a
necessary thing, but it takes little effort and saves aggravation in the long run.

We have all experienced the frustration of trying to find different files on a
computer (or—aghast—on different computers) in order to merge them. Save
yourself some angst and put every variable into a master data set. Recording
independent observations into separate rows is a necessity for all the techniques
used in this text save one (mixed models). Also, recording the data in this
manner goes a long way toward avoiding gross statistical errors and helps in
analyzing the data in the most informative way.

1.5.2 Inspect the Variables

Here use the descriptive statistics in Chapter 4 and the graphical techniques in
Chapter 6 for three purposes: (1) detecting outliers; (2) examining the distri-
bution of the variables; (3) evaluating missing data. Outliers create havoc with
data analysis, especially in small samples. They can create “significant” find-
ings that are not there or obscure significant findings that are there. To detect
outliers, examine the minimum and maximum value for the variables from the
output and/or example dot plots, box plots, or histograms for the data.

Visually inspect histograms, box plots, and/or dot plots with an eye to
detecting non-normality in the data. If a variable is not normal, then consider
one of the transformations outlined in Chapter 3.

Depending on the execution of the study design and the acquisition of data,
you may have missing values in the data set. The traditional statistics in this
book (i.e., everything except for mixed models), eliminates every observation
with a missing value. For simple designs (e.g., two groups and one variable),
this approach is fine. But if you have multiple measures (over time, over brain
areas, over genes, etc.) then a few failed assays could reduce your sample size of
15 to, say, 9. Here, the application of traditional statistics would make it hard
to detect effects that are truly present.

If you have several different dependent variables (i.e., those variables that
you want to predict) then always calculate and inspect the correlation among
them. When there are high correlations, then you must use different procedures
than when the correlations are uniformly low.

8
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1.5.3 Analyze the Data
The point-and-click interface for most statistical packages always groups the
procedures into categories that usually include the following types:

1. Descriptive Statistics: These calculate the basic summary statistics for
quantitative variables (number of observations with non missing values,
minimum and maximum values, mean, and standard deviation), the fre-
quency distribution for categorical variables, and correlation coefficients.

2. Contingency Tables: These provide and analyze the frequency of one cate-
gorical variable as a function of another categorical variable. For example,
they produce a table of variable Treatment (with values of Control Group
and Treatment Group) with variable Seizure (with values of Yes and No).

3. Tests of Means: These procedures provide the tests covered in elementary
hypothesis testing in Chapter X.X. Some packages also include the analysis
of variance (ANOVA) under this heading.

4. General Linear Models: These procedures include regression, analysis
of variance (ANOVA), analysis of covariance (ANCOVA), traditional re-
peated measures, and mixed models.

5. Nonlinear Models: Logistic regression, probit regression, ordinal regres-
sion, and many others.

This grouping is not universal. For example, some packages include ANOVA
under Tests of Means while others have a separate tab for it. Click on the
menu items to see how the procedures are organized in the package that you
use. Always use this “point-and-click-and-hunt” approach to find a procedure.
Ultimately, it is much quicker than staring at a menu trying to remember where
the ANOVA procedure is.

1.6 Statistical Packages
Which statistical package should I use? That is a difficult question to answer
because there are many factors that go into such a decision. One of the foremost
is support: how easy is it to find someone who knows the package? Here, if your
lab has an established package and there are knowledgeable people around,
then by all means use that. No matter which package you choose, it will take a
significant investment of time to gain the expertise required to implement the
techniques used in this book. A person who can help you through the tough
times is a precious resource.

A second consideration is life expectancy and availability: is the package
going to be available in the future? Given the time needed to master a statistical
package, it pays to pick one that will stay around. Also, if your lab chooses a
package from a company that goes out of business or gets bought out, the
lab may accrue a serious backlog of data that requires analysis. Few graduate

9



10 CHAPTER 1. INTRODUCTION

students and post docs will make a career in the labs in which they are trained.
Hence, if you fit that status, will you be able to obtain and have support for the
package when you move to a different institution?

A third major consideration is capability. Make certain the package has
mixed model analysis and curve-fitting procedures. You may not need them
now, but if you do in the future, it is much better to implement them in a
package that you know rather than learn a new system.

The graphics capability of a package should be of secondary consideration.
The types of figures and graphs in neuroscience are determined more by sub-
specialty than by the field as a whole. Hence, specialized graphics packages
are more likely to meet your needs that the graphics from general statistical
packages. Many professional biostatisticians use one package to analyze their
data and another to produce charts and figures.

Surprisingly ease of use should be secondary to the availability of support and
capability. Most packages designed for easy use suffer from inflexibility—they
will not allow you to do something that you will eventually want to do. In
this case, you will be forced into learning a new, but more difficult system.
Generally, it saves time by investing time up front learning a somewhat more
difficult—but also more capable—package.

The major packages with which I have familiarity are the Statistical Analysis
System (SAS), Stata, the Statistical Package for the Social Sciences (SPSS), and
R . All of them have much more capability than any neuroscientist will ever need.
Do not plan to master the whole system; it is only necessary to learn the parts
of it that apply to the demands of your field. Each package has its advantages
and disadvantages. SAS, Stata, and SPSS are commercial and, if purchased
individually, can be expensive. Check your institution for site licenses. These
usually bring the cost into a reasonable range. Again, consider support over
price. If your institution has a throng of SASaholics and few SPSSites, it may
well be worth paying more for SAS than for SPSS.

Most site licenses are yearly, so over the course of that time, good support
can save days of time. Also many institutions have workstations that you can
access and allow you to run SAS, Stata, or SPSS for free. The downside is that
many of these machines use the Linux or Unix operating systems, so you may
have to spend some time learning their basic commands.

All three packages provide point-and-click environments, although the extent
of their capabilities varies. R may be a good choice for grad students because
it is free and there are plenty of free web resources on how to use it. There is
even a rudimentary point-and-click package (Rcommander) that is very helpful
in learning the language.

One problem with all of these packages, especially R, is that they were
written by computer programmers. (As if who else is going to write them?)
These folks work excruciatingly long hours but are very lazy—they will never
create a command using three letters when two will do. The result can be some
very esoteric and cryptic code.

No matter which of these packages you choose, there are excellent web re-
sources as well as commercial books on how to learn them . It is often better
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to these resources as a learning mechanism that the documentation that comes
with the package, especially SAS.
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Chapter 2

Data Sets

Statistics operate on a data set. The data set may be viewed as a two dimen-
sional matrix, very similar to a blank spreadsheet found in many contemporary
software packages such as Excel or Numbers. The rows of the data matrix
are observations. In neuroscience, observations are usually organisms (humans,
rats, mice) but occasionally they may be other phenomena such as cell cultures
or neuronal slices. The columns of the data matrix consist of attributes—sex,
parietal lobe activity in a PET (positron emission tomography) scan, number
of bar presses, various assays—measured on the observations.

Understanding the nature of a data set is a necessary prerequisite to quan-
titative analysis. In neuroscience, one often receives automated results for an
individual observation. Examples include a biological assay for a patient or
recordings from a hippocampal slice in a particular rat. The ability to take
these “numbers” and organize them into a coherent structure is the first step in
a meaningful statistical analysis.

2.1 Introducing the data set

Table 2.1: A data set with independent
rows.

Rat Time 1 Time 2 Time 3
C1J7 12.3 15.7 9.8

C23K8 20.2 19.7 13.1
...

D32A4 10.8 9.4 7.6

Mathematically, the data set is a
two-dimensional matrix of rows and
columns. The rows of the data set
are defined by independent observa-
tions and the columns are defined
by the attributes or variables mea-
sured on those observations. One of
the major difficulties encountered by
the student just learning statistics is
the recording of data in a lab book
or work sheet so that the rows of
the data are not independent obser-
vations. Usually, this takes the form of entering the same observational unit
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(i.e., the same cell culture, rat, or person) multiple times in the data set so
that a single observation has multiple rows.For example, consider a study that
measures rats at three different time points. Table 2.1 illustrates the preferred
way of entering the data. Each independent observation (or rat, in this case)
is entered as a separate row in the matrix with the scores at times 1, 2, and 3
being separate columns. It is tempting to enter data similar to that in Table 2.1
where, in addition to rat, there are two variables, time and score. The logical
problem from the statistical standpoint is that the rows in Table 2.2 are not
independent observations. The rat in row three is the same rat in rows one and
two.

The major danger of having non-independent rows in a data set is that a
researcher may erroneously analyze the data using a statistical procedure that
assumes that the rows are independent. The results of this error are unpre-
dictable. Usually, the statistics program is tricked into thinking that there are
more observations than there really are. For example, if there were 12 rats in
Table 2.1, then a correlation between time and score using the data arrangement
in Table 2.2 would base everything on the erroneous estimate that there were
36 “rats”, not 12, in the study. Typically, this will result is false positive conclu-
sions (i.e., thinking that there is a significant finding when, in fact, there is not
one). In other circumstances (e.g., testing for a mean difference between time 1
and time 2), failing to account for the possibility that variables are correlated
can result in false negative findings (i.e., failing to detect a significant finding
when, in fact, there is one). Because the vast majority of canned statistical
procedures make the assumption of independent rows, errors are most easily
avoided by ensuring that data entry conforms to the rules for Table 2.1 and not
for Table 2.2. To avoid a lot of frustration, make certain that you use unique
identification numbers or names for each independent observation.

To avoid a lot of frustration, make certain that you use unique identification
numbers or names for each independent observation.

Table 2.2: A data set with dependent
rows.

Rat Time Score
C1J7 1 23.3
C1J7 2 15,7
C1J7 3 9.8

C23K8 1 20.2
C23K8 2 19.7
C23K8 3 13.1

...
D23A4 1 10.8
D23A4 2 9.4
D23A4 3 7.6

To avoid a lot of frustration, make
certain that you use unique identifica-
tion numbers or names for each inde-
pendent observation.

Having said this, we offer a caveat.
Some automated data acquisition re-
port a column–and not a row–of data
for an observation. Moreover, some
computer procedures (mostly graph-
ical ones but also a few statistical
ones) are most easily used when data
are arranged as non-independent ob-
servations akin to Table 2.2. If it is
possible, enter the data as indepen-
dent observations and then create a
temporary data set that rearranges
the data for such procedures. This

14
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Table 2.3: An example data set on knockout mice for the enzyme protein kinase
C-γ (PKC-γ).

Mouse Geno OA Mouse Geno OA Mouse Geno OA
1 −− 15.8 16 +− 5.2 31 ++ 10.6
2 −− 16.5 17 +− 8.7 32 ++ 6.4
3 −− 37.7 18 +− 0.0 33 ++ 2.7
4 −− 28.7 19 +− 22.2 34 ++ 11.8
5 −− 5.8 20 +− 5.5 35 ++ 0.4
6 −− 13.7 21 +− 8.4 36 ++ 13.9
7 −− 19.2 22 +− 17.2 37 ++ 0.0
8 −− 2.5 23 +− 11.9 38 ++ 16.5
9 −− 14.4 24 +− 7.6 39 ++ 9.2
10 −− 25.7 25 +− 10.4 40 ++ 14.5
11 −− 26.9 26 +− 7.7 41 ++ 11.1
12 −− 21.7 27 +− 13.4 42 ++ 3.5
13 −− 15.2 28 +− 2.2 43 ++ 8.0
14 −− 26.5 29 +− 9.5 44 ++ 20.7
15 −− 20.5 30 +− 0.0 45 ++ 0.0

type of data set is called a stacked
data set and will be treated below in Section 2.1.2.1.

2.1.1 An Example Data Set
Here, we present a real data set that will be used in other sections of this text to
illustrate measurement scales, statistical terminology and descriptive statistics.
Table 2.3 gives a listing of data based on Bowers et al. [2000] that examined
the effect of the protein kinase C-γ gene on anxiety in mice. These mice in
this study all have the same genetic background but differ in genotypes for the
PKC-γ gene. Transgenic methods were used to knock out the gene and then
cross breeding was used to produce three genotypes—those completely deficient
in PKC-γ (the “–“ genotype in Table 2.3), the heterozygote with one knockout
allele and one normal allele (the “+-“ genotype), and the homozygote with two
normal alleles (the “++” genotype). The other variable in the data set is called
“openarm.” It measures the percent of total time in an elevated plus-maze spent
in the open (versus the closed) arm of the maze. A low percent of time in the
open arm is associated with high levels of anxiety.

2.1.2 Independent Observations and Stacked Data Sets
The first necessary issue in creating a data set for statistical analysis is the
identification of “independent observations.” Often this is a “no brainer.” Each
rat in a control group receives condition X while each rat in the experimental
group receives condition (X + Y). Here, each rat is an independent observation
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even though that rat may be measured on multiple occasions. The individual
rat comprises a row in the data matrix and all attributes of that rat (including
all measurements over time) form the columns of the matrix.

Table 2.4: Example of a stacked data set.

(
Rat Slice Source Time Value

A6_1 1 Ventral 1 86.29
A6_1 1 Ventral 2 87.34

...
...

...
...

...
A6_1 1 Ventral 90 61.17
A6_1 2 Dorsal 1 74.55
A6_1 2 Dorsal 2 73.81

...
...

...
...

...
A6_1 2 Dorsal 90 53.42
B7_g 1 Ventral 1 63.58
B7_g 1 Ventral 2 60.23

...
...

...
...

...
B7_g 1 Ventral 90 33.98
C21 1 Dorsal 1 91.73
C21 1 Dorsal 2 93.86

...
...

...
...

...
C21 1 Dorsal 90 78.17
C21 2 Dorsal 1 74.73
C21 2 Dorsal 2 75.19

...
...

...
...

...
C21 2 Dorsal 90 52.67

The problem in con-
structing a data set with
independent rows usu-
ally occurs when the in-
dependent observation is
measured over multiple
times and in multiple
ways so that the record-
ing device returns a col-
umn instead of a row
vector of values. Imagine
a study involving elec-
trophysiological record-
ings from brain slices for
rats in a control and
treatment group. Call
the first rat Ralph. All of
Ralph’s data should ap-
pear as a single row in
the data matrix. These
data would include basic
“demographic” informa-
tion such as Ralph’s sex,
date of birth, cage num-
ber, date of testing’s,
etc. If Ralph generated
three viable brain slices
each measured over k
time points, then there
would be three sets of
columns for Ralph. The

first set would constitute the variables “Slice1Time1” through “Slice1Timek,”
the second set, variables “Slice2Time1” through “Slice2Timek,” and the third,
“Slice3Time1” through “Slice3Timek.”

In terms of the logic of experimental design, Ralph is but a single row with
a large number of columns. In the practice of physically recording the data,
however, each slice of Ralph’s brain is analyzed separately and the results are
often returned as a column, not a row. Should an electrophysiologist spend time
cut and pasting numbers from a column vector into a row?

The answer is, “No,” provided that you realize that you have a “stacked”
data set and know how to analyze it.

16
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2.1.2.1 Stacked Data Sets

A stacked data set is one in which each independent observation has more than
one row in a data set. Table 2.2 above is a classic example. Previously, we
discouraged such recording—and we still do—but in certain specialized circum-
stances, software requires a stacked data set or the recording of data makes it
inefficient to reorder the data into rows. The key to creating a stacked data set
properly is to make certain that there are one or more variables that indicate
the independent observations. Imagine a study comparing electrophysiological
responses of brain slices from the ventral versus dorsal part of a certain nucleus
in the rat. Som(e rats generated more than one slice.

Table 2.4 illustrates a stacked data set from this design. Variable Rat gives
the independent observations, Slice gives the slice number within a rat, Source
the location of the slice, and Time and Value give the time and recording value.
These data permit a plot of mean Value (vertical axis) by Time (horizontal
axis) for Source (separate lines). Note that this plot could be generated with
the columns for Rat and Slice.

Never, analyze these data using procedures that assume that each row is an
independent observation. All procedures in this book, except for one, make this
assumption. The only procedure in this text applicable to a stacked data set is
mixed models, covered in Section 13.7. Hence, if you want to test differences
between the ventral and dorsal parts of the nucleus, you must use mixed models.

2.2 Suggestions for Creating and Managing the
Data Set

Many imagine that information technology and science began with the Internet.
Actually, there is a very long history of information science that began with and
evolved along side the gathering and analysis of empirical data. Today, it is not
unusual for large projects to employ one or more technicians whose sole job is
to create and manage a data set. Data sets for most projects in neuroscience
use small data sets. Nevertheless, there are some guidelines learned over the
decades that, if followed, can avoid larger problems in the future. The operative
phrase is the old aphorism of “a stitch in time saves nine.”

2.2.1 Double Entry

Double-entry has been a mainstay of information science decades before the
advent of digital computers. Here, data values are entered (the entry step)
and then entered once again into a separate data set (the verification step).
The two data sets and then compared. Good statistical programs have utilities
that compare data sets and list all discrepancies. Every discrepancies should be
resolved by referring to the original recordings or values in a lab book.

17
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2.2.2 Create a Master Data Set
In ma(ny types of studies, several different types of data are collected on the
same organism. For example, in a behavioral neuroscience study of anxiety,
one might gather several phenotypic measures on an elevated plus-maze, some
venous neuroendocrine measures, and then data on protein regulation using c-
fos or other probes in brain slices. Usually, the behavioral testing is done in
one session and the assays in several other sessions, and separate data sets are
created for each session. There is nothing wrong with this approach. What
should be done, however, is merge such data into a master data set containing
all the data on a given, say, rat.

Human nature is the major reason for master data sets. In our eagerness
to analyze the data, we become less than exemplary file clerks. As a result,
we have a file with ACTH data in one folder (usually with some cryptically
abbreviated name) and a second file with corticosterone data in another folder
(with an equally obscure name). Inevitably, during a lab meeting a year later,
someone asks whether ACTH levels correlate with cort and we spend much more
time trying to find the data than we ever would have by merging the ACTH
and the cort assays into a master data set.

In this sense, the study (or experiment) becomes the unit for the data set
and every single measurement on the organisms used in the study should be
contained in the master data set. To perform a specific statistical analysis, just
select and manipulate the relevant variables from that data set.

2.2.3 Record Fine-grained Measurements instead of Ag-
gregated Measurements

Imagine that you are studying neuroendocrine functioning in a rodent model of
obesity. In the data set, you record a variable “Group” with respective values
of “Obese” and “Control” for the two conditions in the study. There is nothing
wrong with this approach—nothing wrong, that is, until someone develops an
accepted equivalent of the human body mass index in rodents and a journal
reviewer requests that you present your data in this way. Again, you scramble
to find that lab book or computer file in which you recorded the length and
weight of the rats so that you compute the measure.

This illustrates one of the major principles of data recording—never record
computed variables without the original measurements from which the variables
were computed. In different words, record fine-grained measurements in place
of aggregate measurements. In the example, if one recorded length and weight
of the rodents, then it is always possible to use those data to construct a new
variable Group using if-then statements. If you record only variable Group,
then it is impossible to reconstruct variables length and weight.

According to this principle, it is always better to record specific dates and
times in the data set than variables such as age or morning versus afternoon or
light versus dark cycle. Age can always be computed from date of birth and date
of testing by subtracting the former from the latter. (Good statistical packages

18
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permit such manipulation of date-formatted variables.)

2.2.4 Data Cleaning
Despite double entry, many data sets still contain errors. If an imaging study
mistakenly records someones age as 91 instead of 19, double entry of “91” will
never reveal it as an error. Hence, one examines descriptive statistics, par-
ticularly the maximum and minimum values for a variable and also visually
examines graphical plots of the data to make certain that results are sensible.
This is called “cleaning the data.” With the small data sets of many neuroscience
studies, this takes little effort. For large scale observational studies, the enter-
prise can take months. We deal with this issue later under descriptive statistics
(Chapter 4) and graphics (Chapter 6).

2.2.5 Missing Values
Data sets often have missing values for some variables on some observations. If
you data set has one or more observations with all missing values, then delete
the entire observation(s). Similarly, delete columns that have all missing values
(unless, of course, that those data points are to be acquired at a later date.)
Empty rows and columns can sometimes come about when data is entered us-
ing one software package and imported into another or through cut-and-paste
operations that accidentally select empty rows or columns.

The safest course for missing values is to leave well enough alone in the
master data set. When it comes time for an analysis, copy the master data set
and then, if suitable, change missing values to the overall mean and run the
analysis. Some statistical procedures are more sensitive to missing values than
others. Hence, the issue of what to do with them must be made on a case by
case basis. If you recode all of your missing values in the master data set, then
you loose all flexibility and your data analyses may be suspect.

2.2.6 Write Protection and Backup
Always make certain that data are always backed up well before the master
data set is constructed. It is also good practice to write-protect the master data
set after all the data have been entered and cleaned. If you catch an error,
then change the protection, correct the error, and then reinstitute the write
protection. This is especially important in large labs where different people
may access the data. Someone just learning data management and statistics
can very easily overwrite or delete important variables. The proper procedure
is for a person to make a copy of the data set and then operate on this copy.
That way, they can mess it up to their heart’s content.
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Chapter 3

Measurement &

Transformations

3.1 Measurement Scales: Traditional Classifica-
tion

Statisticians call an attribute on which observations differ a variable. The type
of unit on which a variable is measured is called a scale. Following a seminal
paper by Stevens [1946], statisticians talk of four types of measurement scales:
(1) nominal, (2) ordinal, (3) interval, and (4) ratio.

3.1.1 Nominal Scales

The word nominal is derived from nomen, the Latin word for name. Nominal
scales merely name differences and are used most often for qualitative variables
in which observations are classified into discrete groups. The key attribute for
a nominal scale is that there is no inherent quantitative difference among the
categories. Sex, religion, and race are three classic nominal scales used in the
behavioral sciences. Taxonomic categories (rodent, primate, canine) are nominal
scales in biology. Variables on a nominal scale are often called categorical or
qualitative variables.

For the neuroscientist, the best criterion for determining whether a variable
is on a nominal scale is the “plotting” criteria. If you plot a bar chart of, say,
means for the groups and order the groups in any way possible without making
the graph “stupid,” then the variable is nominal or categorical. For example,
were the variable strains of mice, then the order of the means is not material.
Hence, “strain” is nominal or categorical. On the other hand, if the groups were
0 mgs, 10mgs, and 15 mgs of active drug, then having a bar chart with 15 mgs
first, then 0 mgs, and finally 10 mgs is stupid. Here “milligrams of drug” is not
a nominal or categorical variable.
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3.1.2 Ordinal Scales
Ordinal scales rank-order observations. Class rank and horse race results are
examples. There are two salient attributes of an ordinal scale. First, there is
an underlying quantitative measure on which the observations differ. For class
rank, this underlying quantitative attribute might be composite grade point
average, and for horse race results it would be time to the finish line. The second
attribute is that individual differences individual on the underlying quantitative
measure are either unavailable or ignored. As a result, ranking the horses in a
race as 1st, 2nd, 3rd, etc. hides the information about whether the first-place
horse won by several lengths or by a nose.

There are a few occasions in which ordinal scales may be preferred to using
a quantitative index of the underlying scale. College admission officers, for
example, favor class rank to GPA in order to overcome the problem of the
different criteria used by school districts in calculating GPA. In general, however,
measurement of the underlying quantitative dimension is preferred to rank-
ordering observations because the resulting scale has greater statistical power
than the ordinal scale.

3.1.3 Interval Scales
In ordinal scales, the interval between adjacent values is not constant. For
example, the difference in finishing time between the 1st place horse and the
2nd horse need not the same as that between the 2nd and 3rd place horses. An
interval scale has a constant interval between adjacent numbers but lacks a true
0 point. As a result, one can add and subtract values on an interval scale, but
one cannot multiply or divide units.

Temperature used in day-to-day weather reports is the classic example of
an interval scale. The assignment of the number 0 to a particular height in
a column of mercury is an arbitrary convenience apparent to everyone anyone
familiar with the difference between the Celsius and Fahrenheit scales. As a
result, one cannot say that 30o C is twice as warm as 15o C because that
statement involved implied multiplication. To convince yourself, translate these
two into Fahrenheit and ask whether 86o F is twice as warm as 50o F.

Nevertheless, temperature has constant intervals between numbers, permit-
ting one to add and subtract. The difference between 28o C and 21o C is
7Celsius units as is the difference between 53o C and 46o C. Again, convert
these to Fahrenheit and ask whether the difference between 82.4o F and 69.8o
F is the same in Fahrenheit units as the difference between 127.4o F and 114.8o
F?

3.1.4 Ratio Scales
A ratio scale has the property of equal intervals but also has a true 0 point. As
a result, one can multiply and divide as well as add and subtract using ratio
scales. Units of time (msec, hours), distance and length (cm, kilometers), weight
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3.2. MEASUREMENT SCALES: OTHER VIEWS 23

(mg, kilos), and volume (cc) are all ratio scales. Scales involving division of two
ratio scales are also themselves ratio scales. Hence, rates (miler per hour) and
adjusted volumetric measures (mg/dL) are ratio scales. Note that even though
a ratio scale has a true 0 point, it is possible that the nature of the variable
is such that a value of 0 will never be observed. Human height is measured
on a ratio scale but every human has a height greater than 0. Because of the
multiplicative property of ratio scales, it is possible to make statements that 60
mg of fluoxetine is three times as great as 20 mg.

3.2 Measurement Scales: Other Views
We presented the traditional classification of measurement scales because the
terminology is widely used in statistics. Modern statisticians, however, recognize
problems in this system and urge students to be cognizant of several other
properties of measurement scales (Mosteller and Tukey, 1977, Velleman and
Wilkinson, 1993). We review some of these properties here.

Before this review, however, we must point out a well-established principle
about measurement scales and statistics. The order of the traditional measure-
ment scales presented above—nominal, then ordinal, then interval, then ratio—
is from weakest to strongest in terms of statistical inference. If there is a choice
among measurement scales, then always select the highest (i.e., strongest) scale.
Hence, an interval scale should be preferred to a nominal scale, an interval scale
to an ordinal scale, and so on.

3.2.1 Continuous and Discrete Variables
A continuous variable has an infinite number of possible values between any
two points on the measurement scale. For example, mouse weight will have an
infinite number of possible values between 25 grams and 26 grams because one
could always add extra decimal places to the measurement.

A discrete variable on the other hand can only take on a limited number of
values. By their nature, all categorical variables are discrete, but so are many
variables measured on ratio scales. One very important type of discrete variable
measured on a ratio scale is a count such as the number of pups in a rat litter
or number of correct responses on memory task. Counts are always positive
integers.

3.2.2 Bounded Variables
All variables probably have mathematical bounds imposed by nature—the weight
of an adult human brain, for example, has a lower and upper bound even though
the exact numbers for these bounds may be unclear. The term bounded vari-
ables, on the other hand, refers to measurement scales with a mathematical
boundary. Counts, for example, have a lower bound of 0 while percents have a
lower bound of 0 as well as an upper bound of 100.
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Bounded variables may—but not have to—present problems for statistics.
For example, many statistics apply the normal curve to data. The equation for
the normal curve assumes that scores are symmetric around the mean and can
range from negative infinity to positive infinity (although as scores deviate more
and more from the mean, the probability of observing them becomes less and
less). It is impossible to have a negative amount for an assay, so technically the
normal distribution does not apply. If negative values, however, are very far
from the mean in the curve, it will make no difference in the analysis.

In contrast, many variables measured as percents may have values that clus-
ter close to 0 (or 100). In such cases, mathematical transformations of the
original variables are used and the statistical analysis is performed on the trans-
formed values (see Section 3.4).

3.2.3 Categorical versus Categorized Variables

True categorical variables place observations into groups in which there is no
implication about differences in magnitude between the groups. A dichotomous
variable has two mutually exclusive categories with no implication of a difference
in magnitude between the categories. Sex (male versus female) is dichotomous as
is virginity (either you are or you were). The term binary variable is synonymous
with dichotomous variable. The phrase polychotomous (sometimes polytomous)
refers to a categorical variable with more than two mutually exclusive classes.

Categorized variables, on the other hand, develop arbitrary—but often meaningful—
classes from a variable that is inherently quantitative. A dichotomized variable
is one that has an underlying quantitative scale in which an arbitrary cut point
is used to divide observations into two classes. Classic examples are the cut-
offs for cholesterol levels or blood pressure that are used in medicine to make
treatment decisions about hypercholesterolemia and hypertension. The term
polychotomized applies to two or more cut points that result in more than two
ordered classes—e.g., blood pressure could give hypotensive, normotensive, and
hypertensive groups. Again, the term polytomous is may also be used here.

As in most attempts at classification, there are large gray areas that are not
well captured by distinguishing categorical from categorized variables. Cancer is
clearly categorical but within cancer victims it is important to quantify the stage
of the cancer. Psychiatric disorders provide another gray area. Many regard a
diagnosis of antisocial personality disorder as a categorized variable reflecting
an underlying continuum ranging from prosocial to antisocial behavior, but the
same consensus will not be found for schizophrenia.

A further gray area is the ordered group variable. An ordered group variable
has one (or possibly more) underlying quantitative dimension(s) but lacks clear
cut points to separates the groups. Division of professorial ranks into assistant,
associate, and full professors is an example of an ordered group variable. Some
classification systems in psychopathology also use ordered groups. For exam-
ple, the “schizophrenia spectrum” may be defined as not affected, schizotypal
personality disorder, and schizophrenia.
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Irrespective of vocalulary, a distinction must always be made between
nominal variables that have no underlying measurement scale and nom-
inal variables that imply an ordering of the groups. The groups in a
nominal variable with no underlying measurement scale can be ordered
in any way without loosing meaning or appearing to be “stupid.” Exam-
ples are sex, religious affiliation and inbred strain of mouse. Groups in a
nominal variable with an implied measurement scale cannot be ordered
in any way without loosing the meaning of the groups or without appear-
ing to be “stupid.” Example include anxiety recoded as “Low,” “Moder-
ate” or “High” or dose of drug recorded as “Vehicle,” “Low”, “Medium”
and “High.”

3.2.3.1 A Group is not a Group is not a Group

One of the most persistent statistical problems in medicine and neuroscience is a
failure to distinguish categorical variables from categorized and ordered groups.
There is a tendency to view “a group” much as Gertrude Stein viewed a rose—
a group is a group is a group. Such a statement is tantamount to statistical
heresy because the optimal procedures for analyzing categorical variables are
not the same as those for categorized variables or ordered groups. We alluded
to this while outlining nominal variables (see Section 3.1.1), but the principle is
so important that we reiterate it here.

In truly categorical variables, the ordering of the groups is completely imma-
terial. For example, in a chart, the bar for males could come before or after the
one for females. Now consider a dose-response study that administers either 0
mg, 10mg, 15mg, or 20mg of an active drug to a randomly chosen rat. Imagine
the response from the editor and reviewers to a submitted journal article that
contained a figure starting with a bar from the 20 mg group, followed by one
from the 10 mg group, then the placebo, and finally the 15 mg group. Yet the
statistical procedure used to test for differences among means often treats this
ordering as just as perfectly fine and logical.

Even though there are four groups of rats, these groups are not categorical.
They differ on a quantitative dimension and hence are categorized. Both the
ordering of the groups in the hypothetical figure as well as the statistics for
testing means should reflect this fact. To follow the principle outlined at above,
a variable using the ratio scale of 0, 10, 15, and 25 should be analyzed in place
of a nominal variable that effectively treats any single ordering of the groups as
just as logical and rational as any other possible ordering of the groups.

From a purely statistical viewpoint there is one overriding principle—whenever
possible, analyze the quantitative variable in place of the categorized group vari-
able. In the case of ordered groups, then use an ordinal scale. One will usually
gain greater statistical power from the quantitative variable and quantitative
variables can undercover important nonlinear relationships that are sometimes
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impossible to detect with group variables1. We will have more to say about this
matter later, but the principle is so important this it should be memorized here.

3.2.4 Groups: Data analysis versus data presentation
While one should always analyze data using the best quantitative metric, it
is not necessary to graphically present the data that way. The purpose of
data presentation is to convey the results in as simple and straight forward a
way as possible so that a reader can easily comprehend them. Hence, even
though the statistical procedure may not analyze groups, it is legitimate (and
often recommended) to present line or bar charts of groups means and standard
errors. In some cases (see Section 12.3 for an example), it is possible to present
observed means along with the predictions of a quantitative model to assess how
well (or poorly) the model fits the data.

3.3 Psychometrics
Many areas of human neuroscience gather data using psychometric instruments—
interviews, questionnaires, and tests. Two essential properties of psychometric
instruments are their reliability and the validity.

3.3.1 Reliability
Reliability is defined as the repeatability of measurement. If one gave the same
interview, questionnaire, or test on two occasions, then how well would the
results on the first administration predict those of the second administration?
If the level of prediction is high, then the psychometric instruments is said to
be reliable. If predictability is poor, then the instrument is unreliable.

The time interval between the administrations of the measuring instruments
depends on the nature of the trait under study and on the type of reliability.
One type of reliability, termed internal consistency reliability, actually mea-
sures reliability for a single administration. Internal consistency reliability is
appropriate only for scales where each item measures the same trait2. Here, the
reliability consists of how well scores on, say, a subset of items predict scores
on other subsets of items. When all the items (e.g., the individual words) on
a single scale (e.g., a vocabulary test) are purported to measure the same trait
(e.g., vocabulary ability) then the scale should have high internal consistency
reliability.

Some traits—mood, for instance—can change in a matter of hours. Hence, a
neuroscientist interested in affect might examine the reliability of a mood mea-
sure using a time interval of an hour or two. Other traits—e.g., intelligence—
might be expected to change little over the course of a week or two. Hence, the

1 This principle applies to the analysis of data and should not be used to justify abandon-
ment of categorized variables in clinical practice.

2 Psychometricians term such scales homogeneous scales. Scales composed of items mea-
suring different traits are called heterogeneous scales.
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time interval required to assess the reliability of a measure of intelligence could
be much greater than that for mood. Often, psychometricians will administer
a different form of the test on each occasion to control for memory effects3.

It is important to distinguish reliability from trait stability, although in prac-
tice the two concepts blend into each other rather than being discrete entities.
The time interval for reliability testing depends on a theoretical implication
and/or common-sense judgment about how quickly individual differences in trait
may change for natural reasons. Stability, on the other hand, is an empirical
question about how well one can predict trait scores over a long period of time.
Reliability of measurement is a prerequisite for assessing trait stability. If the
measure has poor reliability, then any assessment of stability must be ques-
tioned. High reliability, on the other hand, does not imply high stability. A
measure of mood may be reliable, but the correlation between scores assessed
now and a year from now may be low.

3.3.2 Validity

The validity of a psychometric instrument is defined as the extent to which the
instrument measures what it purports to measure. The concept of test validity
has a bewildering array of flavors, only some of which can be detailed here.

3.3.2.1 Content Validity

Content validity is defined as the extent to which there is common-sense agree-
ment between an item on a scale and the trait that the scale claims to measure.
For example, consider the following item: “What does the meaning of the word
garrulous mean?” The item would have good content validity if the scale were a
measure of vocabulary but poor content validity if the scale measured working
numerical reasoning.

3.3.2.2 Criterion Validity

Criterion validity is the extent to which scores on the instrument predict some
preordained criterion measure usually—and sometimes, euphemistically—referred
to as the “gold standard.” Virtually all structured interviews designed to diag-
nose psychiatric disorder assess validity using this yardstick. Here, the results
using a newly developed interview are compared to those using the best avail-
able interview (or some combination of interview and clinical judgment). If
the results agree, then the new interview is said to be valid. Note that this
procedure can result in the evolution of a “gold standard.” The new interview,
for example, could replace the old one as the preferred criterion for assessing
validity.

3 The different forms of a test are referred to as parallel forms.
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3.3.2.3 Construct Validity

Construct validity (Cronbach and Meehl [1955] consists of the extent to which
the instrument correlates with those variables that, according to theory and
previous research, it should correlated with and does not correlate with other
variables that it should not predict. For example, a measure of intelligence might
be expected to predict grades in school and standardized academic achievement
tests in language and mathematics but not personality traits or interest patterns.

3.3.2.4 Relationship between Reliability and Validity

The classic view here is that reliability of measurement is a sine qua non (i.e.,
is necessary) for validity, but that reliability per se is no guarantee of validity.
For example, adult head circumference is highly reliable, but it is too weakly
correlated with IQ to act as a valid measure of that construct.

Table 3.1: Examples of the arcsine and logit transformations for percents. A
period (.) denotes that a value is undefined.

Arcsine Transformation
Percent Degrees Radians Logit Transform

0 0.000 0.000 .
5 12.921 .226 -2.944
10 18.435 .322 -2.197
20 26.565 .463 -1.386
30 33.211 .600 -0.847
40 39.232 .685 -0.405
50 45.000 .785 0
60 50.768 .886 0.405
70 56.789 .991 0.847
80 63.435 1.107 1.386
90 71.565 1.249 2.197
95 77.079 1.345 2.944
100 90.000 1.571 .

3.4 Transforming Ratio Scales
The major reasons for transforming ratio scales in neuroscience are to diminish
the effect of outliers (see Section 6.1) or to transform data to approximate a
normal distribution. Several different transformations are available for ratio
scales. Some of the transformations given below are esoteric and are presented
here only for the sake of completeness. The most frequent transformation that
you should consider will be a log transform.
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3.4.1 Logit Transform
A logit is the defined as the logarithm of the odds. If p is the probability of an
event, then (1 – p) is the probability of not observing the event, and the odds
of the event are p/(1 – p). Hence, the logit is

logit(p) = log

�
p

1− p

�
. (3.4.1)

The logit transform is most frequently used in logistic regression and for fitting
linear models to categorical data (log-linear models). Note that the logit is
undefined when p = 0 or p = 1.0. This is not a problem with either of the
two above-named techniques because the logit transformation is applied to a
predicted probability which can be shown to always be greater than 0 and less
than 1.0. Table 3.1 also gives the logit transform for a series of percents.

3.4.2 Square Root Transformation
The square root transformation is simply Y =

√
X, although many statisticians

recommend the transformation Y =
√
X + 0.5, especially when the variable

has one or more 0s. It is often used for counts and for other measures where
group means are correlated with within group variances—a major problem for
the analysis of variance (ANOVA) technique. The square root transformation
is often encountered in biology because many biological variables—especially
counts—follow a Poisson distribution within groups. Because the mean of a
Poisson variable equals the variance of the variable, group means will always be
correlated with within-group variances in this case.

3.4.3 Log Transform
A metabolic product is often the result of several different steps, each of which
may involve competitive binding. The typical mathematical process is essen-
tially multiplicative, giving rise to a lognormal distribution. The easiest way
to transform such data is to take the logarithm, giving Y = log(X). Because
variable X may legitimately be 0, the transform Y = log(X+1) is recommended
over the simple logarithm. Any base for the logarithm can be used, but base
10 is often used because of interpretability—a difference of 1 unit in a log10
transform denotes a 10-fold increase (or decrease).

3.4.4 The Power Transform
A power transform is also called a Box-Cox transform after the two statisticians
who developed it (Box and Cox [1964]). The mathematical equation for the
transform is

Y = (X+c)λ−1

λ , λ �= 0
Y = log(X + c), λ = 0

.
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Table 3.2: SAS code for producing a normalizing transformation using PROC
RANK.

PROC RANK DATA=lipids OUT=lipids2;
NORMAL=BLOM;
VAR triglycerides;
RANKS triglycerides NORMAL;

RUN;

Here, c is an arbitrary constant chosen so that all scores (i.e., X+ c) are greater
than 0. The value of λ used in this equation is the one that transforms the data
closest to normality and must be found using computer algorithms. Many sta-
tistical packages have routines that will automatically fit a Box-Cox transform
to a variable, so there is no need to spend time describing how to perform that
fit.

3.4.5 “Normalizing” Transforms
We have seen how to find the area under the normal curve between negative
infinity and a particular score. What we call “normalizing” transforms do just
the opposite—they start with areas under the normal distribution and then
find the particular score that corresponds to that area4. The first step in these
transformations is to calculate percentile scores for the variable that is to be
transformed. The percentiles are then treated as areas under a normal curve and
the appropriate score is then assigned. For example, let us take an observation
that it at the 5th percentile. The score in a standard normal distribution that
divides the bottom 5% from the top 95% of the distribution is -1.645. Hence,
that observation is assigned the value of -1.645. Despite their name, normalizing
transformations do not always guarantee a normal distribution.

Normalizing transformations are tedious to be done by hand, so computer
algorithms are recommended. In SAS the PROC RANK procedure with the
NORMAL option will produce normalizing transformations. The syntax for
producing such a normalizing transformation in given in Table 3.2

The procedure uses a data set call “lipids” and creates an output data set
“lipids2”. The variable “triglycerides” is normalized using a BLOM transforma-
tion and a new variable called “triglycerides_normal” is created.

4 There is no conventional term for these types of transforms. We call them normalizing
because they are based on the mathematics behind the normal curve.
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Chapter 4

Descriptive Statistics &

Terminology

Much of the effort devoted to learning any science is the acquisition of and
familiarization with a novel vocabulary. Statistics is no different. Learning the
terminology can be challenging because the definition of one term often assumes
some working knowledge of other terms, not all of which can be defined at the
same time. For example, to explain a box plot, one must already know the
meaning of a mean, median, a quartile, and an outlier.

In this chapter, we introduce some of the key terms in statistics, and in the
process overview what is termed descriptive statistics. In some cases, only the
definitions are given, leaving a more complete explanation of the phenomena
to a later section of the text. This approach can create some confusion for the
student, but we feel that it is best to obtain at least a partial appreciation for
the language before moving on to more substantive topics.

After developing some mathematical tools, we reconsider the data set by
discussing the concept of a distribution. We then define parametric and non-
parametric statistics and give a brief introduction to the two major phases of sta-
tistical processes—estimation and inference. We end by providing an overview
of descriptive statistics, followed by a section on miscellaneous terminology.

4.1 Statistical and Mathematical Tools

With the two exceptions notes below, all the mathematics needed to understand
most of this text may be found in a high school or lower division college algebra
course. A rudimentary knowledge of calculus is helpful to understand fully some
of the advanced—but optional—sections. The two exceptions to this rule are
the summation operator and the product operator.
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4.1.1 The Summation Operator
The summation operation is designated by a symbol resembling the Greek upper
case letter sigma (Σ). The generic form of the summation operator is

stop value�

algebraic index= start value

and the operator means take the sum of the results of the algebraic expression
that follows it. For example,

.
4�

i=1

Xi = X1 +X2 +X3 +X4

and

5�

i=3

�
Xi −X

�
=

�
X3 −X

�
+

�
X4 −X

�
+

�
X5 −X

�

Be careful of mathematical operators in summation notation. Operators
placed before the summation sign denote that the summation occurs first and
then the mathematical operation is performed. For example,

log
3�

i=1

Yi = log (Y1 + Y2 + Y3)

.

Operators placed after a summation sign are part of the algebraic expression
that gets added. Hence, these operations must be performed first and then the
results added. For example,

3�

i=1

log (Yi) = log(Y1) + log(Y2) + log(Y3)

.

In statistics, the most frequent use of the summation operator is to denote
a summation that occurs over the observations in the data set (or over one or
more groups within the data set). Here, the notation n or N (for Number of
observations) is used as the “end value” of summation. For example,

N�

i=1

implies that one would take the sum all the individual values of variable Y in
the data set. The algebraic indices most often used for the summation operator
are the lower case Roman letters i, j, k, and l. In some statistical texts, the

32



4.1. STATISTICAL AND MATHEMATICAL TOOLS 33

algebraic index, its starting value and its ending value are omitted when the
summation is over all observations. For example,

�
Y implies

N�

i=1

Yi

4.1.2 The Product Operator
The product operator behaves similarly to the summation operator except that
the mathematical operation is multiplication instead of addition. The product
operator is similar to the Greek upper case letter pi (P). Examples of product
notation are

3�

i=1

Xi = X1 ·X2 ·X3

and

4�

i=2

(pi − k) = (p1 − k)(p2 − k)(p3 − k)

The product operator is most often used in probability theory and problems
involving probability.

4.1.3 The Distribution of Scores
Statistical terminology talks of a distribution of scores. There are two types of
distributions. The first is the empirical distribution that gives a figure and/or
summary statistics for the observed data at hand. The second is a theoretical
distribution or a mathematical model of the way in which the data are assumed
to be distributed in an ideal population. A classic example of a theoretical dis-
tribution is the normal curve. We will have much more to say about theoretical
distributions later (see Section 5.1)—we just want to introduce the terminology
here.

The easiest way to examine an empirical distribution is through graphical
methods. Figure 4.1.1 illustrates a histogram of the variable openarm in the
PKC-γ data described earlier in Section 2.1.1. In a histogram, one groups
the data into intervals of equal size. In Figure 4.1.1 there are eight intervals,
the midpoint of each being presented in the labels of the horizontal axis. For
example, the first interval consists of scores between 0 and 4.999...1 (with a
midpoint of 2.5), the second from 5 to 9.999... with a midpoint of 7, and so
on. The vertical axis gives the number of observations with scores that fall
into the interval. For example, in the PKC-γ data, 9 observations fell into the
first interval, 10 into the second, and none into the seventh. Histograms will be
discussed later in Section 6.1.1.

1 Strictly speaking, a number just less than 5.0.
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Figure 4.1.1: Example of an empirical distribution.
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4.1.3.1 Attributes of Distributions

Statisticians speak of several major attributes of distributions. The first of
these is location, or the score(s) around which the distribution is centered. The
second is spread or the variability or diversity of scores around the location. The
third is symmetry or the extent to which the right-hand side of a distribution
is a mirror image of the left-hand side. The fourth is peakedness or the extent
to which a distribution, given its spread, is flat versus peaked. We discuss
these later under descriptive statistics (Section 4.3 ) but in order to understand
descriptive stats, it is first necessary to digress into an explanation of parametric
and nonparametric statistics.

4.2 Parametric and Nonparametric Statistics:

4.2.1 Populations, Parameters, Samples, and Statistics
Later, we provide in-depth treatment of the concept of parametric statistics and
probability theory. In this section, we merely provide definitions that will be
useful in the interim. The branch of statistics known as parametric statistics
deals with mathematical equations that apply to a population. The population
may be humans, schizophrenics, rats, an inbred strain of mice, aged nematodes,
brain slices, or cell cultures. The equations may include those assumed to
represent a distribution of scores (e.g., a normal curve) or those used to predict
one or more variables from knowledge of other variables (e.g., regression, dealt
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with in Chapter 10).
A parameter is defined as an unknown in a mathematical equation that

applies to a population. For example, the mathematical equation for a normal
curve contains two unknowns—the mean of the curve and the standard deviation
of the curve. It is customary to use Greek letters to denote parameters. The
most frequently encountered parameters and their customary symbols are the
mean (µ), the standard deviation (σ), along with its cousin, the variance (σ2),
the correlation coefficient (ρ), and coefficients for linear models (αs and βs).

With rare exception, it is not possible to study all members of a population.
Hence, most empirical research begins by selecting a small number of observa-
tions (e.g., mice or cell lines) from the population, then gathers data on these
observations, and finally uses mathematical inference to generalize to the popu-
lation. The small number of observations is termed a sample. Most samples are
random samples in the sense that the observations are randomly selected from
all potential observations in the population. In other cases, observations are
selected from the population because they meet some predefined criterion(a).
These may be called nonrandom or selected samples.

Within parametric statistics, a statistic is defined a mathematical estimate of
a population parameter derived from sample data. For example, one could calcu-
late the mean reaction time in a sample of schizophrenics and use that number
as an estimate of the mean reaction time for the population of schizophren-
ics. Statistics are usually denoted by Roman letters—e.g., the mean (X), the
standard deviation (s) and variance (s2), and the correlation coefficient (r or
R). A second type of notation for a statistic is to use the Greek letter for the
population parameter with a “hat” over it. For example, µ̂ denotes an estimate
of the population mean and σ̂ denotes a statistic that estimates the population
standard deviation..

Because statistics are estimates of unknown population parameters, a great
deal of parametric statistics deals with error or the discrepancy between an ob-
served statistic and the population parameter. At this point, the astute student
may ask—rightfully—how one can deal with error when the numerical value
of the population parameter is unknown. The answer is that statisticians do
not deal with error directly. Instead, they have developed a number of mathe-
matical models based on probability theory and then use these models to make
probabilistic statements about error.

As a result, parametric statistics involves a level of abstraction one step
beyond the calculation of, say, mean reaction time in 12 schizophrenics. To
understand this level of abstraction, one must realize that an observed statistic
is regarded as being sampled from a population of potential observed statistics. A
simple thought experiment can assist us in understanding these rather obscure
concepts.

Figure 4.2.1 depicts the situation in which 12 schizophrenics are randomly
sampled (i.e., randomly picked out of a “hat” of the population of schizophren-
ics). Their scores on a phenotype, say reaction time, are recorded, a mean of
the 12 scores is calculated, and the recorded mean is then placed into another
“hat,” the hat of means. Now repeat this process on a second sample of 12
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schizophrenics. Finally, continue repeating the exercise until we have something
approaching an infinite number of pieces of paper, each with its own sample
mean, in that (very, very) big hat of means. The means in the hat can be treated
as a “population of means” and the mean observed in any single reaction-time
study of 12 schizophrenics can be regarded as randomly reaching into that big
hat of means and randomly picking one piece of paper.

Figure 4.2.1: Example of the sampling distribution of a statistic (a mean based
on N = 12).
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The concept of error in parametric statistics deals with the variability of the
means in the hat. If there is low variability, then there will probably be little
discrepancy between the mean on the single piece of paper that we selected and
the overall mean of all the means in the hat (i.e., the population parameter).
If there is high variability, then there will probably be a greater discrepancy
between the selected mean and the overall mean. Later, we will learn how a
famous mathematical theorem—the central limit theorem—is used to estimate
the variability of means in the hat. For the present time, realize that the math-
ematics of probability theory can be used to provide probabilistic statements
about the discrepancy between an observed statistic and its unknown population
parameter value. Hence, in parametric statistics, the concept of “population”
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and “sample” applies not only to observations in the physical world (something
that is rather easily understood) but also to statistics (a concept that takes
some getting used to).

4.2.2 Nonparametric Statistics
Parametric statistics start with a mathematical model of a population, estimate
statistics from a sample of the population, and then make inferences based
on probability theory and the values of the observed statistics. Nonparametric
statistics, in contrast, do not begin with a mathematical model of how a variable
is distributed in the population. They do, however, use probability theory to
arrive at inferences about hypotheses.

The differences between parametric and nonparametric statistics are most
easily seen in a simple example—do men and women differ in height? The
approach used in parametric statistics would be to gather a sample of men and
a sample of women, compute the mean height of the men and the mean height
of the women, and then use probability theory to determine the likelihood of
these two means being randomly sampled from a single hat of means versus two
different hats of means—one for men and the other for women.

One nonparametric solution to this problem would involve the following.
Line up all the subjects—men and women together—according to height, from
smallest to largest. Now walk down this line until one reaches the point that
separates the smallest 50% from the tallest 50%. Finally, count the number of
men in the bottom 50% and the number of men in the top 50%. Do the same
for the ladies. If there are no differences in height, then there should be just as
many men in the “short group” as there are in the “tall group” and the number
of women in the two groups should also be equal. Probability theory can then
be used to test whether the observed numbers differ from the theoretical 50-50
split implied by this hypothesis.

There has been considerable debate over the relative merits of parametric
versus nonparametric statistics. The consensus answer is that is depends upon
the problem at hand. For most of the problems treated in this book, however,
statisticians favor the parametric approach because it is more powerful. That is,
they are more likely than nonparametric statistics to reject a hypothesis when
in fact that hypothesis is false.

4.3 Descriptive Statistics
It is useful to divide statistics into type major categories—descriptive statics
and inferential statistics. Descriptive statistics are numbers that “describe” the
distribution of scores for a variable. Hence, descriptive statistics apply to empir-
ical distributions. Given that distributions have the four attributes of location,
spread, symmetry, and peakedness, there is a statistic (or a set of statistics) that
describes each of these attributes. There are also two statistics—the covariance
and the correlation—that describe the relationship between a pair of variables.
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Inferential statistics are used to test hypotheses about one or more descrip-
tive statistics. For example, the observed mean (a descriptive statistic) for a
control group may be 104.7 while the observed mean for a treatment group may
be 93.8. An inferential statistic would be used to assess the likelihood that these
two means were sampled from a single “hat” of means versus two different “hats”
of means. Inferential statistics are discussed in a later in Chapter 7.

4.3.1 Measures of Location
Measures of location, also called measures of central tendency, answer the follow-
ing question: around which number are the scores located? The three traditional
measures of location are the mode, the median, and the mean.

4.3.1.1 The Mode

The mode is the most frequent score in the set. In the PKC-γ data (see Section
2.1.1), the most frequent score for variable openarm is 0. This illustrates one
problem with the mode—even though it is the most frequent value, it need not
be a number around which the rest of the scores are clustered. The only time
the mode is used in statistics is to verbally describe a distribution of scores. A
distribution with a single peak is called unimodal and one with two peaks is
termed bimodal. Sometimes the terms major mode and minor mode are used to
refer to, respectively, the larger and smaller peak in a bimodal distribution.

4.3.1.2 The Median

The median is defined as the “middle score.” It is the observed score (or an
extrapolation of observed scores) that splits the distribution in half so that 50%
of the remaining scores are less than the median and 50% of the remaining scores
exceed the median. The simplest way to compute the median is to sort the data
from smallest to largest value. If there are N observations and N is odd, then
the median is the score of observation (N + 1)/2. For example, if there are 13
observations, then the median is the score of the 7th sorted observation.

If N is even, then the median is the usually defined as the average score
of the two middle observations. For example, if N = 14, then the median is
the average of the 7th and 8th ordered scores. More elaborate formulas may
sometimes be used when there are several tied scores around the median (see
Zar, 1999).

Because data set PKC-γ has 45 observations, the median will be the score
associated with the 23rd ordered observation—11.1 in this case.

4.3.1.3 The Mean

There are three types of means: (1) the arithmetic mean; (2) the geometric
mean; and (3) the harmonic mean. The arithmetic mean is simply the average—
add up all the scores and divide by the number of observations. It is usually
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denoted in algebra by placing a bar above a symbol. The mathematical equation
for the arithmetic mean is

X̄ =
1

N

N�

i=1

Xi (4.3.1)

By far, the arithmetic mean is the most frequently used mean in statistics.
The geometric mean and the harmonic mean are used in some advances

statistics. They, however, play no major role in the statistics used in this text
and, hence, will not be discussed further.

4.3.2 Measures of Spread
Measures of spread index the variability of the scores. They try to answer the
question “how far are the scores dispersed from their location?” When spread
is small, then the scores will be tightly clustered around their location. When
spread is large, then scores are widely dispersed.

4.3.2.1 The Range

The range is defined as the difference between the largest and the smallest score.
In the PKC-γ data set, the largest score is 37.7 and the smallest is 0, so the range
is 37.7 – 0 = 37.7.Although the range is sometimes reported, it is rarely used
in statistical inference because it is a function of sample size. As sample size
increases, there is a greater likelihood of observing an extreme score at either
end of the distribution. Hence, the range will increase as sample size increases.

4.3.2.2 Percentiles and Other “Tiles”

The pth percentile is that score such that p percent of the observations score
lower or equal to the score. For example the 85th percentile is the score that
separates the bottom 85% of observations from the top 15%2. Note that the
median, by definition, is the 50th percentile. By definition, the minimum score
is sometimes treated as 0th percentile and the maximum score is the 100th
percentile3.

Other terms ending in the suffix tile are used to divide the distribution
into equal parts. Quartiles, for example, divide the distribution into four equal
parts—the lowest one-quarter of scores (termed the first quartile), those between
the 26th and 50th percentile (the second quartile), those between the 51st and
75th percentile (the third quartile), and the one-quarter comprising the highest
scores (the fourth quartile). Similarly, quintiles divide the distribution into five
equal parts (the 20th, 40th, 60th, 80th, and 100th percentiles), and deciles divide

2 In some areas of research, the term percentile is also applied to an observation. In
education or clinical psychology, for example, one might read that a student was in the 63rd
percentile on a standardized test.

3 These definitions are not universal. Some algorithms begin with the 1st percentile and
end with the 99th percentile.

39



40 CHAPTER 4. DESCRIPTIVE STATISTICS & TERMINOLOGY

the distribution into ten equal parts. The generic term quantile applies to any
“tile” that divides the distribution into equal parts.

The measure of spread most frequently associated with percentiles is the
inter quartile range, sometimes called the semi inter quartile range. This is the
difference in raw scores between the 75th percentile and the 25th percentile. For
example, in the PKC-γ data set, the score at the 75th percentile (i.e., the third
quartile) is 16.5 and the score at the 25th percentile (the first quartile) is 5.8, so
the inter quartile range is 16.5 – 5.8 = 9.7. The inter quartile range is seldom
used in statistical inference.

4.3.2.3 The Variance and the Standard Deviation

The variance and the standard deviation are the most frequent measures of
spread. To understand the meaning of these important statistics, let us first
explore them in a population and then consider them in a sample from that
population.

The Population Variance and Standard Deviation The population vari-
ance is defined as the average squared deviation from the mean and in many
statistical procedures is also called a mean square or MS. To understand the
variance, it is necessary to first spend a few moments discussing squared de-
viations from the mean. Table 4.1 gives hypothetical data on the five obser-
vations that we will consider as the population. The column labeled X gives
the raw data, and it is easily verified that the mean of the five scores is 8.

Table 4.1: Example for calculating the
variance.

Observation X X − X̄
�
X − X̄

�2

1 12 4 16
2 7 -1 1
3 4 -4 16
4 11 3 9
5 6 -2 4

Sum: 40 0 46
Average 8 0 0

The column labeled
�
X − X̄

�

gives the deviation from the mean.
One simply takes the raw score and
subtracts the mean from it, so the
value for the first observation is 12 –
8 = 4. Note that the sum of the devi-
ations from the mean is 0. This is not
coincidental—it will always happen.

The final column gives the squared
deviation from the mean—just take
the number in the previous column
and square it. The sum of the squared
deviations from the mean—in this ex-
ample, 46—is a very important quan-
tity in statistics. It is referred to as
the sum of squares and is abbreviated
as SS. By definition, the average of

the squared deviations is the population variance, almost denoted as σ2. Be-
cause it is an average, it is sometimes called a mean square, abbreviated as MS.
Hence, the formula for the population variance is
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σ2 = MS =
SS

N
=

1

N

N�

i=1

�
Xi − X̄

�2 (4.3.2)

Applied to the data in Table 4.1, the variance equals 46/5 = 9.1.
The population standard deviation is simply the square root of the variance,

and hence is almost always denoted by σ. Thus,

σ =
√
σ2 =

√
MS =

�
SS

N
=

���� 1

N

N�

i=1

�
Xi − X̄

�2 (4.3.3)

It is because of this simple relationship between the standard deviation and
the variance that we treat the two statistics together. For the data in Table 4.1,
the standard deviation is 3.02.

.

The Sample Variance and Standard Deviation The sample variance
and standard deviation (as opposed to the population variance and standard
deviation) are usually denoted as s2 and s, respectively. With rare exception, the
purpose of calculating a sample variance is to estimate the population variance.
One might intuit that the estimate could be obtained by simply plugging the
observed mean into Equation 4.3.2, and indeed that idea is not a bad starting
point. The problem, however, is that the observed mean is an estimate of the
population mean, so some correction must be made to account for the error
introduced by substituting an error-prone statistic (the sample mean) for the
population.

The mathematics behind this correction are too complicated to explain here,
so let us simply state that the correction involves dividing the sums of squares by
its degrees of freedom (df ) instead of the sample size, N . The degrees of freedom
for estimating a population variance from sample data using the sample mean
equal N –1, so the formula for the sample variance is

s2 = MS =
SS

N − 1
=

1

N − 1

N�

i=1

�
X1 − X̄

�2

The sample standard deviation is simply the square root of this quantity.
For the data in Table 4.1, the sample variance is 46/4 = 11.5 and the sample
standard deviation is

√
11.5 = 3.39.

Most introductory statistics texts treat the degrees of freedom as a mystical
quantity and merely provide formulae to calculate the df for various situations.
We avoid that here by providing a short digression before continuing discussion
of the variance.

Degrees of Freedom The degrees of freedom for a statistic may be loosely
viewed as the amount of information in the data needed to figure everything else
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out. That is not much of a definition, so let us explore some examples. Suppose
that a sample of 23 patients with seizure disorder had 11 males. It is perfectly
obvious that the sample must have 12 females. Variable “sex” in this case has
one degree of freedom even though it has two categories. Why? Because given
the sample size, we only need to know the number of one sex—either the number
of males or the number of females—before we can “figure everything else out.”

Similarly, given a sample mean based on N observations, we need to know
only (N – 1) raw scores before we can “figure everything else out.” The “ev-
erything else” in this case would be the value of the remaining raw score. For
example, suppose there are three observations with scores of 6, 8, and 13. The
mean is 9, so we have the equation

9 =
X1 +X2 +X3

3

so

X1 +X2 +X3 = 27

From this equation, one needs to know any two of the scores before being able
to calculate the third.

In these two examples, it was quite easy to calculate the degrees of freedom.
In many other problems, however, the degrees of freedom can be very difficult to
derive, so the recommended method to determine the degrees of freedom for a
problem is to “look it up in the text.” All contemporary statistical packages will
calculate the degrees of freedom for standard problems, so “look it up” translates
into reading the output.

The Variance Again We are now at the point where we can give a generic
definition and formula for estimating a variance from sample data. The estimate
of a population variance from sample data—also called a mean square—is the
sum of squared deviations from the estimated mean—also called the sum of
squares—divided by the appropriate degrees of freedom, or

s2 = MS =
SS

df
(4.3.4)

This is a very important definition, so it should be committed to memory.
At this point, we note that the degrees of freedom will be N – 1 when

we want to estimate the population variance by using the sample mean as an
estimate of µ. In statistical procedures like multiple regression and the analysis
of variance that will be discussed later, different pieces of information from the
data are used to estimate a mean square. Hence, the degrees of freedom can
be something other than N – 1. Regardless, Equation 4.3.4 will always apply.
This is another good reason for committing it to memory.

The variance has several important properties. First, if all scores are the
same, then the variance will be 0. This makes intuitive sense because it tells
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us that there is no “spread” in the data. Second, when at least one score differs
from the others, then the variance will be a positive number greater than 0.
This will always be true even if all the raw scores are negative. The formula for
the variance involves taking a deviation from the mean and then squaring it,
giving a number than must be equal to or greater than 0.

The most important property of the variance is that it can be partitioned.
One can figuratively regard the variance of a variable as a pie chart that can
have different “slices” reflecting the extent to which other variables predict the
first variable. For example, a certain proportion of the variance in open field
activity in mice may be explained in terms of mouse genotype.

An undesirable property of the variance is that it is expressed in terms of
the square of the original unit of measurement. For example, if the original
unit was milligrams, then the variance is expressed in milligrams squared. The
standard deviation, on the other hand, is expressed in the same measurement
units as the original variable. For this reason, when you should describe it in
terms of its mean and standard deviation, not its mean and variance.

4.3.2.4 The Coefficient of Variation

The coefficient of variation or CV equals the standard deviation divided by the
mean, or

CV =
s

X̄
(4.3.5)

It is not unusual to multiply the above quantity by 100 in order to express
it as a percentage.

The CV should only be used on data measured by ratio scales. Despite this
limitation, the statistic is seriously underutilized in neuroscience because it has
the very desirable property of being unaffected by the units of measurement.
Because the standard deviation and the mean are both expressed in the same
units, dividing the first by the latter removes the measurement units. This
important property permits direct comparison across metrics, across organ sys-
tems, or across organisms. For example, the weight of a sample of rats will have
the same CV regardless of whether weight is measures in grams, kilograms,
ounces, or pounds. Similarly, one could compare the CV for weight in rats to
the CV for weight in humans to see if the variability in rat weight (relative
to the size of rats) is greater than or less than the variability of human weight
(relative to the size of humans).

One specific application of the CV would be to compare the variability of,
say, a neurotransmitter in different areas of brain. For example, the variability of
dopamine might be expected to be greater in areas like the substantia nigra and
the basal ganglion that have a high concentration of dopaminergic cell bodies
than in areas with lower levels of the neurotransmitter. The CV would be the
best statistic to compare dopaminergic transmission across the brain regions.
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4.3.3 Measures of Symmetry
The customary measure of symmetry is called skewness. Strictly speaking, the
skewness statistic measures the lack of symmetry in a curve because a skewness
of 0 implies that the distribution is symmetric. Figure 4.3.1 depicts two skewed
distributions.

Figure 4.3.1: Examples of skewed distributions.

Value

Fr
eq
ue
nc
y

Positive
Negative

The distribution to the left is a positively skewed distribution where the
scores are drawn out on the side of the distribution pointing toward the positive
side of the number line. The panel on the right illustrates a negatively skewed
distribution—the scores trail off on the negative side of the number line. There
are several different formulas used to compute skewness, so one must always
consult the documentation for a computer program to know which one is being
reported. Most report is it so that negative values denote negative skew and
positive values denote positive skew. For the purpose of this text, there is no
need to compute skewness

4.3.4 Measures of Peakness/Flatness
The final attribute of a distribution is called kurtosis (from the greek work
for “bulge”) and is the extent to which scores, relative to the variance of the
distribution, are concentrated close to the mean (a “peaked” distribution) or are
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disproportionately present in the tails (a “flat” distribution). The three curves
in Figure 4.3.2 illustrate kurtosis. The curve with the solid line is a normal
curve. The curve with the short dashed lines illustrates a peaked distribution
known in statistical jargon as a leptokurtotic distribution (after the Greek word
leptos, meaning “thin”). A leptokurtotic distribution has relative more scores
close to the mean and relatively fewer scores in the tails of the distribution that
would be expected given the variance of the distribution.

Figure 4.3.2: Examples of peaked and flat distributions.

Value

Fr
eq

ue
nc

y

None
Platy (flat)
Lepto (thin)

The curve in Figure 4.3.2 with the longer dashed lines is a platykurtotic
curve, named from the Greek word platus, meaning broad or flat. Here, there
are relatively more scores in the tail and relatively few scores close to the mean
than would be expected by the variance of the distribution.

Like skewness, there are several formulas for kurtosis. For the types of
statistics covered in this book, kurtosis can be safely ignored.

4.3.5 Measures of Covariation

In addition to statistics that describe a distribution or estimate parameters
associated with a distribution, there is a whole class of statistics that measure
how well scores on one variable as associated with scores on a second variable.
We call these measures of covariation. When both variables are measured on
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an interval or ratio scale, then the most customary measure is the covariance .
Denoting the two variables as X and Y , the covariance is defined as

cov(X,Y ) =
1

N

N�

i=1

�
Xi − X̄

� �
Yi − Ȳ

�
(4.3.6)

A second measure of covariation is the correlation coefficient . The pop-
ulation value is usually denoted as ρ and sample values are denoted by r or R.
There are several types of correlation coefficients but the most often used one is
called the Pearson Product Moment (PPM) correlation. The PPM correlation
estimates the population correlation that is defined in the mathematical equa-
tion for two variables that have a bivariate normal distribution. The formula
is

corr(X,Y ) =
cov(X,Y )

sXsY
(4.3.7)

or the covariance of the two variables divided by the product of their standard
deviations.

Most statistical procedures use the covariance whereas most reports of co-
variation give the correlation. There is a very good reason for this—the co-
variance is much more difficult to interpret than is a correlation. To examine
this, let us first discuss the two major properties of a measure of covariation:
direction and magnitude.

4.3.5.1 Direction of Covariation

The direction of a measure of covariation is given by the sign of the coefficient.
A positive sign denotes a positive or direct relationship. Here, high scores on one
variable are associated with high scores on the second variable and low scores
on the first variable predict low scores on the second variable (see the panels of
Figure 4.3.3 where ρ = .4 and ρ = .6).

A negative sign denotes a negative or inverse relationship. Here high scores
on one variable are associated with high scores on the second variable and low
scores on the first variable predict high scores on the second variable. The
panels where ρ = −.8 and ρ = −.2 in Figure 4.3.3depict negative or inverse
relationships.

4.3.5.2 Magnitude of Covariation

The covariance must be interpreted in the context of the variance of the two
variables. The correlation coefficient, on the other hand, is independent of the
scales of the two variables. Hence, it is the preferred statistic for reporting
covariation. The correlation has a natural mathematical lower bound of –1.0
and an upper bound of 1. A correlation of 0 implies no statistical relationship
between the two variables. That is, neither of the variables can predict the other
better than chance. A correlation of 1.0 denotes a perfect, positive relationship.
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Figure 4.3.3: Examples of direction and magnitude of a correlation (ρ).
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If we know an observation’s score on one variable, then we can predict that
observation’s score on the second variable without error. A correlation of –
1.0 denote a perfect, but negative relationship. Here, we can also predict an
observation’s score on the second variable given the score on the first variable—
it is just that a high score on the first variable will predict a low score on the
second. The plots in illustrate different values of the correlation.

Notice how the points in the four panels of Figure 4.3.3 become narrower
as the magnitude of the correlation increases. When the correlation (ρ) is 0,
the points will tend to resemble a circle. As ρ increases in either direction,
the ellipse become narrower and narrower until it hits its limit and becomes a
straight line when ρ is 1.0 or -1.0.

The square of a correlation coefficient, R2, gives the proportion of vari-
ance in one variable predictable or statistically attributable to the other
variable.

The best index of magnitude is the square of the correlation coeffi-
cient . Note that squaring removes the sign so that correlations of .60 and -.60
both have the same estimate of magnitude (.36). The square of the correlation
measures the proportion of variance in one variable statistically ex-
plained by the other variable . In less jargonish terms, it gives the extent
to which knowledge of individual differences in one variable predict individual
differences in the second variable. Note that these statements have been delib-
erately phrased is such cautious terms as “statistically explained” and “predict.”
This is because a correlation coefficient has no causal implications. If X is
correlated with Y , then: (1) X may cause Y (or be one of several causal factors
ofY ); (2) Y may cause (or be one of several causal factors of) X; (3) X and
Y may be both caused by the same (or some of the same) factors; and (4) any
combination of situations 1, 2, and 3 may occur.

4.4 Other Terms

4.4.1 Outliers

An outlier is defined as a data point that is well separated from the rest of
the data points. Velleman [1993] divides outliers into two types, blunders and
rouges. A blunder is a data point resulting from instrument, measurement, or
clerical error. For example, IQ, a staple of the neuropsychological test battery, is
typically scaled so that the population mean is 100 and the population standard
deviation is 15. A transposition error in data entry may record an IQ of 19 in a
database instead of the correct value of 91. Note that a blunder does not always
result in an outlier—transposing an IQ score of 98, for instance, will not give
a score disconnected from the IQ distribution. The vast majority of blunder,
however, are easily detected and corrected by following recommended practice
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and having data entered twice. A comparison of the results from the first entry
with those in the second entry will almost always catch clerical data-entry errors.

Other blunder may occur because of measurement artifacts. Many bench
workers in electrophysiology have had the experience of observing a very irreg-
ular recording following an unexpected loud noise or a jostled workbench. It is
very unwise to treat such recordings as legitimate values.

A rogue , on the other hand, is a legitimate data value that just happens
to be extreme. In clinical neuropsychology, for example, it is not unusual to
encounter someone with an extremely low IQ score because of a gross genetic
or environmental insult to the central nervous system. What should be done
with rogue data points depends entirely on the purpose at hand. On the one
hand, the observation(s) should never be deleted from the data set because they
can provide very important information. For example, in a meta-analysis4of
data on the genetics of human aggression, Miles and Carey [1997] found that
the two rogue values were the only two studies that measured aggression in
the laboratory—all other studies used self-report questionnaires. On the other
hand, the presence of a single rogue value in some statistical procedures can
result in very misleading inference. Here, there are three possible solutions: (1)
temporarily set the rogue value to missing value for the analysis; (2) transform
the data; or (3) use a nonparametric procedures that is not sensitive to outliers.
We discuss these later in the context of statistical procedures.

Although we have spoken of rogues as applying to a single variable, it is
possible to have a multivariate rogue. This is a data point that might not be
detected as a rogue when each variable is examined individually but emerges as
an outlier when the variables are considered together. The classic example of a
multivariate rogue would be an anorexic teenager who is 5’10” tall and weighs
95 pounds. She is not remarkable in either height taken alone or weight taken
alone, but she would be an outlier in terms of the joint distribution of height
and weight.

The easiest way to detect outliers is through the graphical techniques de-
tailed in Chapter 6. Plot the scores and visually inspect them for extreme
values.

4.4.1.1 What to do about outliers?

The worst thing to do with an outlier is to eliminate the whole observation. If
your assay on the ventral tegmentum for a rat is a rogue value, the assays on
other brain areas may still be valid. Here, just set the value for the VTA to a
missing value.

A second approach is to trim the data. This strategy is also useful when
you have some values where the status of “outlier” is questionable. Keep the
original values in the master data set. Before performing a statistical analy-
sis, however, set every value that is less than s standard deviations below the
mean or greater than s standard deviations above the mean to a missing value.

4 A meta-analysis is a systematic statistical analysis of a series of empirical studies.
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Usually, statisticians set s between 2.0 or 3.0.
Another strategy is to use nonparametric statistics that deal with ranks

of the data instead of raw scores (See Chapter 16). The technique of robust
regression (see Section 16.4)is specifically designed to minimize the effect of
outliers, so that is a viable choice.

4.4.2 Statistical Significance and p values.

Research are always speaking of a result being “statistically significant” or “non-
significant” or even “almost significant.” We defer a technical explanation of
this until the later discussion on hypothesis testing (Section 7.2.2), but a brief
and informal definition can be provided here. Loosely speaking, a “significant”
finding is one that is unlikely to be due to chance. How unlikely? In most
cases, if the statistical analysis suggests that the probability of observing these
results just by chance is less than 5 in 100, then the result is considered signifi-
cant. Note carefully that this is not a criterion that had been rigorously defined
from mathematical analysis. It is an accepted convention among scientists. The
actual probability level is referred to as a p value or p level .

Results are termed “highly” significant when the probability is considerably
less than 5 in 100—usually 1 in 1,000 or lower. A “trend” towards significance
usually refers to a probability that is less than 10 in 100 but greater than 5 in
100.

One of the most misunderstood aspects of statistics is the relationship be-
tween statistical significance and the magnitude of effect. A highly significant
finding (i.e., one with a low p value) may but does not necessarily have to indi-
cate a large effect. The p value is a complex function of the size of an effect, the
size of the sample, and in experimental neuroscience, the magnitude of the treat-
ments. One can obtain a low p value by having large samples and administering
extreme treatments.

4.4.3 Effect Size

A p value deals only with probability and hence, may not always whether a
treatment has a large or small effect. In many sciences, p values are being
de-emphasized in favor of measures of effect size . An effect size is just what
the term implies—it is an index of the magnitude of a treatment effect or the
strength of predictability. The actual numerical estimate depends on the prob-
lem at hand. For example, the effect size for a treatment is the difference in
means (in standard deviation units) between a control mean and a treatment-
group mean. In correlation, the effect size is the square of the correlation (see
Section 4.3.5.2). We will deal with measures of effect size when we outline the
different statistical procedures.
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4.4.4 Statistical Power
Although people talk of power as an attribute of statistics, it is more aptly
a property of the whole design of a study, including the statistical analysis.
Power is defined as the probability that a study can reject a hypothesis that
is, in fact, false. Yes, you read that correctly. Intuitively, we want to accept
hypotheses that are true, but the logic in many areas of science focuses on
rejecting hypotheses that are wrong. For the perplexed reader, the discussion
of logic of hypothesis testing in Section 7.1 should help to clarify this issue.

The analysis of power is one of the most essential initial steps in the planning
of any empirical research. We devote a whole chapter to the issue (see Chapter
17).

4.4.5 Standard Error
The standard error is usually defined as the standard deviation of the sampling
distribution of an observed statistic. Reconsider the scenario that generated
Figure 4.1.1. We repeatedly sampled 12 schizophrenics from a population of
schizophrenics, calculated their mean reaction time, and then tossed this mean
into a “hat of means.” The distribution of these means is called the sampling
distribution of the mean. The standard error of the mean in this case would be
the standard deviation in the “hat of means” in Figure 4.1.1.
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Chapter 5

Distributions

5.1 Theoretical Distributions for Data

It is not necessary to read this chapter thoroughly. If you put it under your
pillow, you may stay up at night tossing and turning. If you read it consci-
entiously, you are guaranteed to fall asleep. Peruse it. Make sure that you
know the meaning of a probability density function and a cumulative density
function, standard or Z score, and note the names of the important theoretical
distributions–normal, lognormal, t, F and χ2. If you can understand the basic
concepts of theoretical distributions, then it is much easier to understand the
logic of hypothesis testing that will be presented in a later chapter.

In Section 4.1.3, we gave a definition of empirical and theoretical distribu-
tions. Here, we expand on theoretical distributions and then briefly discuss how
to examine the fit of theoretical distributions to empirical distributions of real
data.

A theoretical distribution is generated by a mathematical function that has
three major properties:

(1) the function gives the relative frequency of a score as a function of the
value of the score and other mathematical unknowns (i.e., parameters);

(2) the area under the curve generated by the function between two points
gives the relative likelihood of randomly selecting a score between those two
points;

(3) the area under the curve from its lowest possible value to its highest
possible value is 1.0.

What constitutes a “score” depends on the measurement scale of the variable.
For a categorical or categorized variable, the “score” would be a class or group,
while for a continuous variable like weight, it would be the actual numerical
weight. The mathematical function depends on both the measurement scale and
the type of problem at hand. It is easiest to learn about theoretical distributions
by dividing them into two types—those that apply to categorical variables and
those that apply to continuous variables.
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Before we begin, however, there is a matter of jargon. The mathematical
function that gives the probability of observing a value of X as a function of X is
called the probability density function often abbreviated as pdf . The math-
ematical function that gives the probability of observing a value of X between
any two values of X—say, X1 and X2—is called the probability distribution
function or cumulative distribution function or cdf . The cumulative dis-
tribution function is the integral of the probability density function—i.e., the
gives the area under the curve between two values of X, sayX1 and X2.

5.2 Theoretical Distributions for Categorical Vari-
ables

In neuroscience, the most frequently encountered categorical variable is the bi-
nary variable which can take only one of two mutually exclusive values. Statis-
ticians call this a Bernoulli variable. Sex of animal is a binary variable. A rat
could be male or female, but it cannot have a sex of “neither” or “both.” If
a study has two groups, a control and treatment condition, then “group” is a
Bernoulli variable. Rats can belong to only one of the two groups.

The pdf for a binary variable is intuitive. One of the groups—male or fe-
male, control or treatment, it makes no difference—has a frequency of p and
the other, a frequency of (1 – p). Hence, there is only one parameter for a
Bernoulli distribution—p. For sex and group, the frequency is usually fixed
by the investigator. For other variables, however, the frequency may be a free
parameter—i.e., one does not know the value beforehand or fix the experiment
to achieve a desired frequency (usually equal frequencies). Consider a pheno-
type like central nervous system seizure. In an experimental situation a rat may
have at least one seizure or may not have a seizure. In this case the value of p
may be unknown beforehand. The statistical issue may be whether the p for a
treatment group is within statistical sampling error of the p for a control group.

A second theoretical distribution for categorical variables is the binomial
distribution. This is a souped-up Bernoulli. If there are n total objects, events,
trials, etc., the binomial gives the probability that r of these will have the
outcome of interest. For example, if there are n = 12 rats in the control group,
the binomial will give the probability that, say, r= 4 of them will have a seizure
and the remaining (n - r) = 8 do not have a seizure. The pdf for the binomial
is

Pr(r of n) =
n!

r!(n− r)!
pr(1− p)n−r .

A more general distribution is the multinomial . The binomial treats two mutu-
ally exclusive outcomes. The multinomial deals with any number of mutually
exclusive outcomes. For example, if there were four different outcomes for the
12 rats, the multinomial gives the probability that r1 of them will have the first
outcome; r2, the second; r3, the third; and (12 - r1 - r2 - r3), the fourth.

There are only a few, albeit important, applications in neuroscience for the
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binomial and the multinomial. The interest reader may consult Agresti [2002]
for details on statistical approaches to modeling categorical data.

5.3 Theoretical Distributions for Continuous Vari-
ables

5.3.1 The Normal Distribution

The normal distribution plays such a central role in statistics that we devote
a large section to it. Along the way, we will learn about the major probabil-
ity functions in statistics. The equation for the normal distribution (i.e., its
probability density function) for a variable that we shall denote as X is

f(X) =
1

σ
√
2π

exp

�
−1

2

�
X − µ

σ

�2
�
. (5.3.1)

Here, f(X) is the frequency for a particular value of X; π is the constant 3.14; σ
and µ are the parameters (i.e., unknown mathematical quantities) of the curve,
σ being the standard deviation and µ is the mean.

Figure 5.3.1: The normal curve.
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Figure 5.3.1 plots the normal
curve and gives the areas under its
sections. For example, 34.13% of the
area lies between the mean and one
standard deviation above the mean,
and 13.59% of the scores fall be-
tween one and two standard devia-
tions. From Figure 5.3.1, it is ob-
vious that the curve is symmetric
around the mean—i.e., it lacks skew-
ness. Hence, 50% of the scores fall be-
low and 50% above the mean, making
the median equal to the mean (which
is also equal to the mode). Symmetry
also implies that the area under the
curve between the mean and k stan-
dard deviations above the mean will
equal the area beneath the curve from
the mean to k standard deviations be-
low the mean. Similarly, the area between the lowest possible value of X and
k standard deviations below the mean will equal the area between k standard
deviations above the mean and the highest value of X. The strict mathematical
boundaries of the normal curve are from negative to positive infinity, but for
practical measurements, virtually all scores are within three to four standard
deviations of the mean.
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Because the normal curve is a probability density function, the area under
the curve between two values gives the probability of randomly selecting a score
between those values. For example, the probability of randomly picking a value
of X between the mean and one standard deviation above the mean (µ + σ)
is .3413. Similarly, the probability of selecting a score less than two standard
deviations below the mean will equals .0013 + .0215 = .0228.

The probability distribution function or cumulative distribution function
(cdf) of the normal curve gives the probability of randomly picking a value of
X below some predetermined value, say X̃. The equation is the integral of the
equation for the normal curve from its lowest value (negative infinity) to �X or

F
�
�X
�
=

�X̂

−∞

1

σ
√
2π

exp

�
−1

2

�
X − µ

σ

�2
�
dX. (5.3.2)

A graph of the function is illustrated in Figure 5.3.2.
This function is also called the probit function and it plays an important role

in many different aspects of statistics. One procedure relevant to neuroscience is
a probit analysis which is used to predict the presence or absence of a response
as a function of, say, dose of drug (see Section 14.2.2).

Figure 5.3.2: The cumulative normal
distribution.
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Here, one would fit the probit
model in Figure reffig:5.2 or Equation
5.3.2 to observed data on drug dose
( �X) and the probability of a response
at that dose (F

�
�X
�
). The two un-

knowns that defined the curve would
be µ and σ.

5.3.1.1 The Standard Normal
Distribution and Z Scores.

The mathematics behind the area un-
der the normal curve is quite com-
plicated and there is no simple way
to solve for Equation 5.3.2. Instead,
a series of numerical approximations
is used to arrive at the area under
the normal curve. Before the advent
of digital computers, statisticians re-
lied on printed tables to get the area
under the curve. If we think for a
minute, this presented a certain prob-

lem. Because µ can be any numerical value, and σ can take any value greater
than 0, there are an infinite number of normal curves. Did statisticians need an
infinite number of tables?
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Table 5.1: SAS and R code for calculating the area under the normal curve.

SAS Code: R Code:

DATA Null ;
x = 90 ;
mu = 100 ;
sigma = 15 ;
z = (x − mu) / sigma ;
pz = cdf ( ’ normal ’ , z ) ;
PUT pz=;

RUN;

x <− 90
mu <− 100
sigma <− 15
z <− ( x − mu) / sigma
pz <− pnorm( z )
pz

The answer is, “No.” Statisticians calculated the areas under one and only
one distribution and then transformed their own distributions to this distribu-
tion. That distribution is the standard normal distribution and it is defined as
a normal distribution with a mean of 0.0 and a standard deviation of 1.0. (To
grasp the value of these numbers, substitute 0 for µ and 1 for σ in Equations
5.3.1 and 5.3.2 and note how this simplifies the algebra.)

Scores from the standard normal distribution are called Z scores and may
be calculated by the formula

Z =
X − X̄

sX
. (5.3.3)

Here, Z is the score from the standard normal, X is the score to be trans-
formed, X̄ is the mean of that distribution (i.e., the distribution of X) and sX
is the standard deviation of that distribution. For example, if IQ is distributed
as a normal with a mean of 100 and a standard deviation of 15, then the Z score
equivalent of an IQ of 108 is

Z =
X − X̄

sX
=

108− 100

15
= .533.

If we wanted to know the frequency of people in the population with IQs less
than 90, then we would first convert 90 into a Z score:

Z =
X − X̄

sX
=

90− 100

15
= −.667.

Then we would find the area under the standard normal curve that is less than
a Z score of -.667. The answer would be .252.

In today’s world of readily accessible computers, numerical algorithms have
replaced tables for calculations of areas under all statistical distributions1. For

1 Paradoxically, teaching statistics is the one area where tables are still used. The statistics’
student is forced to look up areas under the curve in tables, only to completely abandon that
approach to analyze real data.
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Table 5.2: SAS and R code for calculating a raw score that separated the Pz
lowest scores from the (1 - Pz) highest scores.

SAS Code: R Code:

DATA Null ;
pz = . 9 ;
mu = 100 ;
sigma = 15 ;
z = PROBIT( pz ) ;
x = sigma∗z + mu;
PUT x=;

RUN;

pz <− . 9
mu <− 100
sigma <− 15
z <− qnorm( pz )
x <− sigma∗z + mu
x

example, the SAS and R code in Table 5.1 will find the probability that a
randomly selected person from the general population has an IQ less than 90.

If we want to find out which raw score corresponds to a particular percentile,
then we use the standard normal distribution in reverse. For example, what IQ
score separates the bottom 90% of the distribution from the top 10%. The first
step is to locate the Z score that separates the bottom 90% of the normal curve
from the top 10%. (That Z value is 1.282). Next, substitute that value into
Equation 5.3.3 and solve for X:

Z =
X −X

sX
,

1.282 =
X − 100

15
,

X = 15(1.282) + 100 = 119.23 .

Rounding off, we would say than the top 10% of the population has an IQ of
119 or above.

One again, calculations for areas under the curve are seldom done by hand
anymore (with the notable exception of introductory statistics students). The
SAS and R codes that can be used to solve for this problem is given in Table
5.2.

It is obvious that the cumulative density function can be used to calculate the
area of the normal curve between any two values. For example, what proportion
of the population has IQs between 90 and 120? Here we have two X values, the
lower or XL equaling 90 and the higher (XH) being 120. Let us first calculate
the area under the curve from negative infinity to 120. Translating the raw
score to a Z score gives

ZH =
XH − X̄

sX
=

120− 100

15
= 1.333
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Table 5.3: SAS and R code for calculating the probability of randomly selecting
a score between two values, xlow and xhigh

SAS Code: R Code:

DATA Null ;
xlow = 95 ;
xhigh = 120 ;
mu = 100 ;
sigma = 15 ;
zlow=(xlow−mu)/ sigma ;
zhigh=(xhigh − mu)/ sigma ;
p = PROBIT( zhigh )

− PROBIT( zlow ) ;
PUT p=;

RUN;

xlow <− 95
xhigh <− 120
mu <− 100
sigma <− 15
zlow <− ( xlow−mu)/ sigma
zhigh <− ( xhigh−mu)/ sigma
p <− pnorm( zhigh )

− pnorm( zlow )
p

and the area under the standard normal curve from negative infinity to Z =
1.333 is .909.

Next we calculate the area under the curve from negative infinity to an IQ
of 95. Here,

ZL =
XL − X̄

sX
=

90− 100

15
= −.667,

and the area under the standard normal curve from negative infinity to Z = -.667
is .252. The top two normal curves of Figure 5.3.3 illustrates these calculations.

We have two areas under the curve, each starting at negative infinity. To
find the area between 80 and 120, we only need to subtract the smaller area
from the larger area. Hence, Prob(90 ≤ IQ ≤ 120) = Prob(IQ ≤ 120) - Prob(IQ
≤ 90) = .909 - .252 = .657,or about 66% of IQ scores will lie between 90 and
120. See the last normal curve in Figure 5.3.3.

5.3.1.2 Standard Normal Scores, Standard Scores, and Z Scores:
Terminological Problems

There is significant confusion, especially among introductory students, among
the terms for standard scores, standard normal scores, and Z scores. No fault
of the student here–statisticians use the terms equivocally. Let us spend some
time to note the different meanings of the terms.

Any distribution, not matter what its shape, can be transformed into a
distribution with a mean of 0 and a standard deviation of 1 by the application of
Equation 5.3.3. All one has to do is subtract the mean and then divide the result
by the standard deviation. The fundamental shape of the distribution will not
change. Its location will move from the old mean to 0, and change in standard
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Figure 5.3.3: Calculating the area between two values of the normal curve.

60 80 100 120 140

IQ

60 80 100 120 140

IQ

60 80 100 120 140

IQ

!"#$%

!&#&%

!'('%

60



5.3. THEORETICAL DISTRIBUTIONS FOR CONTINUOUS VARIABLES61

deviation is effectively the same as looking at an object under a magnifying
glass. The object does not change—it just appears bigger (or smaller). This
procedure results in a standard score.

If, in addition to applying equation 5.3.3, the distribution that we start
out with is normal, then the transformation will always preserve the normality.
The resulting distribution is a standard normal distribution. The major mis-
take that many researchers (students and non students alike) make is assuming
that subtracting the mean and dividing by the standard deviation will make
a distribution normal. It will not. The only situation in which the resulting
distribution is normal is when we begin with a normal distribution.

To complicate matters, the term Z score is used equivocally. The first mean-
ing applied to an on observed score from an observed data set. When applied to
actual observed scores, a Z score or Z transformation should be thought of as a
standard score. That is, it changed the distribution to have a mean of 0 and a
standard deviation of 1, but it does not change the shape of the distribution. If
the scores are skewed to begin with, then the Z scores will be just as skewed af-
ter the transformation. If the Z transformation results in a normal distribution,
then you know that the original distribution must have been normal.

The second meaning of Z score occurs when it is applied to a theoretical
distribution. Usually, this deals with picking a statistic from a hat of statistics
that are distributed as a normal with a mean of 0 and a standard deviation of
1. To avoid confusion, always ask what the Z refers to. If it refers to observed
data points, then the distribution does not have to be normal. If is refers to
theoretical statistics, then the distribution is normal.

5.3.2 Lognormal Distribution
If X is distributed as a normal, then log(X) is distributed as a lognormal, ex-
amples of which are graphed in Figure 5.3.4. The lognormal distribution is very
important for neuroscience because the result of multifactorial, multiplicative
processes gives a variable with a lognormal distribution. That is, when there
are a large number of causes, each roughly equal in effect, then the product of
those causes results in a lognormal variable. Many biochemical processes are the
result of multiplicative rules. Hence, the lognormal is frequently encountered in
the biological sciences.

There is no need to develop mathematically the properties of this distri-
bution. Rather, the importance for the neuroscientists is to recognize when
variables are distributed as a lognormal. In practice, taking the log of such a
variable results in a normal distribution.

5.3.3 Other Continuous Distributions
There are other continuous distributions important for neuroscience. It is useful
to learn their names and what they are used for, but they are advanced tech-
niques beyond the scope of this book. The Weibull distribution is often used
in survival analysis, a technique used to measure the rate of failures. It is most
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Figure 5.3.4: Examples of lognormal distributions.
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often seen in modeling the onset or relapse of disorders. The exponential dis-
tribution is often used to measure the time for a continuous process to change
state. The classic example of an exponential process is the time it takes for a
radioactive particle to decay, but it can also be used to model the initiation and
termination of biological processes. Counts are strictly speaking not continuous
variables, but in some cases they may he treated as such. Here, the Poisson dis-
tribution is useful for variables like the number of events of interest that occur
between two time points. It is used in Poisson regression and log-linear models
to analyze count variables.

5.4 Theoretical Distributions for Statistics

We have discussed distributions in the sense of “scores” that could be measured
(or were actually measured) on observations like people, rats or cell cultures.
Distributions, however, are mathematical functions that can be applied to any-
thing. One of their most important applications is to statistics themselves.

Instead of imaging that we reach into a hat and randomly pick out a score
below X, think of reaching into a hat of means and picking a mean below X̄. Or
perhaps we can deal with the probability of randomly picking a variance greater
than 6.2 for some particular situation. The mathematics of the probability of
picking scores is the same as those for picking statistics, but with statistics come
some special distributions. We mention them here, but deal with them in the
chapter on statistical inference.

5.4.1 The t Distribution

The t distribution is a bell-shaped curve that resembles a normal distribution.
Indeed, it is impossible on visual inspection to distinguish a t curve from a
normal curve. Whereas there is one and only one normal curve, there is a whole
family of t distributions, each one depending on its degrees of freedom of df
(see Section 4.3.2.3). Those with small degrees of freedom depart most from
the normal curve. As the degrees of freedom increase, the t becomes closer and
closer to a normal. Technically, the t distribution equals the normal when the
degrees of freedom equal infinity, but there is little difference between the two
when the df is greater than 30. Figure 5.4.1 depicts a normal distribution along
with three t distributions with different degrees of freedom.

It is useful to think of the t distribution as a substitute for the normal dis-
tribution when we do not know a particular variance and instead must estimate
it from fallible data. As the degrees of freedom increase, the amount of error in
our estimate of the variance decreases, and the t approaches the normal.

One of the most important uses of the t distribution is when we compare
some types of observed statistics to their hypothesized values. If θ is an observed
statistic, E(θ) is the expected or hypothesized value of the statistic, and σθ is
the standard deviation of the statistic, then for many—but not all—statistics
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Figure 5.4.1: Examples of t distributions.
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the quantity
θ − E(θ)

σθ
(5.4.1)

is distributed as a normal. When we substitute σθ with a fallible estimate from
observed data, then this quantity is distributed as a t distribution.

For example, suppose that θ is the difference between the mean of a con-
trol group and the mean of an experimental group and hypothesize that the
difference is 0. Then σθ is the standard deviation of the difference between two
means. This is precisely the logic behind the t test for two independent samples,
one of the statistical tests used most often in neuroscience.

5.4.2 The F Distribution
The F distribution is the ratio of two variances. In the analysis of variance of
ANOVA (a statistical technique) and in an analysis of variance table (a summary
table applicable to a number of statistical techniques), we obtain two different
estimates of the same population variance and compute an F statistic. The F
distribution has two different types of degrees of freedom. The first df is for the
variance in the numerator and the second, for the one in the denominator.

We deal with the F distribution in more detail in regression, ANOVA, and
the general linear model (GLM). Some F distributions are presented in Figure
5.4.2.

5.4.3 The Chi Square (χ2) Distribution
The chi square (χ2) distribution is very important in inferential statistics, but
it does not have a simple meaning. The most frequent use of the χ2 distribution
is to compare a distribution predicted from a model (i.e., a hypothesized distri-
bution) to an observed distribution. The χ2 gives the discrepancy (in squared
units) between the predicted distribution and the observed distribution. The
larger the value of χ2, the greater the discrepancy between the two. Like, the
t distribution, there is a family of χ2 distributions, each associated with its
degrees of freedom. Figure 5.4.3 illustrates some chi square distributions.
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Figure 5.4.2: Examples of F distributions.
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Figure 5.4.3: Examples of χ2 distributions.
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Chapter 6

Graphics

Modern computers with high resolution displays and graphic printers have rev-
olutionized the visual display of information in fields ranging from computer-
aided design, through flow dynamics, to the spatiotemporal attributes of infec-
tious diseases. The impact on statistics is just being felt. Whole books have
been written on statistical graphics and their contents are quite heterogeneous–
simple how-to-do it texts (e.g., Keen, 2010; Matange and Heath, 2011), reference
works (e.g., Murrell, 2011) and generic treatment of the principles of graphic
presentation (e.g., Tufte, 2001). There is even a web site devoted to learning
statistics through visualization http://www.seeingstatistics.com/. Hence,
it is not possible to be comprehensive in this chapter. Instead, I focus on the
types of graphics used most often in neuroscience (e.g., plots of means) and
avoid those seldom used in the field (e.g., pie charts, geographical maps).

The here are four major purposes for statistical graphics. First, they are
used to examine and screen data to check for abnormalities and to assess the
distributions of the variables. Second, graphics are very useful aid to exploratory
data analysis (Hoaglin et al., 2000, Mosteller and Tukey, 1977). Exploratory
data analysis, however, is used for mining large data sets mostly for the purpose
of hypothesis generation and modification, so that use of graphics will not be
discussed here. Third, graphics can be used to assess both the assumptions and
the validity of a statistical model applied to data. Finally, graphics are used
to present data to others. The third of these purposes will be discussed in the
appropriate sections on the statistics. This chapter deals with the first and last
purposes–examining data and presenting results.

6.1 Examining data with graphics
The main purpose here is to view the data to detect outliers and to make
decisions about transforming variables. If the design has groups (even ordered
groups), then your plots should be constructed separately for each group. It is
possible for an outlier in one group to be hidden by the data points for other
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Figure 6.1.1: Examples of histograms: IQ scores from patients in a pediatric
neurology clinic.

IQ

Fr
eq
ue
nc
y

40 50 60 70 80 90 100

0
5

10
15

20

IQ

Fr
eq
ue
nc
y

50 60 70 80 90 100

0
1

2
3

4
5

6
7

groups.

6.1.1 Histograms
In the past, teachers of statistics tortured undergraduate students by giving
them a data set and requiring them to draw a histogram on graph paper. With
access to graphing software, those days are over (mostly). The histogram groups
a numeric variable into “bins” and then plots the midpoint of the bin on the
horizontal axis the frequency of scores within the that bin on the vertical axis.
The frequency can be expressed as either the raw number of scores or the percent
of scores in the bin. In general, histograms are best used for relatively large
sample sizes.

The most significant decision for the user is the number of bins. When the
number is too small, information is effectively “hidden.” When the number is
too large, the histogram may have only one or two observations per bar and
provides little information about the distribution. Also, bin size is a function
of sample size. Smaller bins can be used with larger samples. Good statistical
and graphing software usually gives a reasonable default size for the bins based
on sample size. All software will give the use the option of specifying either the
bin size (i.e., width of the bar) or the number of bins.

Figure 6.1.1 gives histograms of the IQ scores of 63 children seen at a pedi-
atric neurology clinic. The left hand plot in Figure 6.1.1 was generated using a
default for the number of bins . The right hand plot specified 25 bins.

Note that histograms result in a “wide” plot for a variable. Also, the range
of the horizontal axis is often determined by the software. Hence, comparing
groups using histograms can require extra work and the resulting graphic may
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Table 6.1: R code for producing a dot p[lot (strip chart).

s t r i p c h a r t (pkcgamma$open_arm ~ pkcgamma$genotype ,
method=" j i t t e r " , v e r t i c a l=TRUE,
ylab="Percent Time in Open Arm" ,
xlab="Genotype " ,
c o l="blue " , pch=1, cex =1.5)

not be easy to interpret. There are fancy routines that that will plot histograms
for two (sometimes three) groups using “transparent” color schemes, but the
simplest way to examine groups is through dot plots and/or box plots.

6.1.2 Dot plots (strip charts)

A “dot plot” means different things to different statistical packages. Here, the
term is used in its traditional sense (Cleveland [1993]) and encompasses what R
calls a “strip chart.” Dot plots can be one of the most useful ways of displaying
and perusing data for neuroscience because sample sizes are usually small to
moderate.

The type of dot plot most useful in neuroscience has the groups on the hori-
zontal axis and the values for the variable on the vertical axis. Each observation
then becomes a point in the graph, plotted by its value. Figure 6.1.2 gives two
examples for the PKC-γ data. The left hand panel gives the traditional dot plot.
In the right hand panel, the points are “jittered” or moved slightly to the left
or right in order to avoid overlapping points. Table 6.1 presents the R code for
these plots. This code produced the right-hand or “jittered” figure. To produce
the left-hand figure omit the argument method=”jitter” .

The advantages of a dot plot are: (1) every value in the data can be visually
inspected; (2) the range of the data for each group is apparent in the event
that there may be significant differences in variance; and (3) outliers can be
readily identified. The major disadvantage comes when data sets are so large
that overlapping points make it difficult to appreciate the distribution of scores
(although some graphical software can overcome this limitation with moderately
sized data sets). A second disadvantage is that the dot plot does not give
information about the statistics of a distribution.
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Figure 6.1.2: Example of a dot plot.
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6.1.3 Box (and whisker) plot

Figure 6.1.3 provides a box plot (aka box-and-whisker plot) of the same data.
In this plot, individual data points are not identified. Instead the shape of
the distribution is visually portrayed through the shape of a box and arms (or
whiskers). The bottom arm begins with the lowest connected data point in the
series (we postpone the definition of a connected data point for the moment).
The lower part of the box starts with the score at the first quartile and upper
part ends with the score at the third quartile. The horizontal line close to the
middle of the box is the median. Finally, the upper “whisker” starts above the
third quartile and ends with the uppermost connected data point. Hence, the
size of the box gives the interquartile range of the data, i.e., the 25th through
the 75th percentiles.

Box plots are more useful than dot plots when there is a moderate to large
number of observations per group. Their symmetry permits one to assess skew-
ness and they are very helpful in detecting outliers. In symmetrical distributions,
the median splits the box into equal halves and two whiskers are of equal length.
A distribution with a positive skew (see the right hand box plot in Figure 6.1.4)
has a short whisker at the bottom, a median that is located below the half
way point in the box, a long whisker at the top, and a number of unconnected
data points at the high end. A variable with a negative skew has the opposite
shape—short whisker at the top, a median above the half way point in the box,
a long whisker at the bottom, and a number of unconnected data points at the
low end (see Figure 6.1.4).
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Figure 6.1.3: Box plots for the PKC-γ data by genotype.
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6.1.3.1 Unconnected data points

Most graphing software offers two options for dealing with very high and very
low values. The first option is to plot them as unconnected data points above
and below the whiskers. This was the option used to generate Figures 6.1.3 and
6.1.4. The second option is extend the whiskers to the lowest and to the highest
values.

There are no formal criteria defining an unconnected data point. Hence, it is
always necessary to consult the manual for the software. Many programs define
an unconnected data point as a value lower than 1.5 times the interquartile
range below the first quartile. For example, if the first quartile is at 31.4 and
the third quartile is at 42.7, then the interquartile range is 42.7 – 31.4 = 11.3.
Hence the cut off for a lower unconnected data point would be 31.4 – 1.5*11.3
= 14.45. A similar criterion is used for a unconnected data point at the higher
end of the distribution.

One cautionary note is in order—never consider an “unconnected” data point
an outlier without further evidence. An unconnected data point may achieve
its status simply because sample size is not large and the interquartile range for
a group is small. This is precisely the case for the heterozygote’s box plot in
Figure 6.1.3. Examination of the highest value for genotype +- in the dot plot of
Figure 6.1.2 reveals that it belongs to the rest of the distribution. Comparison
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Figure 6.1.4: Box plots of skewed variables.
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of the size of the three boxed in Figure 6.1.3 demonstrates that genotype +- has
a smaller interquartile range than the other two.

In a box plot, never consider an unconnected data point as an outlier
without further evidence.

A further issue with unconnected data points is that you will (not may)
observe them in very large samples. Recall the property of the range (see Section
4.3.2.1) that as the sample size grows larger, the chance of observing extreme
values increases, and hence the range increases. Very large sample sizes will
stabilize the size of the box and length of the whiskers, but increase the likelihood
that extreme scores will be sampled.

6.1.3.2 Box plots and small samples

Upon learning to screen data using graphics, students often have trouble grasp-
ing the extent to which box plots can vary when sample size is small. Figure 6.1.5
provides an example. Here, ten different samples with an N of 8 in each sample
were generated using random numbers from a normal distribution. Thus, there
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Figure 6.1.5: Box plots for 10 random samples of size 8.

are no outliers in any of the samples and there are no significant differences in
variability in any of the samples. One can certainly use graphical methods for
screening, but it is imperative to use objective statistics to assess whether or
not the distributions of scores differ across groups.

6.1.4 Box and dot plots

The flexibility of modern graphics software permits hybrids of plots. The down-
side is that you must do the work to create the hybrids. One useful hybrid is a
combination of a box plot and a dot plot. This can be performed by creating
a box plot and then superimposing the dot plot over it. An example using the
simulated data from Figure 6.1.5 is given in Figure 6.1.6.

6.1.5 Violin Plots

A violin plot combines information from a box plot with smoothed information
about the frequency of scores at a value. To understand a violin plot, it is easier
to look first and explain later, so examine Figure 6.1.7 which gives a violin plot
for the same data used to construct Figures 6.1.5 and 6.1.6.
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Figure 6.1.6: A dot plot superimposed over a box plot.
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Figure 6.1.7: Examples of violin plots.
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In place of a rectangle, the figure in a violin plot is scaled so that the width
represents the density of scores at a certain value. If the distribution of scores
were normal, then a violin plot would resemble that of Sample 5 but the shape
would be completely symmetric. Sample 3 is almost normal but has a light
negative skew. Samples 1 and 8 illustrate positive skewness. Finally, Samples 4
and 10 depict a uniform distribution (i.e., one with a histogram that resembles
a rectangle).

Violin plots may also include a symbols for the median (the white dot in
Figure 6.1.7) and lines denoting the interquartile range (denser vertical line in
the Figure) and connected data points (finer vertical line). As in a box plot,
the are not universal standards for these symbols or for the definition of a
“connected” data point, so always consult the software’s documentation.

6.1.6 Assessing distributions
Dot, box, and violin plots are very useful in examining data and can give hints
about the underlying distributions. For many statistical analyses, these graphics
should be sufficient to detect potential problems. In some cases, however, it is
necessary to use stricter criteria to see if the scores fit a specific distribution.
Here, three types of graphics are often used: (1) a histogram with superimposed
plots of a theoretical distribution and/or kernel density; (2) a plot of observed
and theoretical cumulative distribution; and (3) a quantile-quantile or QQ plot.
These are illustrated in Figure 6.1.8 for 200 scores randomly sampled from a
normal distribution with a mean of 10 and standard deviation of 2.

6.1.6.1 Histogram with theoretical and kernel densities

If a distribution is normal with mean µ and standard deviation σ, then drawing
a normal curve based on those statistics over an observed histogram should
reveal a close fit. The only trick here is to make certain that the scale of the
vertical axis for the histogram is the proportion of data and not a raw count. To
further assess the fit, one should also plot a kernel density. A kernel density may
be viewed as an agnostic (technically, nonparametric) method of estimating the
shape of the distribution. It uses one of several functions (the kernel function)
and applies that function over a small section of the distribution to arrive at
an estimate of the density for a value within that small section. Think of it
as a smoothed histogram. Hence, if the kernel density agrees well with the
theoretical density, then there is good evidence that the observed data follow
the theoretical distribution. Table 6.2 gives the R code for producing the plot
in the upper panel of Figure 6.1.8. It is clear that the kernel estimate agrees
well with the theoretical normal.

6.1.6.2 Observed and theoretical cumulative distribution

The observed cumulative distribution function for X plots the value of X on
the horizontal axis and the proportion of all observed scores less than or equal
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Figure 6.1.8: Three graphical means for assessing the fit between an observed
and theoretical normal distribution: A histogram with kernel density and normal
density plot (upper panel); observed and theoretical cumulative density plot
(middle panel); and quantile-quantile or QQ plot (lower panel).
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Table 6.2: R code for plotting a histogram, theoretical normal, and kernel den-
sity.

h i s t (x , c o l="bisque " , f r e q=FALSE)
meanx <− mean(x )
sdx <− sd (x )
curve (dnorm(x , mean=meanx , sd=sdx ) ,

from=min (x ) , to=max(x ) , add=TRUE,
l t y =1, c o l="Black " , lwd=3)

ke rne l <− dens i ty (x )
po in t s ( kerne l$x , kerne l$y , type=" l " ,

l t y =2, c o l="blue " , lwd=3)
legend (" t o p l e f t " , c ("Normal " , "Kernel " ) , l t y=c (1 , 2 ) ,

bty="n" , cex =.9 , c o l=c (" black " , " blue " ) )

Table 6.3: R code for plotting an observed and theoretical cumulative distribu-
tion.

p l o t ( e cd f ( x ) , main="Cumulative Density Function " ,
ylab="Frequency " , xlab=expr e s s i on ( i t a l i c (X) ) ,
pch=1)

meanx <− mean(x )
sdx <− sd (x )
curve (pnorm(x , mean=meanx , sd=sdx ) ,

from=min (x ) , to=max(x ) , add=TRUE,
l t y =1, lwd=3, c o l="red ")

t ext (min (x ) , . 9 5 , "Empir ica l cd f " , pos=4, cex =.9)
t ext (min (x ) , . 8 8 , " Theo r e t i c a l cd f " , pos=4,

c o l="red " , cex =.9)

to X on the vertical axis. If the distribution is normal with a mean equal to the
observed mean and a standard deviation equal to the observed one then one can
construct a plot of the area under this normal curve from negative infinity to X
as a function of observed X. If the two plots agree, then there is good evidence
that the observed data are normally distributed. Again, one can substitute any
theoretical distribution for the normal to see which distribution bests fit the
data.

R code for performing this comparison is given in Table 6.3, the resulting
figure being the middle panel of Figure 6.1.8.
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6.1.6.3 Quantile-quantile or QQ plots

A QQ plot plots the sample scores (aka quantiles) against the theoretical scores
(again, quantiles) expected if the observed data were distributed as a normal
with mean and standard deviation equal to the observed mean and standard
deviation. If the distribution is normally distributed, the points in this plot
should fall on a straight line. Hence, many QQ plots will also automatically plot
the expected straight line. Again, substitute any theoretical distribution for the
normal one to examine how well that distribution agrees with the observed data.

The R commands for generating the graph in the lower panel of Figure 6.1.8
are

qqnorm(x , main="QQ Plot ")
qq l i n e (x , lwd=3, c o l="red ")

Once again, there is very good agreement between the theoretical distribu-
tion and the observed distribution.

6.1.7 Scatterplots

The scatterplot (aka scatter graph or scattergram) depicts the relationship be-
tween two numeric variables. Each observation in a data set is an (X, Y) point
in a Cartesian coordinate system where X is the horizontal axis and Y is the
vertical axis. The X value is the score of the observation on the first variable
and the Y is the score on the second variable. Figure 6.1.9 gives an example.

Scatterplots can be used for various purposes, but in the context of screening
data, their main uses are to detect bivariate outliers and to examine linearity.
The red square in the lower left of Figure 6.1.9 would be considered a bivariate
outlier that would not be detected as an outlier using univariate dot or box
plots.

Recall that is possible to have a bivariate outlier even though the observation
is not an outlier on either of the two variables (see Section 4.4.1). It is not
unusual to encounter a student who has always received honors. Neither is it
odd to know about an undergraduate who has a 1.0 grade point average for the
past semester. But a consistent honors student who just get a 1.0 this semester
is an outlier who demands attention. Bivariate outliers can play havoc with
correlation, regression, and other techniques.

To examine linearity, first remove any outliers. Then calculate a linear re-
gression (see Chapter 10) and then put the straight line from that procedure
through the data. If the points cluster around the line, then there is visual evi-
dence of linearity. If the shape of the points has a “bend,” then the relationship
is not linear. R code for producing the scatterplot and straight line for the data
in Figure 6.1.9 after removing the outlier is given in Table 6.4 and the resulting
scatterplot in Figure 6.1.10.

What happens when you have more than two or three numeric variables?
It is possible to add a third variable to produce a three-dimensional scatter
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Figure 6.1.9: Example of a scatterplot with a bivariate outlier (red square).
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Table 6.4: R code to generate a scatterplot with a regression line from an R
data set called Scatter.

p l o t ( Scatter$X , Scatter$Y , pch=16, c o l="blue " ,
xlab="X" , ylab="Y" ,
xlim=c (−3 , 3 ) , yl im=c (−3 ,3))

ab l i n e ( lm(Y ~ X, data=Sca t t e r ) , lwd=3, c o l="blue ")
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Figure 6.1.10: Example of a scatterplot with a regression line.
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plot. Good graphical software will permit you to rotate the plot using a com-
puter mouse so that you can view the data from various angles. There are also
complicated statistical algorithms with accompanying graphical tools to detect
what are called multivariate outliers, but they require considerable statistical
expertise. Mere mortals usually create and inspect a scatterplot for each pair
of variables.

For data screening, many statistical packages will create a matrix of scatter-
plots. Figure 6.1.11 gives an example using the scatterplotMatrix function
from the car library in R. This shows each possible scatterplot for four variables
(named “A” through “D”) with a box plot of the variable along the diagonal.

6.2 Presenting data with graphics

The number of different graphic types used in neuroscience to present data
is is legion. They include autoradiographs and their first cousins depicting
fluorescent-labeled molecules, brain images under positron emission tomography
or functional magnetic resonance imaging, charts of electrophysiological data
before and after a stimulus, density of Western blots, and simple plots of means.
Here, we consider only the graphical presentation of basic statistics such as
percentages, means, variances, and correlations.
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Figure 6.1.11: Example of a scatterplot matrix.
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6.2.1 Categorical data and percents

Surprisingly, plotting categorical variables can be challenging. A plot for a single
categorical variable must always convey either the raw count or the percent for
the individual categories. In popular culture, the typical graph used for this is
the ubiquitous pie chart. Pie charts, however, have been criticized by several
graphic experts (e.g., Cleveland, 1993; Wilkinson, 2005), mostly because we
humans do not compare geometric areas very well. Critics prefer a horizontal
bar chart or a simple table in which the categories are ordered by size. Here,
I take no strong position on the controversy. It is clear that in certain cases,
the pie and bar chart convey equivalent information (Spence and Lewandowsky,
1991), so it appears best to choose on a case by case basis.

To illustrate both types of graphs, consider a future time when we can cata-
log the major causes of a complex neurological disorder (e.g., Alzheimer’s disease
or Parkinson’s disease) into the following types: Mendelian disorders, biologi-
cal pathogens, toxins, trauma, polygenic, and unknown. Someone writing an
review of this article would like to present the proportion of cases that are pre-
dominantly caused by each of these.1A pie chart of hypothetical data is given in
Figure 6.2.1 and a horizontal bar chart in Figure 6.2.2. The respective R codes

1In reality, several different causes can contribute to a complex disorder. For example,
someone’s disorder may arise because of polygenic sensitivity to a pathogen or a toxin.
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Table 6.5: R code for a pie chart.

pct <− c (2 , 6 , 11 , 18 , 27 , 36)
causes <− c (" Mendelian " , "Pathogens " , "Toxins " ,

"Trauma" , " Polygen ic " , "Unknown")
l a b e l s <− paste ( causes , " " , pct , "%", sep="")
par (mar=c (2 , 2 , 2 , 4 ) )
p i e ( pct , l a b e l s=l ab e l s , c o l=rainbow ( l ength ( pct ) ) )

Figure 6.2.1: Hypothetical causes of a complex neurological disorder: Pie chart.

Mendelian 2%
Pathogens 6%

Toxins 11%
Trauma 18%

Polygenic 27%

Unknown 36%

are presented in Tables 6.5 and 6.6.
Many argue that the roughly 1:2:3 ratio of biological pathogens to toxins

to trauma is better captured with the bar chart. For others, it is a matter of
familiarity and style.

6.2.1.1 Categorical data and group comparisons

A much trickier situation is the comparison of percentages across different
groups. Consider a study in genetic epidemiology on genetic sensitivity to stress
and psychopathology. For simplicity, assume that the gene hypothesized to
moderate stress has two alleles, A and a. Stress is measured using a standard-
ized interview that catalogues stressful within a recent time period and then
catalogues them as being “controllable” (e.g., having a driver’s license revoked
because of driving while intoxicated) or “uncontrollable” (unexpected death of
a loved one).

A simplified hypothesis of genetic sensitivity would state that people with
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Figure 6.2.2: Hypothetical causes of a complex neurological disorder: Horizontal
bar chart.
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Table 6.6: R code for a horizontal bar chart.

pct <− c (2 , 6 , 11 , 18 , 27 , 36)
causes <− c (" Mendelian " , "Pathogens " , "Toxins " ,

"Trauma" , " Polygen ic " , "Unknown")
par (mar=c ( 2 . 1 , 1 , 2 . 2 , 2 ) )
p l o t (NULL, NULL, xlim=c (−13 , 40) , yl im=c ( . 5 , 6 . 5 ) ,

x lab="", xaxt="n" , ylab="", yaxt="n")
xpo int s <− c (0 , seq ( from=5, to=40, by=5))
ax i s (1 , at=xpoints ,

l a b e l s=paste ( xpoints , "%", sep ="") ,
cex . ax i s =.8)

ax i s (3 , at=xpoints ,
l a b e l s=paste ( xpoints , "%", sep ="") ,
cex . ax i s =.8) f o r ( i in 1 : l ength ( causes ) ) {

t ext (−1 , i , causes [ i ] , pos=2, cex =.9)
f o r ( i in 1 : l ength ( xpo int s ) )

l i n e s ( c ( xpo int s [ i ] , xpo int s [ i ] ) , c (0 , 6 . 5 ) ,
c o l=" l i g h t b l u e ")

f o r ( i in 1 : l ength ( pct ) ) {
t ext (−1 , i , causes [ i ] , pos=2, cex =.9)
r e c t (0 , i − .3 , pct [ i ] , i +.3 , c o l="blue ")
t ext ( pct [ i ] − .2 , i , paste ( pct [ i ] , "%", sep ="") ,

pos=4, cex =.9)
}
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all three genotypes experience the same amounts of stress, but given stress,
some genotypes are more likely to develop psychopathology than others. A
preliminary analysis, then, would compare the rates of the three types of stress
in the three genotypes. Graphically, we want to depict the relationship between
two different categorical variables.

The problem with this type of analysis lies in the error associated with the
percents. The standard error of the proportion for the ith category in the jth
group equals

pij(1− pij)�
Nj

(6.2.1)

where pij equals the proportion of the ith category in the jth group and Nj is
the sample size for the jth group. Hence, the standard error depends on the
sample size of the group as well as observed proportion. When sample size
is equal, then the standard errors will be the same for the same proportion.
When sample size is not equal, however, visual comparison of the pie charts
across groups can be misleading. If, by sampling error alone, the first category
is oversampled in one group but under sampled in a second group, then some
of the remaining categories must be under sampled in the first group but over
sampled in the second group. After all, the area of the whole pie must be 1 in
both groups.

For this reason, the recommended presentation for group comparisons is a
side-by-side bar chart. Figure 6.2.3 presents such graphs for simulated data in
the candidate gene-stress example. Both panels convey the same information
but in different forms. Both plot the probability of a type of stress given a
genotype. The upper one places genotype on the horizontal axis while the lower
one has type of stress. Given that the purpose was to assess whether the three
types of stress are equal in the three genotypes, the lower panel is the better
presentation.

In comparing percentages across groups, one must be very careful to note
that the errors are not independent. One again, this derives from the common
sense observation that the proportions within a group must add to 1.0, so sam-
pling error in one category in a group must be “felt” in the other categories. As
a result, do not rely on visual inspection and always defer to a statistical test.

When comparing proportions in different groups, visual interpretation
of error bars can be misleading. Always rely on a statistical test.

The present example is an excellent illustration of this principle. Visual
inspection of the proportions and error bars for the No Stress and Controllable
Stress categories in the lower panel of Figure 6.2.3 suggests significant differences
among the genotypes. Yet the appropriate statistical test reveals that those
differences fail to reach significance (χ2

4 = 6.64, p = 0.16).
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Figure 6.2.3: Distribution of genotype and type of stress.
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Table 6.7: R code to create conditional density plots for audiogenic seizures as a
function of sound level in mice administered phenobarbital and vehicle controls.

centering

layout ( matrix ( 1 : 2 , 2 ) )
pheno <− which ( Treatment == "Phenobarbita l ")
veh <− which ( Treatment == " Veh ic l e ")
par (mar=c (4 , 4 , 2 , 3 ) )
cdp lot (dB [ veh ] , as . f a c t o r ( Se i zu r e [ veh ] ) ,

data=audiogenic ,
main="Veh ic l e " , xl im=c (80 , 110) ,
xlab="", ylab="Se i zu r e ")

cdp lot (dB [ pheno ] , as . f a c t o r ( Se i zu r e [ pheno ] ) ,
data=audiogenic ,
main="Phenobarbita l " , xl im=c (80 , 110) ,
xlab="Noise (dB)" , ylab="Se i zu r e ")

6.2.1.2 Conditional density plots

Conditional density plots are useful for examining how the change in frequencies
for a categorical variable over changing values for a numerical variable. Later,
in Section 14.2.1.1, we will see how to analyze the presence or absence of audio-
genic seizures in mice. The numerical variable is the intensity of the sound and
there are two groups–a vehicle control and a group administered a dose of phe-
nobarbital. R code to produce the plot is given in Table 6.7 and the conditional
density plots for the two groups are presented in Figure 6.2.4.

For each value of Noise, the black area gives the proportion of mice who
did not have seizures and the gray area the proportion who did have seizures.
It is clear that as the intensity of the noise increases, the proportion of mice
who seize also increases. The phenobarbital inhibited seizures at the low to mid
noise levels.

One very important issue about this form of a conditional density plot is
that it smooths the conditional probabilities. Without this smoothing, the plot
would look jagged as plots of observed means usually are.

6.2.2 Plots of means

Plot of means are the heart and soul of experimental neuroscience. There are
two major types of graphs used to plot means, the bar chart and the line chart.
When sample size is small, one can also superimpose one of these types over a
dot plot of the individual data points. A sine qua non for plotting means is a
graphic giving the error in estimating the mean (error bars). Usually, this is
the standard error of the mean (see Section 7.1.1) but in some cases, confidence
intervals (see Section 7.2.3) are used. Make certain to always specify in the
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Figure 6.2.4: Conditional density plots for audiogenic seizures as a function of
sound level in mice administered phenobarbital and vehicle controls.
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Figure 6.2.5: Bar and line plots for the means of four groups.
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graph which error statistics are used. If you are using confidence limits, also
specify the level of the intervals (e.g., 90%, 95%).

Figure 6.2.5 gives both bar and line plots for hypothetical data on four
groups. The difference between the upper two and the lower two plots is in the
range of values plotted on the vertical axis. Notice how the lower plots accen-
tuate the differences in group means by starting the vertical axis at 10 instead
of 0. Which scale should be used? Common sense should be the arbiter here.
Given the observed means in Figure 6.2.5, both scales conveys the appropriate
information. Were the measurement milliseconds and the range of means from
800 to 850 with small standard errors, then a scale from 0 to 1000 can obscure
real differences.

When there is a single classification variable like Group in Figure 6.2.5, the
choice between a bar plot and a line plot is immaterial. When there is more than
one classification variable, however, the choice can be tricky. Suppose that A, B,
C, and D were four different drugs and that the design had a second condition
called Treatment in which Controls were injected with saline and Ethanol were
injected with saline and a certain dose of ethanol. The is a four by two design
giving eight groups: Drug A Control, Drug A Ethanol, Drug B Control, etc.
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Figure 6.2.6: Mean plots for two categorical variables: Bar plots.
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There are two ways of constructing a bar plot and a line plot in this case. One
could put Drug on the horizontal axis with different colored bars or lines for the
two treatment groups. The alternative is to place Treatment on the horizontal
axis and have different colored bars or lines for the four Drug groups. Figure
6.2.6 presents the two types of bar charts and Figure 6.2.7 the two orderings for
line plots.

In a bar plot there is a tendency to compare the heights of adjacent bars or
bars that are grouped together. Hence, when Drug is on the horizontal axis, we
tend to compare the mean of the Control to the Ethanol group for each Drug.
When Treatment is on the horizontal axis, we are drawn to the differences
among the four drugs. In a line chart, we have a tendency to compare the lines.
Hence, when Drug on on the horizontal axis, we will usually be drawn to the
similarities or differences in the shape of the lines for the Control and Ethanol
groups. Placing Treatment on the horizontal can accentuate differences among
the Drugs. In general, this type of graph emphasizes differences in the legend of
the graph. Note that this is a typical situation. There will always be exceptions.

In a line plot, a second consideration is the number of lines. Usually, the
organization that gives the fewer number of lines is preferable, so if all things are
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Figure 6.2.7: Mean plots for two categorical variables: Line plots.
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equal, the left-hand panel of Figure 6.2.7 would be preferred to the right-hand
one.

The choice between a bar plot and a line plot is often arbitrary. Bar plots
have an advantage in that the error bars for each grouping are separated. In
a line plot with several groups, the error bars may overlap and obscure some
differences. There is one situation, however, where the line plot is superior–
conveying a significant statistical interaction among the variables. A plot of
means for a group is often called a profile and the profile has a shape to it akin
to a two-dimensional representation of a mountain range with peaks and troughs.
Figure 6.2.8 gives idealistic profile shapes for the means of three categories. The
profile can be flat (panel A), linear (panels B and C), dog legged (D, E, F, G),
or V or inverted-V shaped (H and I). Most observed profiles will have mixtures
of these idealistic shapes. For example, a profile may be fundamentally linear
but with a slight dog leg.

The key point is that a statistical interaction implies that two (or more)
groups have significantly different profile shapes. Using a line plot will easily
convey the different shapes to the reader. With a bar plot, you have to mentally
connect the means for a group assess the interaction.

As practical advice, try constructing the graph both ways and then accept
the one that best conveys the results of the statistical analysis for the hypothesis
to be tested. If in doubt, show the graphs to one or more colleagues and solicit
their feedback.

6.2.2.1 A note on error bars

There is an unwritten rule of them that if the error bars (measured as one
standard error of the mean) for two means do not overlap, then the two means
will be statistically different from each other. That is often the case but it is not
always the case. There are a number of situations that violate this aphorism. It
is possible to list the most common ones, but there is a much safer and simpler
course of action: always use the appropriate statistical procedure to test for the
difference between means.

Visual inspection of error bars will not always lead to corrent inference
about the statistical significance of the difference among means. Always
use the appropriate statistical procedure to test for differences between
means.
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Figure 6.2.8: Idealistic examples of different profile shapes for a line plot of
means for a categorical variable with three levels.
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Chapter 7

Inferential Statistics

(Hypothesis Testing)

The crux of neuroscience is estimating whether a treatment group differs from a
control group on some response, whether different doses of a drug are associated
with a systematic difference in response, or a host of other questions. All of these
queries have one thing in common—they ask the scientist to make inferences
about the descriptive statistics from a study. This is the domain of inferential
statistics and the generic topic is hypothesis testing. Many topics in this chapter
have been touched on in earlier discussion of parametric statistics (Section 4.2),
Terminology (Chapter 4), and Distributions (Chapter 5). Here these disparate
concepts are presented together in a unified framework.

In this chapter, we first present the logic behind hypothesis testing—a sec-
tion that can be skimmed without any loss of information provided that one
pays attention to the definitions. We then outline the three major modes for
hypothesis testing—the test statistic/p value approach, the critical value ap-
proach, and the confidence limits approach. With modern computers, almost
everyone uses the test statistic/p value approach. Having some familiarity with
the other two approaches, however, increases understanding of the inferential
statistics.

7.1 Logic of Hypothesis Testing

In the hierarchy of mathematics, statistics is a subset of probability theory.
Thus, inferential statistics always involves the probability distribution for a
statistic. It is easier to examine this distribution using a specific statistic than
it is to treat it in general terms. Hence, we start with the mean.
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Figure 7.1.1: Sampling Distribution of the Means.
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7.1.1 The Mean and its Sampling Distribution

Figure 7.1.1 gives a schematic for sampling means, a topic that we touched on in
Section 5.4. There is a large hat containing an infinite number of observations,
say people in this case. We reach into the hat, randomly select a person, and
record their score on a variable, X. We do this for N individuals. We then
calculate the mean of the scores on a separate piece of paper and toss that into
another hat, the hat of means. Finally we repeat this an infinite number of
times. The distribution of means in the hat of means is called the sampling
distribution of the means. In general, if we were to perform this exercise
for any statistic, the distribution in the hat of statistics is called the sampling
distribution of that statistic.

Now comes the trick. We can treat all the means in the hat of means as
if they were raw scores. Hence, we can ask questions such as “What is the
probability of randomly picking a mean greater than 82.4?” To answer such a
question we must know the distribution in the hat. That distribution depends
on two things: (1) the distribution of the raw scores, and (2) the sample size.

Let µ and σ denote, respectively, the mean and standard deviation of the raw
scores in the hat of individuals. If these raw scores have a normal distribution,
then the means in the hat of means will also have a normal distribution. The
mean of that distribution will be µ and the standard deviation will be
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σX̄ =
σX√
N

(7.1.1)

The quantity σX̄ must be carefully distinguished from σX . σX is the stan-
dard deviation of the raw score–i.e., the hat on the left in Figure 7.1.1. σX̄ is
the standard deviation of the means–i.e., the standard deviation in the hat of
means, the hat on the right side of Figure 7.1.1. In Equation 7.1.2, σX̄ is called
the standard error of the mean , abbreviated as sem . Recall that the stan-
dard error of a statistic is the standard deviation of the sampling distribution
of that statistic (see Section 4.4.5).

What happens if the raw scores are not normally distributed? Here, the
distribution of the means depends on the distribution of the raw scores and
N , the sample size on which the means have been calculated. As N grows
large, a very famous mathematical theorem, the central limit theorem comes
into play. This theorem states that, as N grows large, the distribution of means
will approach a normal distribution regardless of the distribution of raw scores.
How large is large? That depends on the distribution of the raw scores. For most
non-normal distributions encountered in neuroscience (e.g., the lognormal), an
N of a dozen or so gives a close approximation to the normal. If the distribution
is very strange (say a U-shaped distribution), then N may need to be several
dozens.

7.1.2 Inference about the Mean

In Section 5.3.1.1 we saw how to calculate the probability that a randomly
selected IQ score was, say, less than 90, between 75 and 105, or greater than
110. Because IQ is close to being normally distributed in the general population,
the means in a hat of means will be well approximated by a normal. Hence, we
can use areas under the normal curve to answer similar questions about means.
The only trick is to make certain that we use the standard error of the mean,
σX̄ , instead of the standard deviation of raw scores, σX , in calculating the Z
statistic.

Let’s take a specific problem. What is the probability of observing a mean
IQ of 96 or less based on 42 randomly selected individuals from the general
population? The first step is to transform the mean into a standard normal Z
score. Then we look up the area under the standard normal distribution from
negative infinity to that Z value.

The generic formula, sans algebra, for a Z score or Z statistic is

Z =
value of interest− overall mean

standard deviation

Applied to raw scores, the value of interest was X, the mean was µ, and
the standard deviation was σ. Applied to means, the value of interest is X̄, the
mean is still µ, and the standard deviation is σX̄ , giving the formula
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Z =
X − µ

σX̄
=

X − µ
σX√
N

(7.1.2)

The mean of interest is 96, the population mean is 100, the population
standard deviation is 15, and the sample size is 42. Hence the Z value is

Z =
X − µ

σX√
N

=
94− 100

15√
42

= −1.73

The area under the standard normal curve from negative infinity to -1.73 is .04.
Hence, the probability of observing a mean of 96 or less based on a random
sample of 42 is .04.

Let’s take a more interesting problem. The mean IQ of the 23 third graders in
Mrs. Smith’s class is 108.6. Are the children in Mrs. Smith’s class representative
of the general population with respect to IQ?

Let’s start with the hypothesis that the students are not representative of
the general population. Then the mean of 108.6 is sampled from a hat of means
where the overall mean is µ (µ �= 100) and the standard deviation is 15/

√
23

= 3.128, assuming that the standard deviation in the class is the population
standard deviation1. If we try to compute a Z from Equation 7.1.2, we auto-
matically run into trouble. We have numbers for X (108.6) and for σX̄ , (3.128)
but what is the numerical value for µ? There is none. The hypothesis that
the students are not representative implies that µ �= 100 but it does not give a
specific numerical value for µ. Hence, we cannot calculate any probabilities of
sampling a mean of 108.6 according to this hypothesis.

Figure 7.1.2: Normal curve with a mean
of 100 and standard deviation of 3.128.
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Hmmm. Are we stuck? Actu-
ally, no. We can still get information
about the question but, using the ver-
nacular, in a bass awkward way. Let
us temporarily examine the hypothe-
sis that the students are representa-
tive of the general population. Now
we can actually calculate a Z because
this hypothesis implies that µ = 100.
We can then examine areas under the
curve. If the probability of observ-
ing a mean of 108.6 is remote, then
we can reject this hypothesis and con-
clude that the students are not repre-
sentative. This is indeed a logical ap-
proach although it sounds somewhat
tortuous.

The first task—at least for learn-
ing purposes—is to draw the normal

1 That assumption could be relaxed but it would complicate the situation.
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curve for the distribution of means according to the hypothesis that Mrs.
Smith’s students are representative of the general population. This is just a
normal curve with a mean of 100 and a standard deviation of 3.128 and is de-
picted in Figure 7.1.2. (For the moment, ignore the tails of the distribution.)We
now want to define the “remote probabilities” of this curve. Naturally, these
will be at the two tails of the curve. (At this point, you may wonder while we
use both tails when the mean IQ for Mrs. Smith’s students is clearly above the
mean. Why not just use the upper tail? The answer is that we should always
set up the hypothesis tests before gathering or looking at the data. Hence, we
want the most unlikely outcomes at both ends of the curve because the class
could be unrepresentative by having either low IQs or high IQs).

Now the question becomes, “Just how remote should the probabilities be?”
You may be surprised to learn that there is no rigorous, mathematical answer
to this question. Instead, may decades ago, scientists arrived at an “educated
guess” that won consensus, and that tradition has been carried on to this day.
For most purposes, scientists consider a “remote probability” as the 5% most
unlikely outcomes. We will have more to say about this later. Let us just accept
this criterion for the time being.

Given that the remote probabilities are divided between each tail of the
normal curve, we want to find the lower cutoff for a normal curve with a mean
of 100 and standard deviation of 3.128 that has 2.5% or the curve below it. Then
we must find the upper cutoff so that 2.5% of the curve is above it. We start
with the lower cutoff and must find the Z score that separates the bottom 2.5%
of the normal curve from the upper 97.5%.2 Using the appropriate function
provided with statistical packages, that Z score is -1.96. Now we use Equation
7.1.2 to solve for X:

− 1.96 =
X̄ − 100

3.128
(7.1.3)

X̄ = (−1.96)(3.128) + 100 = 93.87

We now repeat this exercise for the upper portion of the curve. The Z score
separating the bottom 97.5% from the top 2.5% is 1.96. Substituting this into
Equation 7.1.3 for -1.96 and solving for X̄ gives the upper cutoff as 106.13. The
shaded areas at the tails of Figure 7.1.2 give these cutoffs and Table 7.1 presents
code from SAS and R that calculates these cut points.

Hence, we will reject the hypothesis that the students in Mrs. Smith’s class
are representative of the general population if their mean is less than 93.87
or greater than106.13. Their observed mean is 108.6 which is greater than
106.13. Hence, we reject the hypothesis and conclude that the students are not
representative of the general population.

2 Most statistical packages have routines that can directly find the cutoff without first
converting to Z scores. The longer route is taken here because it will assist learning in other
topics about hypothesis testing.
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Table 7.1: SAS and R code for establishing critical values in the Mrs. Smith
example.

SAS Code:
DATA nu l l ;

N = 23 ;
alpha = . 0 5 ;
std = 15/ sq r t (N) ;
ZCritLo = PROBIT( . 5∗ alpha ) ;
ZCritHi = PROBIT(1 − . 5∗ alpha ) ;
XbarCritLo = mu + std ∗ZCritLo ;
XbarCritHi = mu + std ∗ZCritHi ;
PUT XbarCritLo= XbarCritHi=;

RUN;

R Code:
N <− 23
alpha <− . 05
mu <− 100
std <− 15 / sq r t (N)
ZCrit <− c (qnorm ( . 5∗ alpha ) , qnorm(1 − . 5∗ alpha ) )
XbarCrit = mu + std ∗ZCrit
XbarCrit
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7.1.3 More Statisticalese

If you grasp the logic behind this, then fine—you know the meaning of statistical
inference. This is an intolerable situation for statisticians and so they have
developed more jargon so that students are forced to memorize the terms and
regurgitate them on multiple choice tests.

The hypothesis that Mrs. Smith’s students are representative of the popula-
tion is called the null hypothesis with is denoted as H0, the subscript being a
zero and not an uppercase letter O. From a mathematical standpoint, the null
hypothesis is a hypothesis that provides concrete numerical values so that the
sampling distribution of a statistic (e.g., the mean in the Mrs. Smith example)
can be calculated. From a common sense view, the “null” in the null hypothesis
means that the hypothesis lack positive, distinguishing characteristics. It is an
“empty” hypothesis. The purpose in research is to reject the null hypothesis
and conclude that there is evidence for the hypothesis logically opposite to the
null hypothesis. This logical alternative is called the alternative hypothesis
usually denoted as HA.

The percent of outcomes regard as “remote” or, in other works, the percent
of most unlikely outcomes is called the alpha or α level. By convention, the
α level is set at .05 or 5%. In special cases, it may be set to lower or high
values. The α level may also be looked upon as the false positive rate. If the
null hypothesis is true, then we will incorrectly reject it α percent of the time.

A test of a hypothesis that splits the α level in half, one half used for the
upper tail of a distribution and the other half for the lower tail of the sampling
distribution, is called a two-tailed test or two-sided test . Such a hypothesis
is called a non directional hypothesis.

When a hypothesis clearly pertains to only one side of the sampling dis-
tribution then it is called a directional hypothesis and the test is termed a
one-tailed test or one-sided test . An example would be a hypothesis that
administration of a drug might increase locomotor activity.

There are more terms to learn, but they will be introduced in the course of
the remaining discussion of hypothesis testing.

7.2 The Three Approaches to Hypothesis Testing
The three approaches to hypothesis testing are: (1) the critical values approach;
(2) the test-statistic/p value approach; and the (3) confidence limits approach.
All three are mathematically equivalent and will always lead to the same con-
clusion. In this section, these approaches are outlined in the abstract. This is
meant as a reference section, so there is no need to commit these approaches
to memory. Applications and examples of the methods will be provided later
when specific types of problems for hypothesis testing are discussed. By far and
away, the most prevalent approach is the test-statistic/p value one because this
is the way in which modern statistical software usually presents the results.

One important issue is the symmetry of critical values and confidence limits.
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Table 7.2: The critical value approach to hypothesis testing.

Step Instruction:
1 State the null hypothesis (H0) and the alternative hypothesis

(HA).
2 Establish whether the test is one-tailed or two-tailed. (NB. All

stat packages default to two-tailed testing, so most statisticians
recommend two-tailed testing).

3 Establish the probability of a false positive finding (aka the α
level).

4 Establish sample size (see Chapter 17 on Power) .
5 Draw the distribution of the statistic for which you will establish

the critical values. The mean for this distribution will be the mean
under the null hypothesis.

6 Find the α most unlikely outcomes on the distribution. The
procedure for doing this will vary according to the statistic for
which the critical value(s) are being calculated and the direction of
testing (i.e., one-tailed versus two-tailed).

7 Look up (or calculate) the values of the distribution in (3) above
that correspond to these most unlikely outcomes. These become
the upper and lower critical values for the test.

8 Gather the data and compute the observed statistic.
9 If the observed statistic is less than its lower critical value or

greater than its upper critical value, then reject H0.

The examples used below all use symmetrical critical values and confidence in-
tervals. That is because we deal with issues about the mean. For other statistics,
like the correlation coefficient, they may not be symmetrical. When the corre-
lation is small, critical values and confidence limits are for all practical purses
symmetric. As the correlation becomes greater in either direction, however,
they become more asymmetrical.

7.2.1 Approach 1: Critical Values

The critical values approach was used above in the Mrs. Smith example. In a
one-sided test, the critical value of a statistic is that number that separates
the α most unlikely outcomes from the (1 – α) most probable outcomes. In the
case of a two-sided test, there will be two critical values. The first is the cutoff
for the lower .5α least likely outcomes and the second is the cutoff for the higher
.5α least likely outcomes.

In this approach the critical values are established first. Then an observed
statistic (e.g., a mean, a difference in means, a correlation) is compared to the
critical value(s). If the observed statistic exceeds its critical value(s) in the
appropriate direction, then the null hypothesis is rejected. The approach is
outlined in Table 7.2.
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Table 7.3: Steps in the test statistic/p value approach.

Step Instruction:
1 State the null hypothesis (H0) and the alternative hypothesis

(HA).
2 Establish whether the test is one-tailed or two-tailed. (NB. All

stat packages default to two-tailed testing, so most statisticians
recommend two-tailed testing).

3 Establish the probability of a false positive finding (aka the α
level).

4 Establish sample size (see Chapter 17 on Power) .
5 Draw the distribution of the test statistic under the null

hypothesis. The mean for this distribution will be the mean under
the null hypothesis.

6 Gather the data and compute the observed test statistic.
7 Look up (or calculate) the area in the distribution from the

absolute value of the test statistic to the highest value in the
distribution. Look up (or calculate) the area in the distribution
from minus the absolute value of the test statistic to the lowest
value of the distribution. Add these two areas together, giving the
p value. (If the test is one-tailed or directional, then select only
the relevant area of the distribution of the test statistic.)

9 If the the p value is less than the α level, then reject H0.

The critical value approach has a definite advantage over the other approaches—
one can set up the critical values before the experiment is conducted. It is also
the best approach for learning the logic of hypothesis testing. Despite these
facts, it is seldom used today because statistical software uses one of the other
two approaches.

7.2.2 Approach 2: Test-statistic and p Values

The critical value approach applies to an observed, descriptive statistic. That
is, one sets up the critical values for a mean, a difference in means, a variance,
a correlation, or any other observed, descriptive statistic. The second approach
sets up the hypothesis in terms of a test statistic—a statistic from a theoreti-
cal distribution that is not directly observed. Examples of test statistics are Z
statistics, t statistics, F statistics, and χ2 statistics. The p value is the proba-
bility of randomly selecting a test statistic as or more extreme than the observed
test statistic. In the case of some two-tailed tests, the p value is the probability
of randomly selecting a test statistic equal or greater than the absolute value of
the observed statistic or equal or less than minus the absolute value of the test
statistic. This approach is the most common one used by statistical packages
and will be the one you most often use. It is outlined in Table 7.3.

In the Mrs. Smith example, we would substitute the observed mean into
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Equation 7.1.2 and compute a Z test statistic,

Z =
X̄ − µ

σX

=
108.6− 100

3.128
= 2.75

Using a table or one of the algorithms in Table 5.1, we find that the probability
of observing a Z greater than 2.75 is .003. The probability of observing a Z less
than -2.75 is also .003. Hence, the p value is .003 + .003 = .006. Because the p
value is less than the α level of .05, we reject the null hypothesis.

7.2.3 Approach 3: Confidence Limits
The confidence limits (aka confidence interval) approach is virtually iden-
tical to the critical value approach. Indeed, the critical value approach may be
viewed as the confidence interval around the mean for the null hypothesis. In
turn, the confidence limits may be viewed as the critical values centered around
the observed mean. Hence, the only difference is the way in which the informa-
tion is expressed. Some statistical software reports confidence limits but usually
for advanced procedures rather than the ones outlined here. Table 7.4 presents
the outline for testing hypothesis using confidence intervals.

Confidence limits are part of interval estimation (as opposed to point estima-
tion). In point estimation, we report something to the effect that “the estimate
of the population mean was 27.6.” In interval estimation we say “our estimate of
the population mean lies between, say, 23.4 and 31.8.” In practice, both point
and interval estimates are provided in phrases such as “the estimate of the mean
was 27.6 ± 4.2.”

Confidence limits are always given in terms of (1 - α) units expressed as
a percent. Hence, if α is .05, we speak of the 95% confidence interval. A
confidence limit is a plus or minus interval such that if an infinite number of
random samples were selected then the interval would capture the population
parameter (1 - α) percent of the time. That is a mouthful, so let’s step back
and explain it.

Suppose that we repeatedly sampled 25 people from the general population
and recorded their mean IQ. The means in the hat of means in this case would be
normally distributed with a mean of 100 and a standard deviation of 15/

√
25 =

3. To establish the 95% confidence limits, we want to calculate the cutoffs in
a normal distribution with a mean of 100 and a standard deviation of 3 that
separates the middle 95% from the lower and upper 2.5%. The equivalent Z
values in the standard normal distribution are -1.96 and 1.96. Hence, the lower
confidence limit will be 100 – 1.96*3 = 94.12 and the upper limit would be
105.88. Hence, if we repeatedly sampled means based on an N of 25, then 95%
of the time, that mean should fall in the interval between 94.12 and 105.88.

This is a concocted example meant to illustrate a principle. No one calcu-
lates a confidence interval around the expected value of a statistic under the
null hypothesis. Why? You can answer this yourself by verifying that such a
confidence interval will always equal the critical values.
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Table 7.4: Steps in the confidence limit approach to hypothesis testing.

Step Instruction:
1 State the null hypothesis (H0) and the alternative hypothesis

(HA).
2 Establish whether the test is one-tailed or two-tailed. (NB. All

stat packages default to two-tailed testing, so most statisticians
recommend two-tailed testing).

3 Establish the probability of a false positive finding (aka the α
level).

4 Establish sample size (see Chapter 17 on Power) .
5 Calculate the observed descriptive statistic.
6 Find the α most unlikely outcomes on the distribution around the

observed statistic. Note that confidence intervals are always
calculated as two-tailed probabilities.

7 If the value of the observed statistic under the null hypothesis is
not located within this interval, then reject then reject H0.

Instead, the confidence interval is calculated around the observed statistic.
We can calculate the confidence interval for Mrs. Smith’s class using Equation
7.1.2 by substituting the class mean for µ and solving for a lower X̄ and an
upper X̄. The Z that separates the lower 2.5% of the distribution from the
upper 97.5% is -1.96. Hence,

ZL = −1.96 =
X̄L − µ

σX̄
=

X̄L − 108.6

3.128

solving for X̄L gives the lower confidence limit as X̄L = 102.47.
The Z separating the upper 2.5% from the lower 97.5% is 1.96. Substitut-

ing this into Equation 7.1.2gives the upper confidence limit as X̄U = 114.73.
Consequently, the confidence interval for the mean IQ in Mrs. Smith’s class is
between 102.47 and 114.73.

The final step in using a confidence interval for hypothesis testing is to
examine whether the interval includes the statistic for the null hypothesis. If
the statistic is not located within the interval then reject the null hypothesis.
Otherwise, do not reject the null hypothesis. The mean IQ for the general
population (100) is the statistic for the null hypothesis. It is not located within
the confidence interval. Hence, we reject the null hypothesis that Mrs. Smith’s
class is a random sample of the general population.

7.3 Issues in Hypothesis Testing
7.3.0.1 The Yin and Yang (or α and β) of Hypothesis Testing

In hypothesis testing there are two hypotheses, the null hypothesis and the alter-
native hypothesis. Because we test the null hypothesis, there are two decisions
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Table 7.5: Correct and incorrect decisions in hypothesis testing.

Decision:
State of H0: Reject H0 Do not reject H0 Probability

True α (1− α) 1.0
False (1− β) β 1.0

about it. We can either reject the null hypothesis or fail to reject it. This leads
to two other possible decisions about the alternative hypothesis—reject it or do
not reject it. The two by two contingency table given in Table 7.5 summarizes
these decisions. The probabilities are stated as conditional probabilities given
the null hypothesis. For example, given that the null hypothesis is true, the
probability of rejecting it (and generating a false positive decision) is α. The
probability of not rejecting it must be (1− α).

The table introduces one more statistical term—β or the probability of a
false negative error. Here, the null hypothesis is false but we err in failing to
reject it.

To complicate matters, the term Type I error is used as a synonym for
a false positive judgment or the rejection of a null hypothesis when the null
hypothesis is in fact true. In slightly different words, you conclude that your
substantive hypothesis has been confirmed when, in fact, that hypothesis is
false. A Type II error is equivalent to a false negative error or failure to
reject the null hypothesis when, in fact, the null hypothesis is false. Here, you
conclude that there is no evidence for your substantive hypothesis when, in fact,
the hypothesis was correct all along. In terms of notation, α is the probability
of a Type I error and β is the probability of a Type II error.

One final aspect of terminology: previously (Section 4.4.4) we defined power
as the ability to reject the null hypothesis when the null hypothesis is false. In
more common sense terms, power is the likelihood that the statistical test will
confirm your substantive hypothesis. In Table 7.5, the power of a test equals
the quantity (1− β).

The dilemma for hypothesis testing is that, for a given sample size and
given effect size, α is negatively correlated with β. Upon their introduction to
hypothesis testing, many students question why one does not set α as small as
possible to avoid false positives. The reason is that a decrease in α increases β.
Because power equals (1− β), decreasing α results in a loss of power.

Hence, there is a yin/yang relationship in decision making and hypothesis
testing. A decrease in false positive rates diminishes power and results in a high
rate of false negative findings. An increase in power increases α and results in a
high rate of false positive findings. Compromise is in order, and scientists have
accepted an α level of .05 as a satisfactory middle ground between the extremes
of false positive and false negative errors.
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7.3.0.2 Multiple Hypothesis Testing

Often one sees a table with a large number of brain areas as the rows and the
means on an assay for a control and (one or more) treatment groups as the
columns. The researchers perform a number of t-tests or ANOVAs, one for each
brain area, and then highlight those that reach statistical significance with an
α of .05.

This issue illustrates the problem of multiple comparisons or multiple
hypothesis testing that occur(s) when a large number of statistical tests is per-
formed in a single study or experiment. (The specific topic of multiple testings
in regression, ANOVA, and the GLM will be discussed later in Section 10.5).
The nature of this problem is that as more and more hypotheses are tested, the
probability that at least one of the null hypotheses will be incorrectly rejected.
For example, if the null hypothesis were true and if 100 independent statisti-
cal tests were performed with an α level of .05, then 5% of those tests will be
significant by chance alone.

One simple approach is to use a Bonferroni correction. This adjusts the
alpha level by dividing by the number of statistical tests. For example, if the
initial alpha level were .05 and 12 statistical tests were performed, then the
Bonferroni adjusted alpha level would be .05/12 = .004. Only those tests that
achieved a p value of .004 or lower would be significant. While the Bonferroni has
the benefit of simplicity, it can significantly reduce statistical power, especially
when the number of statistical tests is large.

A recent advance for multiple testings is to control the false discovery
rate or FDR ([Benjamini and Hochberg, 1995]). The FDR estimates the pro-
portion of all statistically significant findings in which the null hypothesis is in
fact true. Calculation of the FDR depends on the nature of the problem and
on the mathematical model which, in special circumstances, can be quite com-
plicated. A technique proposed by Simes [1986] and Benjamini and Yekutieli
[2001], however, may be applied in discrete brain areas.

Let t denote the total number of statistical tests. Rank the tests according
to their p values so that test 1 has the lowest and test t, the highest, p value.
Starting with the highest test, find the cut off point such that the p value for
the jth test is less than or equal to

pj ≤
j

t
α.

Reject the null hypotheses from all lower tests from j to 1.

Table 7.6: Controlling the false discov-
ery rater in multiple hypothesis testing.

Test (j ) p jα/t
1 .0059 .0083
2 .0063 .0167
3 .0370 .0250
4 .0691 .0333
5 .1200 .0417
6 .2547 .0500

Table 7.6 provides an example of
the calculations required for using the
false discovery rate. There are t =
6 total tests ordered by their p val-
ues. The quantity jα/6 is calculated
for each test. Starting with the sixth
test, we compare the observed p value
with this quantity and work our way
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upwards in the table until the p value
is less than its critical value. This oc-
curs at the second test. Hence, we
reject the null hypothesis for the first
and for the second test.

There are two areas of neuroscience in which multiple hypothesis testing
requires very specialized techniques. By the time this is published, microarray
technology will permit over one million polymorphisms to be assessed for those
mammals most often used in neuroscience. Similarly, the number of RNA tran-
scripts available for gene-expression studies will have greatly increased. Test-
ing the prevalence of polymorphisms in, say, bipolars and controls requires the
same number of statistical tests as the number of polymorphisms. With over
one million statistical tests, a large number are certainly to be significant just
by chance. To make matters worse, these tests are “correlated” and not inde-
pendent. If a false positive is found at one locus, there is a good chance that
polymorphisms close to that locus will also be significant by chance because of
linkage disequilibrium3.

The second area is fine-grained imaging studies. Many studies require can-
vassing responses to stimuli across a number of brain areas, not all of which are
independent. As in the gene arrays, the extent of statistical independence (or
lack of it) depends on temporal and spatial autocorrelation among areas. Once
again, these techniques are beyond the scope of an introductory text.

7.3.0.3 Two-tailed or One-tailed?

In the past, considerable ink had been devoted to debate over using one-tailed
versus two-tailed testing. Ironically, the emergence of statistical software has
almost stifled this controversy. Most packages automatically generate two-tailed
p levels. Being lazy—or perhaps psychologically inclined to treating the printed
word as fact—we have become accustomed to accepting the output on face value.
This may be useful for some areas of science, but it is definitely not efficient for
some areas of neuroscience. Hence, some discussion of the issue is required.

Mrs. Smith’s class illustrates the problem (see Section 7.1.2). The mean IQ
was 108.6. Why perform a two-tailed test when the observed mean is clearly
above the population mean of 100? The reason why a two-tailed test is necessary
in this case is that our judgment of the direction was made a posteriori or after
the fact. In other words, we looked at the mean and then made the decision
that if Mrs. Smith’s class is unrepresentative, it differs in the high end.

The approach leads to problems because we are not testing the hypothesis
that Mrs. Smith’s class is smarter than normal. We are testing the null hypoth-
esis that the class is a random sample of the general population. If we set the
alpha level to .05 and if the null hypotheses is true, then looking at the mean

3 Linkage disequilibrium is the rule and not the exception between closely-spaced poly-
morphisms on a DNA strand. It refers to the fact that one can predict the value of the
polymorphism at a locus given the value of a polymorphism at a second, nearby locus.
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and using a directional test based on that information will give a false positive
rate of 10%, not 5%.

Let’s change the problem. Suppose we do not know the mean IQ of the
class but we know beforehand that Mrs. Smith’s school is located in a wealthy
suburb. The correlation between family income and IQ of offspring is about .30,
so it is reasonable to conclude that Mrs. Smith’s students will differ by being
smarter than average.

Note the difference between this latest scenario and the original problem.
Here, we have two pieces of information (wealthy suburb and correlation between
income and IQ) that predict the direction of the effect. Furthermore—and
absolutely crucial to the issue at hand—we predict the direction of the effect
before knowing the mean, or for that matter, even gathering the data. When
these conditions are met—strong theoretical justification and ignorance of the
data—a one-tailed test is justified.

We can generalize this scenario to conclude that all exploratory research
should use two-tailed tests. In addition, if there is any question about using
one- or two-tailed tests, the default should be two-tailed. That is the major
reason why two-tailed tests are used in the major statistical packages. Hence, if
a colleague asks you whether temperature regulation was disrupted by the drug
you used in your latest experiment and if you reply that you have not looked at
that, then you should always test that using a two-tailed test.

Most neuroscience research is experimental and scientists do not design an
experiment without good reason. This holds a fortiori for research described in
grants. For a funded grant, the original investigator must have had good reason,
based on theory and/or prior empirical data, for proposing an experiment and
hypothesizing the outcome of that experiment. In addition, the logic was vetted
by the scientific committee that recommended funding for the study. Hence,
one could make a case that most hypotheses in funded neuroscience research
are directional and should be assessed using one-tailed tests.
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Chapter 8

Elementary Hypothesis

Testing

In this chapter, we outline simple hypothesis tests: testing a mean against a
hypothesized value, testing the difference between two means, testing the sig-
nificance of a correlation coefficient, and testing the difference between two
correlations. With rare exception, all hypothesis testing of relevance to neuro-
science is performed by a computer using the test statistic/p value approach.
Hence, we will not waste time expounding on short cuts for hand calculations.
Neither will we deal with the critical value or confidence limit approaches except
for special circumstances.

Virtually all of these tests can be easily performed with modern point-and-
click statistical packages. Hence, this chapter should be regarded as a reference
to use in the event that you are unsure of which test to use or if you want
to see the equations behind the tests. There is no need so study this chapter
assiduously.

Should you wish to understand this chapter, make certain that you are famil-
iar with the logic of hypothesis testing presented in the previous chapter. This
chapter should reinforce that knowledge. One important refresher is Section
5.4.1. In many cases, the difference between an observed statistic (denoted here
by θ) and its hypothesized value (θ̂) divided by the estimated standard error of
the statistic (sθ) takes on a t distribution.Specifically,

θ − θ̂

sθ
∼ tdfemph (8.0.1)

Here, ∼ means “is distributed as.”
For the Mrs. Smith example, the standard deviation of IQ scoed as.” Recall

that there are may t distributions, each determined by its degrees of freedom.
Hence, there is no single t distribution implied by Equation 8.0.1.
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8.1 Testing an Observed Mean against a Hypoth-
esized Mean

This situation will rarely apply to most data in neuroscience because the only
hypothesized means that should be used are those for variables standardized
by studies of large populations. The most likely variables are some assays in
medicine (e.g., LDL and HDL cholesterol) and a few psychometric measures
(e.g., IQ). You should never use a sample mean from a published study as a
“hypothesized mean” with this technique. Instead, record the mean, sample
size, and standard deviation from the published study and use the formula for
the t test for independent samples given later in Section 8.3.

8.1.1 Situation 1: Known Population Standard Deviation
When the population standard deviation is known, then the appropriate test
statistic is a Z statistic using the formula

Z =
X̄ − E(X̄)

σX̄

emphwhere X̄ is the observed mean, E(X̄) is the expected or hypothesized
value of the mean, and σX̄ is the known (and not the sample) standard error
of the mean. This situation will hardly ever occur in neuroscience where the
population mean is rarely known, let alone the population standard error of the
mean.mean. An example of this type of problem was given previously in Section
7.1.2.

8.1.2 Situation 2: Unknown Population Standard Devia-
tion

Sometimes, a researcher may have a strong case for a hypothesized mean but
be less certain of the population standard deviation. Return to the Mrs. Smith
example in Section 7.1.2. We had previously assumed that the standard devi-
ation of IQ scores in Mrs. Smith’s class was representative of the population
standard deviation. Let us relax this assumption, so the null hypothesis states
that the students are representative of the general population in terms of the
mean but not necessarily in terms of the standard deviation.

When the population standard deviation is unknown, we can use the sample
standard deviation as an estimate of the population standard deviation. In this
case, we no longer have a Z distribution. Instead, the test statistic follows a t
distribution for the test where the degrees of freedom equal the sample size less
1 or (N − 1). The genetic formula was given previously in Equations 5.4.1 and
8.0.1. Applied to the present case, we have

tdf =
X̄ − E(X̄)

sX̄
=

X̄ − E(X̄)

s/
√
N
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where sX̄ is now the estimated standard error of the mean, i.e., the estimate
taken by dividing the sample standard deviation by the square root of the sample
size (see Section 7.1.2).

For the Mrs. Smith example, the standard deviation of IQ scores in Mrs.
her class was 13.1. Hence, the t test statistic is

tN−1 =
X̄ − E(X̄)

s/
√
N

=
108.6− 100

13.1/
√
23

= 3.15

The probability of observing a t of 3.15 or greater with (N – 1) = 22 df is
.002. The probability of observing a t of -3.15 or less with 22 df is also .002.
Hence the p level is .002 + .002 = .004. Once again, we reject the hypothesis
that Mrs. Smith’s class is representative of the general population in terms of
mean IQ.

The majority of statistical packages provide a point-and-click interface for
this type of test. It is often found under a heading such as “single sample t-test”
within a generic category of “testing means.”

8.2 Testing the Equality of Two Variances
It is necessary to interrupt elementary tests on means to examine a test for the
equality of two variances. Many statistical procedures make the assumption of
homogeneity of variance , namely that the observed variances for each group
are sampled from the same “hat” of variances. In formal terms, homogeneity
of variance assumes that all within-group variances are sampled from the same
population variance, differing only because of sampling error. The elementary
hypothesis testing outlined in this chapter deals with only two groups, so this
assumption implies that the variance within one group is within statistical sam-
pling error of the variance within the other group.

8.2.1 The folded F test
This test assumes that the data are normally distributed within the two groups.
The test statistic for equality of two variances is the F statistic (aka F ratio
described earlier in Section 5.4.2) and it is formed by placing the larger of the
two sample variances in the numerator and the smaller in the denominator. Let
s2L and s2S respectively denote the larger and smaller variance with NL and NS

being the respective sample sizes. The F test statistic equals

F (NL − 1, NS − 1) =
s2L
s2S

(8.2.1)

The notation F (i, j) means an F statistic with i degrees of freedom in the
numerator and j degrees of freedom in the nominator. In this case the df for the
numerator equals the sample size for the group with the larger variance less 1,
and the df for the denominator is the sample size for the group with the smaller
variance less 1.
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Note that the F statistic calculated this way is always directional with the
critical region at the upper, right-hand tail of the F distribution. Hence, the
p value is the probability of randomly selecting an F value higher than the
observed F . Because, however, we put the larger variance in the numerator,
we must double this value. The null hypothesis tested by the F is that the
two variances are equal. If this hypothesis is rejected then the variance in the
numerator is significantly larger than the variance in the denominator.

As an example, a group with N = 8 has a variance of 0.555 while the second
group with N = 7 has a variance of .8354. Because the variance of the second
group is larger than that of the first group, the second group’s variance is placed
in the numerator. The F statistic is

F (6, 7) =
.8354

.555
= 1.51

The probability of observing an F greater than 1.51 for 6 df in the numerator
and 7 df in the denominator is .30. Doubling .30 to account for the fact that
we forced F to be greater than 1.0, gives the p value of 0.60. Hence, we do not
reject the null hypothesis and regard the two variances as homogeneous.

8.2.2 Other tests
The folded F statistic is easy to compute but has been criticized because it
is sensitive to departures from normality. A number of other tests have been
proposed, but they are not easily performed using hand calculations.emph The
most popular among statisticians is the Levene [1960] test. This and other tests
for the equality of variances are described later in Section 10.2.3.2.

8.3 Testing the Difference in Means for Two In-
dependent Samples

8.3.1 Equal Variances
The t-test for independent groups is a bread-and-butter technique for neuro-
science because it applies to all single-treatment versus control designs when
there are separate observations in the treatment and control group (i.e., in-
dependent groups). The general equation is of the form previously given in
Equation 8.0.1 for the t statistic. Here, θ = X̄1 − X̄2 or the difference in means
between the two groups. Under the null hypothesis, the expected value of this
difference is 0, so θ̂ = 0. The standard error for θ depends on whether the vari-
ances in the two groups are equal or unequal. When the variances are equal,
the standard error is estimated by the quantity

sθ = sX̄1−X̄2
=

��
(N1 − 1)s2

1
+ (N2 − 1)s2

2

N1 +N2 − 2

��
1

N1

+
1

N2

�
(8.3.1)
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Figure 8.3.1: Hypothetical data on two independent groups.
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Here, subscripts 1 and 2 refer respectively to the first and second groups, N
is the sample size, and s2 is the sample variance. Mercifully, there is no
need to compute this quantity because the computer does it for you. The
degrees of freedom for the t statistic equals the quantity (N1 + N2 – 2).

Table 8.1: Hypothetical data on two in-
dependent groups.

Group: N Mean St. Dev.
Cold 7 16.57 0.914

Normal 8 17.55 0.745

As an example, suppose that a
lab interested in protein expression
during thermoregulation subjects one
group of mice to a cold temperature
while the control group experiences
normal lab temperature. The lab
then measures c-fos in a nucleus of the
hypothalamus. Descriptive statistics
for the groups are presented in Table
8.1and a box plot overlaid by a dot plot is given in Figure 8.3.1.

The first order of business is to test for the homogeneity of variance. We
have already done this because the example given in Section 8.2 was based on
these data. Hence, we will not reproduce that test here.
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Because the F statistic was not significant, the variances in the Cold and the
Normal groups can be treated as within sampling error of each other. Hence,
we can use the formula in Equation 8.3.1 for the standard error,

sX̄1−X̄2
=

��
7− 1).8354 + (8− 1).555

7 + 8− 2

��
1

7
+

1

8

�
= .4282

Hence the t test statistic becomes

t13 =
(16.57− 17.55)− 0

.4282
= −2.29

The probability of observing a t less than –2.29 for 13 df is .02 and the probability
of observing a t greater than 2.29 is also .02. Hence, the p value is .04. Thus, we
reject the null hypothesis that the two means are within sampling error of each
other and conclude that exposure to cold significantly reduces c-fos expression
in this hypothalamic nucleus.

8.3.2 Unequal Variances
In some circumstances, administration of a drug or other treatment can increase
the variance on a treatment group. For example, if some rats are genetically
insensitive to a drug while others are highly sensitive, the genotype by drug
interaction may add variance to the treatment group. In such a case we may
have to use a t-test for independent groups under the assumption of unequal
variances.

When the variances are unequal, the situation becomes more complicated.
Most modern statistical packages will perform a Welch t-test (Welch [1947])
sometimes called a t−test with a Satterthwaite estimate of the standard error
(Satterthwaite [1946]). You may also see an option to perform a Cochran and
Cox [1950] correction, but that is seldom used today. In either event, always let
the computer compute the results.

As an example, a study had 12 observations each in a control group and a
treatment group that received a drug. The variance in the Drug group is over
three times that in the control group. The F statistics is !Test

F (11, 11) =
6.075

1.809
= 3.36 ,

and it is almost significant (p = .056).
If we assume equal variances, the t is 1.57. With 22 df, the p value is .130.

The Welch approach for unequal variances gives the same t. (This will always
be the case when N is equal in the two groups). The df, however are different
and equal 17 for the Welch t-test, not the 22 for the independent group t test.
Still the p value changed very little; it is .134. For completeness, the Cochran
and Cox correction gives the same t, a df of 11 and a p value of .144. All three
approaches give the same substantive interpretation—there is no good evidence
to reject the null hypothesis.
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Table 8.2: Output from SAS PROC TTest for the data on cold stress.

Temperature N Mean Std Dev Std Err Minimum Maximum
Cold 7 26.!Test5714 0.9142 0.3455 24.9000 27.8000
Normal 8 27.5500 0.7445 0.2632 26.6000 29.0000
Diff (1-2) !Test −0.9786 0.8271 0.4281

Method Variances DF t Value Pr > |t|
Pooled Equal 13 −2.29 0.0397
Satterthwaite Unequal 11.628 −2.25 0.0444

Equality of Variances
Method Num DF Den DF F Value Pr > F
Folded F 6 7 1.51 0.6005

8.3.3 Computer solutions
Equation 8.3.1 is useful when the only data available are summary data with
sample size, means and standard deviations. When you have raw data, then let
the computer compute the t statistic for you. Table 8.2 presents some of the
tables produced by the PROC TTEST in SAS. The table at the top gives the
descriptive statistics. The middle table gives two different t tests. The first is
in the row labeled “Pooled.” This is the test described above in Section 8.3.1
and it assumes that the variances are equal in the two groups. This test uses
Equation 8.3.1.

The second t test is given in the row labeled “Satterthwaite.” This uses a
different equation to calculate the standard error for the difference between two
means and then adjusts the degrees of freedom to account for potential discrep-
ancies in the variances. When the assumption about the equality of variance is
robust (as it is in this example), the Pooled and the Satterthwairte statistics will
be very similar. If the variances do differ, then use the Satterthwaite statistics.
You may see this test called the Welch (1947) or the Satterthwaite-Welch t test.

The final table gives the folded F test for the equality of the two variances.

8.4 Testing the Means of Dependent Groups
The test for the means of dependent groups is seriously underutilized in some
areas of neuroscience and could possibly lead to mistaken conclusions. Part
of the problem originates when the data set is incorrectly structuring in the
first place failing to enter each independent observation as a separate row. If
values for the same observation are entered on different rows, then one has a
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stacked data set and mixed models analysis is proper. To use the procedure
described below or traditional repeated measures, the data must be entered
as independent observations as described in Section 2.1.2. When the data are
entered as independent rows, then the test for means of dependent groups is
obvious–it compares the means of two different columns in the data set. In
traditional repeated measures, the test compares the means of two or more
columns. Expressed this way, it is more accurate to call this test “a test for
difference in means between two correlated variables.” Unfortunately, the name
“dependent groups” is entrenched in the literature.

A large number of study designs are organized this way. For example, com-
parison of an assay in two different sections of the brain usually involves the
two areas taken from the same animal. Hence, if you compare two and only two
areas, you can use the procedure described herein. If you are comparing more
than two animals, then a repeated measures analysis or a mixed model analysis
is appropriate.

Let’s consider an example. To test the effect of prenatal androgens on
gender-related toy preferences, Berenbaum and Hines [1992] compared the pref-
erence to stereotypic masculine and feminine toys in young girls with congen-
ital adrenal hyperplasia (CAH) to that of their unaffected sisters. Here, the
CAH girls and the normal girls are not independent groups because the two
sets of girls are related. The data should be structured as they are in Ta-
ble 8.6 so that the family is the unit of analysis and the girls and two ob-
servations within families. The values in this table and in the data set are
scored so that higher values are associated with more feminine toy preferences.

Table 8.6: Hypothetical data on CAH
girls and their normal sisters.

Family CAH Normal
Adams 34 45
Bartlett 22 31

...
Zevon 73 53

In the independent groups ap-
proach, there is one and only one
dependent variable and we compare
the scores on this variable for one
set of rows (the “Control” rows) with
another set of rows (the “treatment”
rows). In the current problem, we
have two dependent variables, and we
want to compare the mean of the first
column with the mean of the second
column. Here, the groups are depen-

dent and the test is called a t-test for dependent groups or a paired t-test .

Most statistical packages have a canned option for such a test. Let us take
a more roundabout route because it explains the logic behind the test better
than point-and-clicking the canned options. Let us begin by constructing a new
variable, D, computed as the difference between the CAH girls and the normal
sisters. According to the null hypothesis, the mean of the CAH girls will equal
that of the controls, so the mean of D will be 0. Hence, the paired t-test reduces
to a single sample t test in which the observed mean of D̄ is tested against the
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hypothesized value of 0. Formally,

tN−1 =
θ − E(θ)

sθ
=

D̄ − E(D̄)

sD̄
(8.4.1)

where the standard error is
sD̄ =

sD√
N

(8.4.2)

or the standard deviation of the difference scores divided by the square root of
the sample size. Note that this equation is identical to Equation 8.0.1 with the
only exception of notation.

For the data set, the mean of D is –9.54 (formed by subtracting the mean
of the normal sisters from the mean of the CAH girls). The standard deviation
is 13.53 and there are 24 families with complete data on both girls. Hence,

t23 =
D̄ − E(D̄)

sD̄
=

−9.54− 0

13.54/
√
24

= −3.46

The probability of a t lower than –3.46 with 23 df is .001. Doubling this to
get a two-tailed test gives a p value of .002. We reject the null hypothesis and
conclude that the CAH girls have more masculine toy preference than their
normal sisters.

The t-test for dependent samples is a special case of repeated measures
that is described later in Chapter 11. Usually, the repeated measures are on
the same observational unit (i.e., same person, same rat, etc.). In the present
example, the observational unit is the family and the repeated measures are on
different members of the family.

8.4.1 An Important Note on Dependent Groups
Never, ever look at the means and error bars for dependent groups
and assume significance–or the lack of it–by visual inspection . The
significance of mean differences in dependent groups is a function of mostly two
parameters–the standardized difference in the two means and the correlation 1

When the correlation is large in either the positive or negative direction, then
a comparison of error bars may be misleading.

Never judge the statistical significance–or lack of it–for the means of
dependent groups by visual inspection of the means and error bars.!Test

Figure 8.4.1 illustrates the issue. The figure depicts the same experimental
design (15 animals with all variables scaled to have a standard deviations of 1.0)
with three different standardized effect sizes. Usually denotes as δ, a standard-
ized effect size for two groups is the difference in means divided by a pooled

1Indeed, the whole concept of “independence” is a statistical one. Where is no correlation
the groups are independent. When there is a correlation, the groups are dependent.
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estimate of the standard deviation within groups. Hence, δ = 0.3 implies that
the groups differ by three tenths of a standard deviation.

The panel on the left in Figure 8.4.1 shows a difference in means of one
quarter of a standard deviation. Here, the error bars overlap considerably. In
the middle panel, δ = 0.5. Here the bars just about touch. In the right panel,
δ = .75, and the error bars are clearly separated. Ask yourself, “which of these
three cases are significant and which are not?”

Figure 8.4.1: Example of error bars for dependent groups.
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The strict answer is that you cannot tell. Why? It is because the significance
is a function of the standardized effect size and the correlation. Figure 8.4.2
illustrates the situation by plotting the p value for the three panels in Figure
8.4.1 as a function of the correlation. Note that for all three effect sizes, a
negative correlation between the two increases the p value. In fact, this will
always be true for all effect sizes. When the correlation is positive, the p value
decreases. Hence, statistical power is increased. Again, this statement is always
true irrespective of the effect size. Hence, for all effect sizes a plot like the one
in Figure 8.4.2will always be elevated in the northwest quadrant and lowered
in the southeast. Effect size changes the shape of these curves but not their
fundamental orientation.

The panel on the left in Figure 8.4.1 shows a difference in means of one
quarter of a standard deviation. Here, the error bars overlap considerably. In
the middle panel, δ = 0.5. Here the bars just about touch. In the right panel,
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Figure 8.4.2: Effect of the correlation on the significance of a mean difference
in two independent groups.
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δ = .75, and the error bars are clearly separated. Ask yourself, “which of these
three cases are significant and which are not?”

The strict answer is that you cannot tell. Why? It is because the significance
is a function of the standardized effect size and the correlation. Figure 8.4.2
illustrates the situation by plotting the p value for the three panels in Figure
8.4.1 as a function of the correlation. Note that for all three effect sizes, a
negative correlation between the two increases the p value. In fact, this will
always be true for all effect sizes. When the correlation is positive, the p value
decreases. Hence, statistical power is increased. Again, this statement is always
true irrespective of the effect size. Hence, for all effect sizes a plot like the one
in Figure 8.4.2will always be elevated in the northwest quadrant and lowered
in the southeast. Effect size changes the shape of these curves but not their
fundamental orientation.

Note that significance–or the lack of it–depends on the correlation. For
δ = .25, it is unlikely that there will be significance. For δ = .50 and δ = .75,
however, significance depends not only on the presence of a correlation but also
on its magnitude. For correlations close to 0, neither of them is significant. As
the correlation increases in the positive direction, then both effect sizes become
significant at different values of the correlation.
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8.5 Testing the Significance of a Correlation Co-
efficient

All statistical packages print the significance of a correlation using the null
hypothesis that the population correlation is 0. Occasionally, one might hear or
read of a correlation without the significance level stated and wonder if the value
is really different from 0. This section shows how to perform such a calculation.

The first step is to perform a zeta transform (Z) of the raw correlation be-
cause this will create a normal sampling distribution of the correlation. Because
matters can get confusing distinguishing the zeta transform for the correlation
from the Z score for a standardized distribution (let alone a Z statistic), we use
Zr to refer to the former and an unsubscripted Z to denote the latter.

The formula for the Zr transform is

Zr = .5 loge

�
1 + r

1− r

�
(8.5.1)

where r is the sample correlation. Note that Zr is effectively equal to r for
correlations with an absolute value less than .30. As the correlation becomes
larger, Zr will differ more and more from r.

The sampling distribution of Zr will be normal with a known population
standard deviation of

σZr =

�
1

N − 3
(8.5.2)

Because the population distribution is known, the test statistic is a Z statis-
tic (sorry, I have no say in the notation; it was developed before I was born),

Z =
θ − E(θ)

σθ
=

Zr − E(Zr)�
1

N−3

.

Note carefully that E(Zr) is the expected difference for the zeta transform of
the hypothesized correlation. Usually, this will be 0. If the expected correlation
is something other than 0, then one must first take the Z transform of the
expected correlations to arrive at a numeric value for E(Zr).

For example, you read that the correlation between cytokine levels and a
transcription factor in a part of the brain during development is -.47. The
sample size was 13 rats. This correlation seems high. Is it really significant?

The first step is to find the Z value for r:

Zr = .5 loge

�
1 + r

1− r

�
= .5 loge

�
1− .47

1 + .47

�
= −.51.

Because N = 13, the population standard deviation is

σZr =

�
1

N − 3
=

�
1

13− 3
= .316.
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Hence the Z test statistic is

Z =
Zr − E(Zr)�

1

N−3

=
−.51− 0

.316
= −1.614

The lower tail probability of this Z is .053. Doubling this to get a two-tailed
test gives a p value of .106. There is not sufficient evidence to reject the null
hypothesis that the population correlation is 0.

A cautionary note is in order. It would be very unwise to conclude that
there is no relationship between the cytokine and transcription factor. The
significance of a correlation should be based on samples larger than 13. (This
leads into the topic of statistical power which will be treated at length in Chapter
17). For the present, it is best to conclude that there was no evidence for a
relationship in this study and await further evidence based on larger sample
sizes before makiemphng substantive conclusions about the potential role of the
cytokine and transcription factor.

8.5.1 Confidence Limits for a Correlationt@
Because a correlation has natural, mathematical bounds of ± 1, the sampling
distribution of the correlation is not symmetrical. This is the reason why we
perform a Zr transform and then test the significance of Zr and not the cor-
relation itself. For the same reason, the confidence limits of a correlation are
not symmetrical. To calculate the confidence limits, we apply the transforms
using the standard normal distribution to the Zr metric. After we have cal-
culated the confidence limits in Zr terms, we then transform the Zr units into
correlations. Again, the real difficulty is in the notation—we must not confuse
the zeta transformation of a correlation (Zr) with the Z score for a standard
normal distribution.

The first step is to set the α level and find the Z score on the standard
normal that corresponds to that level. Because confidence limits always involve
two-tailed probabilities, when α = .05, then Zα = 1.96; for α = .01, Zα = 2.58.
Let Zα denote either of these values. Then the lower confidence limit for Zr

equals

ZrLower = Zr − σZrZα

and the upper confidence limit is

ZrUpper = Zr + σZrZα

For the cytokine/transcription factor example given above in Section 8.5, r
=-.47 and N = 13. Using Equations 8.5.1 and 8.5.2, Zr = -.51 and σZr = .316.
Using 95% confidence limits, Zα = 1.96. Hence, the confidence limits in the Zr

metric are

ZrLower = Zr − σZrZα = −.51 − .316(1.96) = −1.129
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and
ZrUpper = Zr + σZrZα = −.51 + .316(1.96) = .109

To find the correlation for these Zr values, we rework Equation 8.5.1 to give

r =
e2Zr − 1

e2Zr + 1
(8.5.3)

Then the lower confidence limit for the correlation will be

rLower =
e
2Z

rLower − 1

e
2Z

rLower + 1
=

e2(−1.129) − 1

e2(−1.129) + 1
= −.81

and the upper limit will be

rUpper =
e
2Z

rUpper − 1

e
2Z

rUpper + 1
=

e2(.109) − 1

e2(.109) + 1
= .109

Hence, the confidence interval for the correlation is from -.81 to .109. Because
this interval includes 0, there is no justification for rejecting the null hypothesis.

8.6 Testing the Difference between Two Correla-
tion Coefficients

This deals with the special case in which each correlation was calculated on an
independent sample. Note that this situation applies to a single study where
one might compare the correlation in a control group with the correlation in a
treatment group. These are effectively independent samples because there is no
observation that is simultaneously within the control and the treatment group.

Here, the statistic, θ, is the difference in zeta transforms of the two correla-
tions

θ = DZr = Zr1 − Zr2

where subscripts 1 and 2 refer respectively to the first and second sample. (See
Equation 8.5.1 for the zeta transform of a correlation.)

The expected value of this difference is the zeta transform of the hypothesized
the difference between the two correlation. Usually, this will be 0.

The standard error of this difference is known and is a function of only the
sample size

σDZr
=

�
1

N1 − 3
+

1

N2 − 3

Because the standard error is known and not estimated, the test statistic is a
Z statistic based on the standard normal curve.

Suppose the correlations between an endorphin level and latency to respond
to a hot stimulus applied to a foot is .16 in 22 mice in a treatment group and .58
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for 17 controls. Did the treatment disrupt the relationship between endorphins
and pain sensitivity?

The zeta transform of the first correlation is Zr1 = .161 and that of the
second is Zr2 = .662. Hence, the statistic θ = DZr is .161 - .662 = -.501. The
standard error is

σDZr
=

�
1

N1 − 3
+

1

N2 − 3
=

�
1

22− 3
+

1

13− 3
= .352

The test statistic becomes

Z =
DZr − E(DZr )

σDZr

=
−.501− 0

.352
= −1.423

The two-tailed p value for this Z is .077. While this is not sufficiently low to
reject the null hypothesis at the .05 level, it is not terribly far away from .05.
Hence, we would leave the issue of different correlations unresolved.
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Chapter 9

The General Linear Model

(GLM): A gentle introduction

9.1 Example with a single predictor variable.
Let’s start with an example. Schizophrenics smoke a lot. They smoke between
two and three times more than the general population and about 50% more than
those with other types of psychopathology (Dalack et al., 1998, de Leon, 1996).
Obviously, explicating the nature of this relationship might provide insights into
the etiology of schizophrenia.

One early type of research into this area compared the density of cholinger-
gic nicotinic receptors (nAChR) in the brains of schizophrenics and controls
(Freedman et al., 1995). The data set “Schizophrenia and nicotinic receptors”
shown in Table 9.1. gives hypothetical data of such a study done in the past
when analysis of post mortem brain specimens was the only way to examine
this question.

For the moment, ignore the variables Age, Smoke and Cotinine and let us
ask the simple question of whether schizophrenics have more or fewer nicotinic
receptors in the brain area used in this study. The operative word in the gen-
eral linear model (GLM) is “linear.” That word, of course, implies a straight
line. Hence, mathematically we begin with the equation for a straight line. In
statisticalese, we write

Ŷ = β0 + β1X (9.1.1)

Read “the predicted value of the a variable (Ŷ ) equals a constant or intercept
(β0) plus a weight or slope (β1) times the value of another variable (X). Let’s
look at the data first by plotting Y (not Ŷ ) as a function of X, or in the example,
variable nAChR as a function of variable Schizophrenia (see Figure 9.1.1).

The purpose of a GLM is to fit a straight line through the points in Figure
9.1.1. Here is where the βs in Equation 9.1.1 come in. β0 is the intercept for a
straight line, i.e., the value of Y when X is 0. β1 is the slope of the line. When
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Table 9.1: Data set on schizophrenia and brain density of nicotinic receptors.

Schizophrenia SzDummyCode Age Smoke Cotinine nAChR

1 No 0 55 No 2.00 18.53
2 No 0 83 No 9.03 11.73
3 No 0 52 ? 5.6 19.01
4 No 0 74 No 2.00 25.93
5 No 0 61 No 2.00 21.66
6 No 0 56 ? 103.11 25.54
7 No 0 80 ? 5.27 11.28
8 No 0 84 ? 4.85 16.22
9 No 0 49 Yes 85.19 30.69
10 No 0 87 Yes 78.54 21.03
11 No 0 74 ? 72.33 23.65
12 No 0 44 ? 4.40 17.27
13 No 0 94 No 2.00 17.34
14 Yes 1 91 ? 4.69 11.41
15 Yes 1 70 ? 100.70 10.90
16 Yes 1 58 ? 65.50 21.38
17 Yes 1 61 ? 78.89 12.45
18 Yes 1 42 Yes 84.64 27.20
19 Yes 1 70 ? 66.74 17.08
20 Yes 1 69 ? 108.62 26.77
21 Yes 1 30 ? 74.00 19.56
22 Yes 1 70 Yes 90.08 17.73
23 Yes 1 40 Yes 113.77 26.30
24 Yes 1 91 No 2.00 10.30
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Figure 9.1.1: Number of nicotinic receptors (nAChR) as a function of diagnosis.

β1 = 0, then the predicted nAChR density for schizophrenics is the same as
that for controls. As the slope deviates from 0, in either a positive or negative
direction, then there is more and more predictability.

At this point, you may rightly ask how one can have an intercept and a slope
for a variable that has values of “No” and “Yes.” We’ will see the answer later,
but for the time being let us create a numeric variable called SzDummyCode
that has the numerical value of 1 for Schizophrenia = “Yes” and 0 otherwise.1
Running the GLM gives these estimates: β0 = 19.99 and β1 = −1.71. Hence,
for controls, the value of X in Equation 9.1.1 is 0, so the predicted nAChR
concentration is

Ŷ = 19.99− 1.71 ∗ 0 = 19.99

and for the schizophrenics in the sample,

Ŷ = 19.99− 1.71 ∗ 1 = 18.28

One reason for calling the general linear model “general” is that it can handle
an X that is not numerical as well as one that is numerical. Hence, there is no
difference between performing a GLM analysis using Equation 9.1.1 with X is
variable Schizophrenia with values of “No” and “Yes” and performing one where
X is the numerical variable SzDummyCode with values of 0 and 1. Table 9.2
gives the results of GLMs in which the X variable is the numeric SzDummyCode
(top) and in which the X variable is the qualitative variable Schizophrenia.

Notice that there are no differences in any value between the output for vari-
able SzDummyCode and Schizophrenia. Notice also that there the bottom half

1Dummy coding is fully described in Section 12.5.3.2.
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Table 9.2: GLM results using a numeric (SzDummyCode) and a nonnumeric
(Schizophrenia) variable.

Numeric variable SzDummyCode

Variable Estimate St. Error t p
Intercept 19.991 1.675 11.938 4E-11

SzDummyCode -1.711 2.473 -0.692 .496

Nonnumeric variable Schizophrenia

Variable Estimate St. Error t p
Intercept 19.991 1.675 11.938 4E-11

SchizophreniaYes -1.711 2.473 -0.692 .496

of the table labels the variable “SchizophreniaYes” and not simply “Schizophre-
nia.” This is a hint as to what is going on when the GLM handles a nonnumeric
X variable. All GLM programs change the nonnumeric variable into a nu-
meric one so that they can solve the mathematical problem. After that is done,
the GLM “translates” the numerical output back into the original categories.
Hence, the “SchizophreniaYes” using the variable Schizophrenia signifies that
one should add -1.711 to the value of the intercept to get the predicted value
when the variable Schizophrenia = “Yes.”

(A cautionary aside: Different GLM programs use different mechanisms for
converting the categories in a nonnumeric variable into numbers. Also, a user
can specify how to perform the conversion. Thus, the values of the βs can
be different for different coding schemes for the same problem. The predicted
values, however, for the groups will always remain the same).

Finally, look at the p value for the effect. It is .496 and definitely non-
significant. One might be tempted to conclude that there is no difference in
nAChR concentrations between schizophrenics and controls, but that would be
unwise. To see why, we must combine substantive knowledge on neuroscience
with statistics.

9.2 Example with more than one predictor vari-
able.

Remember, schizophrenics smoke a lot. Most of you have already asked yourself
about the effect of smoking on the nicotinic receptor density. Similarly, smok-
ing is associated with early death, so any effect of age on nAChR concentration
might also cloud the results. These are not trivial issues because there is evi-
dence that the number of nicotinic receptors decrease with age (Nordberg et al.,
1992) and that they are upregulated by the use of nicotine (Paterson and Nord-
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berg, 2000). The increase in nAChR from smoking and early death might have
masked the differences between schizophrenics and controls in this hypothetical
study.

Ideally, one would like to have a control matched to each schizophrenic on age
of death and smoking status at or near death. The practicalities of research with
brain banks, however, make it difficult and expensive–perhaps even impossible–
to pull that off. Smoking status at death is often not known, and even if it is
known, there is wide variability in the amount of nicotine intake among smokers.
Indeed, the data on variable Smoke (was the person a smoker at or near death?)
in Table 9.1 has so many unknowns as to make the variable useless. One way to
address this issue is to measure brain cotinine, a metabolite of nicotine, because
it has a longer half-life than nicotine.

We now want to control for both age and cotinine levels. We could divide
the specimens into groups by categorizing variables Age and Cotinine, but that
approach is not recommended. In fact, it is downright stupid. If we used a cutoff
of 65 on age for “young” versus “old,” there would be no young schizophrenics
with low cotinine values, and we would be comparing groups of size four with
those of size two in other categories.

A GLM approach, however, avoids this. Suppose that we want to control
for Age. We just add a second X variable to the right-hand side of Equation
9.1.1, or

Ŷ = β0 + β1X1 + β2X2 (9.2.1)

It is good practice to put any control variables into the equation before the
variable of interest so X1 denotes variable Age and X2 is, as before, SzDum-
myCode (or Schizophrenia). Instead of a two dimensional plot as in Figure
9.1.1, the problem would now be visualized via a three dimensional plot. Vari-
able nAChR would be axis equivalent to the height of the plot while Age and
Schizophrenia would be the width and depth dimensions. With a single pre-
dictor variable, the predicted values form a straight line in a two-dimensional
plot. With two predictor variables, the predicted nAChR levels form a plane in
a three dimensional plot. Figure 9.2.1 gives an example.

From the prediction plane in the figure, age is associated with lower nAChR
levels. Although it is difficult to tell from the plot, there is also a downward
projection of the plane suggesting a decrease in the brains of schizophrenics.
Would controlling for age now reveal a significant difference between controls
and schizophrenics?

Table 9.3 gives the results of the GLM that predicts nAChR from Age and the
dummy code for schizophrenia. . It is helpful to write the prediction equation
twice, once for controls and the second time for schizophrenics:

�nAChRC = 32.61− .18 ∗Age

�nAChRS = 32.61− .18 ∗Age− 2.77

= 29.84− .18 ∗Age
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Figure 9.2.1: A scatterplot with two predictor variables.

Table 9.3: Results of the GLM predicting nAChR from Age and SzDummyCode

Variable Estimate Std.Error t p

Intercept 32.61 4.45 7.33 5E-07
Age -0.18 0.06 -2.99 0.007

SzDummyCode -2.77 2.14 -1.29 0.211
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Table 9.4: Predicting nAChR from age, cotinine and diagnosis.

Variable Estimate Std.Error t p

Intercept 26.20 4.44 5.09 9E-06
Age -0.12 0.06 -2.15 0.044

Cotinine 0.08 0.03 2.87 0.009
SzDummyCode -5.70 2.11 -2.70 0.014

There are two salient aspects about the concept of control in the GLM.
The first, arbitrarily called predictive control here, is evident by plugging any
single value of age into both of the equations. No matter what value of age,
schizophrenics will always be predicted to have 2.77 units of nicotinic receptors
less than controls. Hence, we can use the following language to describe these
results: “controlling for age, schizophrenics are predicted to have 2.77 fewer
units of nAChR than controls.”

The second type of control may be called statistical control, and it applies
to the statistical significance of the results. From Table 9.3, the coefficient for
age is significant while the coefficient for variable SzDummyCode is not. The
statistics behind calculation of the p values are complicated, but their meaning
is simple. For age, the meaning is equivalent to the following: “controlling for
diagnosis, does age predict nAChR better than chance?” The answer here is
“Yes.”

For diagnosis, the relevant question is “controlling for any age differences
between schizophrenics and controls, is the 2.77 unit difference between the
two greater than chance?” Here, the answer is “No.” It is logical to hypothesize
that the excess early mortality associated with schizophrenia may have obscured
differences in nAChR density between them and controls in the initial analysis.
The current GLM gives no support to that idea.

We now want to control for cotinine, so we enter that variable into the GLM.
In “variable-ese” the equation is

�nAChR = β0 + β1Age + β2Cotinine + β3SzDummyCode

or in statisticalese,
Ŷ = β0 + β1X1 + β2X2 + β3X3

Table 9.4 gives the results of this GLM.
Once again, write the equation for controls and the one for schizophrenics:

�nAChRC = 26.20− .12Age + .08Cotinine

�nAChRS = 26.20− .12Age + .08Cotinine− 5.7(1)

= 20.50− .12Age + .08Cotinine
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Note again that if we substitute into both equations any single value for age
and any single value for cotinine, then we predict that schizophrenics will have
5.7 fewer units of nAChr than controls. From Table 9.4, that difference is now
significant!

The fact that all three variables in Table 9.4 are significant tells us that:

1. increases in age (regardless of, or controlling for, cotinine and diagnosis)
predict lower nAChR levels better than chance;

2. that increases in cotinine (regardless of, or controlling for, age and diag-
nosis) predict higher nAChR levels better than chance;

3. that an “increase” in diagnosis or the presence of schizophrenia (regardless
of, or controlling for, age and cotinine) predicts decreases nACHr density
better than chance.

Why did we not find an association between schizophrenic an nAChR den-
sity in the first analysis? The answer is simple–schizophrenics smoke a lot.
Schizophrenics smoke more than controls. Because of the amount of missing
data for smoking status at death, the initial brain samples could not be ade-
quately matched for this important variable. Consistent with previous evidence,
nicotine up regulated acetylcholine nicotinic receptors and, of course, results in
high levels of its metabolite cotinine. This up regulation masked the differ-
ence in nAChR density between schizophrenic and control brains in the initial
analysis.

Hence, the conclusion of this exercise is that schizophrenia is associated
with decreases in nAChR number. Note carefully that the operative word is
“associated ”. Synonyms would be “correlated ” and “predicted.” Finally, note
that any real life analysis would start with the third GLM that used age, cotinine
and diagnosis as predictors. The order of presentation for the GLMs above was
purely didactic.

9.3 GLM terminology
As in the vocabulary for any system that has evolved over time, GLM termi-
nology can be confusing. As statistical theory grew, it was realized that several
different techniques could be combined into a single, general technique. Hence,
the term general in GLM. Also, the advent of digital computers permitted the
mathematics behind the general approach to be implemented. Nevertheless, we
are left with a legacy of terms derived from the old techniques as well as tables
and short cuts used in hand calculations.

The first type of terminology applies to the variables in the GLM. The
variable on the left hand side of the GLM equation (Y or nAChR in the example)
is called the dependent, predicted, or response variable. The variables on the
right side of the equation (the X s or Schizophrenia, Age, and Cotinine) are called
the independent, predictor, or explanatory variables. Usually, these terms are
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paired: dependent with independent, predicted with predictors, and response
with explanatory.

An independent, predictor or explanatory variable that is measured with
numbers is called a numeric or quantitative variable or a covariate. One that is
not numeric (or uses numbers to indicate groups) is called a factor .2 The specific
groups within a factor are termed the levels of that factor. For example, the
factor sex would have two levels–female and male.

The three classic statistical procedures that comprise the GLM are: (1) the
analysis of variance or ANOVA; (2) the analysis of covariance or ANCOVA;
and (3) regression. In ANOVA, all of the independent variables are factors
(i.e., qualitative variables). An ANOVA with only one factor is called a oneway
ANOVA. An ANOVA with more than one factor is called a factorial ANOVA.
Often a factorial ANOVA is described by the number of levels in the factors.
For example, if the first factor has two levels and the second factor has three
levels, the model is called a “two by three” design or “two by three ANOVA.”

A regression is GLM in which all of the variables are quantitative. When
there is only one X or independent variable, the regression is called a simple
regression. When there are two or more X s, the regression is called a multiple
regression.

An ANCOVA is a GLM with at least one qualitative and at least one quanti-
tative predictor. Hence, ANCOVA is synonymous with GLM. Most statisticians
today eschew the term ANCOVA and use GLM.

9.3.1 Orthogonal and non orthogonal designs

In generic statisticalese, the word orthogonal is a synonym for uncorrelated.
Like most jargon in science, it was probably developed for two reasons: (1) lend
an air of respectability to statistics as a science; and (2) deliberately confuse
anyone trying to learn the field. When all independent variables of a GLM are
uncorrelated with one another, then the model is orthogonal. When at least one
pair of independent variables are correlated, the design is non-orthogonal. If the
GLM has at least one continuous independent variable, then always regard it as
non-orthogonal3. Hence, the term orthogonal only applies to classic ANOVA,
i.e., when all independent variables are strictly categorical. An ANOVA is
orthogonal when each cell contains the same number of observations. This
condition is also termed a balanced design.

In an orthogonal design, there is one and only one mathematical way to
estimate the parameters of the model and to perform the statistical tests. In
non-orthogonal designs, however, there is more than one way to compute these
statistics, so the user must make some assumptions about the best way to in-
terpret the results.

Finally, orthogonality is not akin to falling off a cliff. A two by two ANOVA
that has eight rats in three of its cells but seven in the fourth is so close to

2Sometimes nonnumeric variables are called qualitative variables.
3There are exceptions to this rule but they are beyond the scope of this book.
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being orthogonal that the different ways of estimating the sums of squares will
all yield the same substantive results. Hence, most designs in experimental
neuroscience will be close to being orthogonal. The issue is much more salient
for certain types of observational research. A random sample of, say, alcoholics
or sociopaths will contain roughly three males for every female. Here, one must
be very careful about which type of sums of squares to request and to interpret
when a variable like gender is in the model. In general, the more correlated
the independent variables are, the more care must be taken in interpreting the
results.

9.4 The meaning of the betas
The general equation for GLM is

Ŷ = β0 + β1X1 + β2X2 + . . .+ βkXk (9.4.1)

The βs in a GLM are coefficients or weights assigned to the predictor vari-
ables, i.e. the X s on the right had side of the prediction equation. Here, let us
explore some properties of these coefficients.

The first β, β0, is a constant. That it, it is the same for every observation
regardless of any values on any of the X s. In geometrical terms, β0 is an
intercept. Examine Equation 9.4.1 and let all of the X s equal 0. β0 is the
predicted value of Y when all of the X s equal 0. In terms of our example, it
would be the predicted nAChr density for neonatal controls (age is 0) with no
brain cotinine. (This prediction, however, is not sensible because it extends far
beyond the age range of the observed data).

The other βs are all associated with a variable. Because the variable is mul-
tiplied by the β, the β is a “weight” that determines how much the X contributes
to prediction. If β = 0, then the associated variable does not predict individual
differences in Y (once again, with the proviso that we are controlling for all
the other variables). As an example, suppose that the β for age had been 0 in
the nicotinic receptor data. Then if we picked a subject with a given diagnosis
and cotinine value, then changing age would make no difference in the predicted
nAChR level for that individual.

In more specific terms, a β gives the predicted change in Y for a one unit
change in the X, keeping everything else constant. There is a very simple proof
of this interpretation. Assume GLM equation of the form of Equation 9.4.1 and
concentrate on the ith X. We can write this equation as

Ŷ0 = . . .+ βiXi (9.4.2)

where the ellipses (. . .) denote “everything else in the equation that is kept
constant.” Now change the value of Xifrom Xi to (Xi + 1). The predicted
value is now

Ŷ1 = . . .+ βi (Xi + 1) (9.4.3)
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Subtracting Equation for Ŷ0 from that for Ŷ1 from X gives

Ŷ1 − Ŷ0 = βi (Xi + 1)− βiXi = βi

A β gives the predicted change in Y for a one unit increase in X.

Hence, the β for age (-.12) informs us that a one year increase in age is
associated with a decrease of -.12 units of brain nAChR. The β for cotinine tells
us that a one unit increase in cotinine predicts .08 units of increase in nAChR.
Finally, an increase in one unit of diagnosis (in effect, a change from control to
schizophrenia) predicts -5.7 units decrease in nAChR.

Note carefully that the actual magnitude of a βs is a function of the units
of measurement of its X. Suppose X was measured in milligrams. The β would
give the predicted change in Ŷ for a one milligram increase in X. If we changed
the scale of X from milligrams to micrograms, then the β in the new equation
would give the change in Ŷ from a one microgram change in X. One can therefore
arbitrarily make a β larger or smaller by simply changing the scale of its variable.

This scale property of β leads to one of the most important cautions in
interpreting the results from a GLM: never compare the βs across variables to
determine the importance of the variables in prediction. In our example, the
β for a diagnosis of schizophrenia was -5.7 while the one for cotinine was .08.
This does NOT imply that schizophrenia predicts nAChR much better than
cotinine. Statistics other than the βs must be used to compare the effect sizes
of the predictors.

Never compare βs across variables to determine the importance of the
variables in prediction.

9.4.1 Standardized betas
The type of betas (βs) that we have been dealing with are often called raw or
unstandardized regression or GLM coefficients. These terms derive from the
fact that the predictor variable are expressed in raw or unstandardized units.
In some cases, it is helpful to examine standardized regression coefficients.

Suppose that we transformed the response variable, Y, to a new variable,
ZY , with standard scores (see Section 5.3.1.2). This means that the mean of ZY

is 0 and the variance of ZY is 1.0. Suppose that we also standardized each of
the predictor variables in the model to have means of 0 and standard deviations
of 1. The GLM equation is

ZŶ = β0 + β1ZX1 + β2ZX2 + . . . βkZXk (9.4.4)
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The βs in this equation are called standardized coefficients. They are the GLM
coefficients from a model in which all variables have been standardized to have
a mean of 0 and a standard deviation of 1.0.

Standardized βs may be used to compare the relative predictive effects
of the independent variables.

The interpretation of a standardized coefficient is the same as the one for
a raw β but is expressed in terms of standard deviation units instead of raw
units. Hence, if β1 = .09, then we predict that a one standard deviation change
in variable X1 will result in a .09 standard deviation change in Y. Because all of
the standardized predictor variables are the in the same units, standardized βs
may be compared to assess the predictive effect of one variable versus another.
That is, if the standardized β1 = .12 and standardized β2 = .07, then X1 is a
better predictor of Y than X2.

9.5 GLM and causality
It is essential to stress that even though we speak of “dependency”, “explana-
tions” and “effects,” causal interpretation of a GLM depends on the design of
the study. True experiments (i.e., direct experimental manipulation, random
assignment, and strict control) permit inferences about causality. Given appro-
priate controls, if manipulation of variable A results in a change in the dependent
variable, then in some way, shape or form–directly or indirectly–A has a causal
influence on the response. How that causal influence comes about, whether the
relationship is necessary and/or sufficient, and the mechanism(s) of causality
cannot be answered by the statistical analysis of an experiment. Often, the an-
swer to these questions depends on substantive issues coupled with the outcome
of the experiment.

The smoking example is an excellent one for the discussion of causality.
Cotinine predicts receptor density, but does it cause change in the number of
receptors? Probably not. The most likely casual agent is nicotine. The nicotine
up regulates receptors (Nordberg et al., 1992, Paterson and Nordberg, 2000)
and generates cotinine as a metabolite. Hence, cotinine is correlated with but
has little causal effect on the number of receptors. Because of cotinine’s long
half life (relative to nicotine), it works as a good control variable in the study.

Technically, a GLM applied to non-experimental observational research does
not permit inferences about causality. But one must be reasonable here because
interpretation of a GLM must be taken in the context of existing data and
theory. There has never been, and never will be, a true experiment examining
the health consequences of cigarette smoking in humans. It would be unethical–
in fact, downright cruel–to randomly assign young adolescents to a smoking
group and a non-smoking control group, compelling the former to smoke and the
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latter to abstain from cigarettes, until their health status could be ascertained
40 years later. Yet, all the observational, epidemiological data on humans agree
so well with true experiments in animals and with mechanistic research into the
cardiovascular and pulmonary effects of smoking that reasonable scientists infer
a causal connection.
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Chapter 10

GLM: Single predictor

variables

In this chapter, we examine the GLM when there is one and only one variable
on the right hand side of the equation. In traditional terms, this would be
called simple regression (for a quantitative X ) or a oneway analysis of variance
or ANOVA (for a strictly categorical or qualitative X ). Here, we will learn the
major assumptions of GLM, the meaning of the output from statistical GLM
programs, and the diagnosis of certain problems.

Many statistical packages have separate routines for regression, ANOVA,
and ANCOVA. Instead of learning different procedures, it is best to choose the
single routine or procedure that most closely resembles GLM. For SAS, that is
PROC GLM, for SPSS it is GLM, and for R it is the function lm (for l inear
model). The major criterion here is that the routine allows both continuous
numerical predictors and truly categorical predictor variables.

At the end of the chapter, there are several optional sections. They are
marked with an asterisk.

10.1 A single quantitative predictor

Phenylketonuria (PKU) is a recessive genetic condition in the DNA blueprint
for the enzyme phenylalanine hydroxylase that converts phenylalanine (PHE)
to tyrosine. To prevent the deleterious neurological consequences of the disease,
children with PKU have their blood levels of phenylalanine monitored and their
diet adjusted to avoid high levels of phenylalanine. Many studies have examined
the relationship between PHE blood levels in childhood and adult scores on
intelligence tests (Waisbren et al. [2007]). In this problem, we have a single,
numeric predictor (blood PHE) and a single numeric variable to be predicted
(IQ).

When there is a single explanatory variable, the equation for the predicted
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value of the response variable is

Ŷ = β0 + β1X (10.1.1)

or in terms of our problem,

ˆIQ = β0 + β1PHE

Now consider the ith observation in a sample, the equation for this observed
dependent variable is

Yi = Ŷ + Ei = β0 + β1Xi + Ei (10.1.2)

The new term is Ei and it denotes the prediction error for the ith observation.
The term residual is a synonym for prediction error. The error for any observa-
tion is simply the difference between the observed Y value for that observation
and the predicted Y (Ŷ ) for that observation. Translating this algebra into our
problem gives the equation for an observed IQ or

IQi = β0 + β1PHEi + Ei

Because PHE is a continuous numerical predictor, this form of the GLM is
known as regression and because there is only one predictor, it is called simple
regression. Geometrically, the GLM places a straight line through the points in
Figure 10.1.1. Not any straight line will do. The regression line is the one that
minimizes the sum of the squared prediction errors. In short, find β0 and β1 so
that

N�

i=1

E2

i (10.1.3)

is minimized.
Parameter β0 is the intercept of the line. It is the value of Ŷ when X = 0.

Note that the intercept has no substantive meaning in this case. It is ridiculous
to ask what PHE blood level predicts an IQ of 0! Still, every mathematical
equation for a straight line has an intercept even though we may never observed
data points close to it.

Parameter β1 is the slope of the regression line predicting IQ from PHE
levels. Re-examine Equation 10.1.1. If β1 = 0, then X values (in general) or
PHE levels (in our example) have no predictive value. Everyone in the sample
would have the same predicted value, β0, and that value would be the mean
of Y. The regression line would be a flat horizontal line drawn through the
points in Figure 10.1.1 with an intercept at the mean IQ. If the value of β1 is
significantly greater than 0, then there is significant prediction. In geometric
terms, the slope of the regression line is significantly steeper than a horizontal
line.

The steps for fitting and assessing this model are outlined in Table 10.1 and
will be explicated in order below.
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Figure 10.1.1: A scatterplot of blood PHE levels and IQ.
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Table 10.1: Fitting and evaluating a GLM with a single quantitative predictor.

1. Inspect the data.

(a) Are there influential data points (outliers)?
(b) Do the points suggest linearity?
(c) Do the points suggest a mixture of two groups?

2. Fit the model and examine the output.

(a) Does the model ANOVA table indicate significance?
(b) What are the parameter estimates?
(c) What is the effect size?

3. Check that statistical assumptions are met. Are the errors ...

(a) Normally distributed?
(b) Homoscedastic?
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Figure 10.1.2: Examples of the effects of outliers.
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10.1.1 Inspect the data
As always, the very first task is to inspect the data. The best tool for this is a
scatterplot, a plot of each observation in the sample in two dimensional space
(see Section 6.1.7). The scatterplot for these data was given in Figure 10.1.1.
When the number of observations is large, a scatterplot will resemble an ellipse.
If the points resemble a circle (a special case of an ellipse), then there is no
relationship between X and Y. As the ellipse becomes more and more ovalish,
the relationship increases. Finally, at its limit when the correlation is 1.0 or
-1.0, ellipse collapses into a straight line.

The three major issue for inspection are: (1) influential data points; (2)
nonlinearity; and (3) mixtures of groups.

10.1.1.1 Influential data points (outliers)

The term influential data points refers to observations that have a large effect
on the results of a GLM. Advanced GLM diagnostics have been developed to
identify these. In the case of only a single predictor, an influential data point
can be detected visually in a scatterplot as an outlier.

The effect of an outlier is unpredictable. Figure 10.1.2 demonstrates two
possible effects. Here, the blue circles are the data without the outlier and the
red square denotes the outlier. In the left hand panel analysis of all the data
points gives a correlation close to 0. When the outlier is removed, however, the
correlation is large and significant. The right panel illustrates just the opposite.
The effect of the outlier here is to induce a correlation.

My data have outliers. What should I do? First, refer to section 4.4.1 and
recall the difference between a blunder and a rogue. Blunders should definitely
be corrected or, if that is not possible, eliminated. Rouges are a more difficult
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Figure 10.1.3: Common examples of nonlinear relationships.
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issue. The best strategy is to analyze the data with and without the rogue
values and report both results.

10.1.1.2 Nonlinearity

Nonlinearity occurs when the galaxy of points has a regular shape that is not
like an ellipse. The most frequently forms resemble an arc, a U, or an inverted
U. Figure 10.1.3illustrates two types of nonlinear scatterplots.

What is the effect of ignoring a nonlinear relationship and fitting a GLM
with a single predictor? Look at the left panel of Figure 10.1.3 and mentally
draw a straight line that goes through the points. That line would have a strong
positive slope. Hence, the GLM would likely be significant. Here, one would
correctly conclude that X and Y are related, but the form of the relationship
would be misspecified and the prediction would not be as strong as it could be.

On the other hand, the mental line drawn through the points in the right
hand side of the figure would be close to horizontal. The scatterplot shows a
strong and regular relationship between the two variables but the GLM would
fail to detect it.

What to do about nonlinearity? One answer is surprising–use GLM! The
problem with nonlinearity here is that there is only a single predictor. A tech-
nique called polynomial regression adds predictor variables like the square or
cube of X to the right hand side of the equation. The plot of Ŷ against X in
this case is a curve instead of a straight line. Section 12.2 explains this method.

In other cases, transformation(s) of the X and/or Y variables may make the
relationship linear. Finally, if there is a strong hypothesis about the mathemat-
ical form behind the relationship, one can fit that model to the data. Section
14.3 explains how to do this.
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Figure 10.1.4: Examples of mixtures of two groups.
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Table 10.2: SAS and R code for a GLM with a single quantitative predictor.

SAS Code R Code
PROC GLM DATA=qmin10 .IQ_PHE;

MODEL IQ = PHE;
RUN;

r e s u l t s <− lm( IQ ~ PHE,
data=IQ_PHE)

summary( r e s u l t s )

10.1.1.3 Multiple groups

A suitable scatterplot for GLM should have one and only one “cluster” of points.
If the data suggest more than one cluster, then the analysis could lead to erro-
neous inferences. Figure 10.1.4 gives two extreme examples.

The left panel gives the case where there is no correlation within each group
(blue dot R = .07, red square R = -.10). When, however, the groups are
combined the R is .85 (dashed regression line in the left panel) and statistically
significant.

Mixing groups can even change the sign of the relationship. In the right
panel of the figure the correlation for the blue dots is .42 and that for the red
squares is .65. Both are significant. Analysis of all points, however, reveals a
strong negative relationship (R = -.71).

10.1.2 Fit the model and examine the output

The second step is to fit the model. Here, the mechanics depend on the software
that you are using. Table 10.2 gives the SAS code (which automatically produces
the output) and the R code (which required additional commands for printing
the desired output).
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Most GLM routines (R being an exception) produce two conventional tables
and give some other output. Table 10.3 gives an example of the type of output
generated by SAS PROC GLM with some slight differences in notation. Let’s
start from the top down.

10.1.2.1 The ANOVA table

The first conventional table is the analysis of variance (ANOVA) presented at
the top of Table 10.3. There are some important issues about terminology. The
row labeled “Error” may be called “Residuals” in the program that you are using.
The labels for the last two columns in the ANOVA table will likely be different.
They are given as Fobs and p(F < Fobs) for didactic reasons. The most usual
notation will be, respectively, “F” and something designating a probability such
as “Pr(F)” or “Pr > F”.

The ANOVA applies to the whole model, i.e., to all of the variables on the
right hand side of the GLM equation. It provides the information behind a
statistical test of whether the whole model predicts better than chance.

The method used to fit the model and estimate the parameters is called least
squares (sometimes ordinary least squares) because it minimizes the squared
prediction errors. . The least squares procedure produces the column labeled
Sum of Squares usually abbreviated as SS. Elements in he column labeled “Mean
Squares” or MS equal the SS element divided by its degree of freedom. For most
neuroscience applications, one can comfortably ignore the SS, and MS columns1.
The interested reader can find more information in Section 10.4.

The important columns in an ANOVA table for the whole model are the
ones for the F statistic and its p value (and one could make an argument for
overlooking the one for F ). Fobs is the observed F statistic. The p value for the
Fobs, given in column p(F > Fobs), is the probability of sampling an F greater
than Fobs from an F distribution with the numerator of freedom equal to the
model df (1, in this case) and the denominator df equal to the error df (34).
In the current case, the p value is .011 less than the conventional .05 used to
indicate meaningful results. Hence, we conclude that the model predicts better
than chance. Because the model in this example blood has only one explanatory
variable, we conclude that PHE levels in childhood significantly predict adult
IQ in PKU. The F statistic from the overall ANOVA table is sometimes called
an omnibus F.

10.1.2.2 The parameter estimates table

The next table contains the estimates of the parameters and statistics about
their significance. Remember that the GLM consists of fitting a straight line
through the points in Figure 10.1.1. From the discussion of the model ANOVA
table, the intercept and slope of this line are found by minimizing the sum of the

1The sums of squares and mean squares play an integral role in statistical inference, so much
so that Judd et al. [2008] have develop an unique and intelligent approach to the GLM based
solely on analyzing the sums of squares. The suggestion to ignore them is one of convenience.
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GLM!Simple

Table 10.3: Example of SAS PROC GLM output for a simple regression.

Analysis of Variance
Sum of Mean
Squares Squares

Source df SS MS Fobs p(F > Fobs)
Model 1 1716.62 1716.62 7.30 0.0107
Error 34 7992.12 235.06
Total 35 9709.75

Parameter Estimates
Parameter Standard

Variable df Estimate Error tobs p(|t| > |tobs|)
Intercept 1 107.509 6.480 16.59 < .0001
PHE 1 -2.815 1.042 -2.70 0.0107

Adjusted Root
R-squared R-squared MSE

0.177 0.153 15.332

squared prediction errors. We want to know the values of β0 and β1 so that we
can predict IQ. The column labeled “Parameter Estimates” gives these figures.
Writing Equation 10.1.1in terms of our problem gives

ˆIQ = 105.509− 2.815 ∗ PHE (10.1.4)

The next three columns are used to assess the statistical significance of the
parameters. Let β denote any parameter in a GLM. Under the null hypothesis
that β = 0, the value of β divided by its standard error follows a t distribution
with a mean of 0 and degrees of freedom equal to the degrees of freedom for
error given in the model ANOVA table2. The estimates of the standard errors
of the parameters involve complicated mathematics that need not concern us.
The t values and their p levels are the important parts of the table. The column
tobs gives the observed t statistic for the parameters. In most programs, this is
denoted simply as “t,” but the subscript “obs” is used here to emphasize that
this is an observed t from the data.

Unlike the one-tailed Fobs, the significance of tobs is based on a two-tailed
test. Hence the p value applies to both the lower and the upper tail of the
distribution. An example can illustrate the meaning of the p value better than
general statements. The t statistic for PHE is -2.70. The lower-tailed probability
is the probability of randomly picking a t statistic from the t distribution under

2This statement may not be true if the hypothesized value of β is something other than 0.

150



10.1. A SINGLE QUANTITATIVE PREDICTOR 151

the null that is less than -2.70. Rounding off, that probability is .0054. The
upper-tail probability is the probability of randomly picking a t statistic greater
than 2.70 from the null t distribution. That probability is also .0054. Hence
the probability of randomly selecting a t more extreme in either direction than
the one we observed is .0054 + .0054 = .0108 which is within rounding error of
the value in Table 10.3.

Usually, any statistical inference about β0 being significantly different from
0 is uninteresting. One can artificially manipulate the significance of β0 by
changing the scales of measurement for the X and Y variables. One would
always get the same predicted values relative to the scale changes; only the
significance could change.

The t statistic for the predictability of PHE levels is -2.70 and its p value is
.01. Hence, we conclude that blood PHE values significantly predict IQ. Before
leaving this table, compare the p value from the F statistic in the model ANOVA
table to the p for the t statistic in the Parameter Estimates table. They are
identical! This is not an aberration. It will always happen when there is only
one predictor. Can you deduce why?3

A little algebra can help us to understand the substantive meaning of a GLM
coefficient for a variable. Let’s fix the value of X to a specific number, say, X∗.
Then the predicted value for Y at this value is

ŶX∗ = β0 + β1X
∗ (10.1.5)

Change the value of X∗ by adding exactly 1 to it. The predicted value under
this case is

ŶX∗+1 = β0 + β1 (X
∗ + 1) (10.1.6)

Finally, subtract the previous equation from this one

ŶX∗+1 − ŶX∗ = β0 + β1X
∗ + β1 − β0 − β1X

∗

so
β1 = ŶX∗+1 − ŶX∗ (10.1.7)

In words, the right side of Equation 10.1.7 is the change in the predicted
value of Y when X is increased by one unit. In other terms, the β for a variable
gives the predicted change in Y for a one unit increase in X. This is a very
important definition. It must be committed to memory.

In terms of the example, the β for PHE is -2.815. Hence, a one unit increase
in blood PHE predicts a decrease in IQ of -2.815. Given that the measurement
of blood PHE is in terms of 100 µl/l (see the horizontal axis in Figure 10.1.1),
we conclude at change blood PHE from 300 to 400 µl/l predicts a decrease in
IQ of 2.8 points.

3Recall that the model ANOVA table gives the results of predictability for the whole model.
It just so happens that the “whole model” in this case has only one predictor variable, PHE.
Hence the significance level for the whole model is the same as that for the coefficient for
PHE.
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10.1.2.3 Other Output

Usually, output from GLM contains other statistics. One very important statis-
tic is the squared multiple correlation or R2. This is the square of the correlation
between observed values of the dependent variable (Y ) and their predicted val-
ues (Ŷ ). Recall the meaning of a squared correlation. It is a quantitative
estimate of the proportion of variance in one variable predicted by or attributed
to the other variable. Hence, R2 gives the proportion of variance in the depen-
dent variable attributed to its predicted values. Given that the predicted values
come from the model, the best definition is: R2 equals the proportion of vari-
ance in the dependent variable predicted by to the model. You should memorize
this definition. Understanding R2 is crucial to understanding GLM. Indeed,
comparison of different linear models predicting the same dependent variable is
best done using R2. Also, R2 is the standard measure of effect size in a GLM.

There are several ways to give equations for R2. Here are some of them

R2 = corr
�
Y, Ŷ

�2

=
σ2

Ŷ

σ2

Y

= 1− σ2

E

σ2

Y

=
SSTotal − SSError

SSTotal
(10.1.8)

You should memorize the first three terms on the right hand side of this equation.
The third term allows you to calculated R2 from an ANOVA table. In the data
at hand, R2 = .177. Hence, blood phenylalanine levels predict 18% of the
variance in adult IQ in this sample of phenylketonurics.

Although R2 is the summary statistic most often cited for the explanatory
power of a model, is it a biased statistic. The amount of bias, however, is a
complicated function of sample size and the number of predictors. In many
cases, the bias is not entirely known. A statistic that attempts to account for
this bias is the adjusted R2. When sample size is large there is little difference
between R2 and adjusted R2. For these data, adjusted R2 = .153.

A cautionary note about R2: these statistics can differ greatly in laboratory
experimental designs from real world, observational, designs on humans. In all
but rare cases, the causes of human behavior are highly multifactorial. Hence,
the study of only a few hypothesized etiological variables will not predict a great
amount of the variance in behavior. R2 is usually small here. Within the lab,
however, many experimental designs allow very large manipulations. These can
generate much larger R2s.

The final statistic in Table 10.3 is called “Root MSE” which is the square
root of the mean squares for error. Sometimes this is “aconymized” as RMSE.
In a GLM, the “mean squares for error” is synonymous with the estimation of
the variance of the prediction errors aka residuals. The square root of a variance
is, of course, the standard deviation, so RMSE is an estimate of the standard
deviation of prediction errors. The number, 15.3 in this case, has little meaning
in itself. Instead, it is used to compare one GLM to another for the same Y.
When the differences in R2 and in RSME are relatively large, then the model
with the higher R2, or in different terms, lower RMSE, is to be preferred.
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Figure 10.1.5: QQ plot for IQ residuals.
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10.1.3 Diagnose the results

In step 3, we assess the results to see how well they meet the assumptions of the
GLM. Whole books have been written about GLM diagnostics (Belsley et al.
[2005], Fox [1991]), so the treatment here is limited to those situations most
frequently encountered in neuroscience.

A valid F statistic has two major assumptions involving the prediction errors
or residuals: (1) they are normally distributed; and (2) they have the same
variance across all values of the predictor variables. The normality assumption
is usually assessed via a QQ plot (see Section 6.1.6.3) of the residuals, given in
Figure 10.1.5 for the PKU data. Because the actual residuals are close to the
straight line (which, recall, is their predicted distribution if they were exactly
normal), the assumption of normality is robust.

The second requirement is called homoscedasticity (when met) and het-
eroscedasticity (when violated). The root “scedastic” comes from the Greek
work for “dispersal”, so the terms mean “same dispersal” (homoscedasticity) and
“different dispersal” (heteroscedasticity). In the case of a single predictor, ho-
moscedasticity occurs when the variance of the residuals is the same for every
value of X. In other words, the prediction errors for IQ have the same variance
at each value of PHE blood levels. Usually, this is evaluated graphically by plot-
ting the residuals as a function of X values. Figure 10.1.6 shows an example.
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Figure 10.1.6: Examination of homoscedasticity for the residuals for IQ.
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Normally, detection of heteroscedasticity requires very large sample sizes–
say, a 10 fold increase over the present one. In Figure 10.1.6 there is wider
dispersion at lower blood levels than higher ones, but this could have easily
happen by chance. There are two few observations sampled at higher levels to
make any strong conclusion.

This situation is not unique and will likely be the case for laboratory-based
studies. A good case could be made to ignore heteroscedasticity altogether in
such research. In epidemiological neuroscience, however, where sample sizes can
be in the tens of thousands, one should always mindful of the problem.

10.1.4 Report the Results
There are two essential properties of a simple regression that you should always
report: (1) the statistical significance, and (2) the effect size. One way to report
statistical significance is through the t statistic for the regression coefficient.
Here, give the t and its degrees of freedom (which equal the degrees of freedom
for error from the overall ANOVA table). Depending on journal formats, the
form is usually t(df ) or tdf . You can also report the regression coefficient. An
example might read “the regression of IQ on phenylalanine levels was significant
(β = −2.82, t(34) = -2.70, p = .01)”. If you do report the GLM coefficient,
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Figure 10.1.7: Example of a plot for publication.
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IQ̂ = 107.51 − 2.815*PHE, R2 = 0.18, p = 0.01

consider also reporting R2 to inform the reader of effect size.
A second way to report results is to give the correlation coefficient. Usually,

sample size and not the degrees of freedom is used when the correlation is
given. The significance of the correlation is the same as the significance for the
regression coefficient. Hence, you could write “Consistent with other studies
we round a significant, negative relationship between childhood PHE levels in
blood and adult IQ (R = −.42, N = 36, p = .01)”.

When the GLM is an integral part of the report, consider a scatter plot such
as the one in Figure 10.1.7. Here, the plot contains the regression line and a
text box giving all the relevant information about the regression.

10.2 A single qualitative predictor

It has been widely known that the genetic background of animals can influence
results in neuroscience. As part of a larger project examining differences in
inbred strains of mice and laboratory effects, Crabbe et al. [1999] tested eight
different strains on their activity in an open field before and after the adminis-
tration of cocaine. Here, we consider a simulated data set based on the above
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study where the dependent variable is the difference score in activity before and
after the drug.

In this case the dependent variable is Activity and the independent or pre-
dictor variable is Strain. The predictor variable is qualitative and strictly
categorical–the ordering of the inbred strains is immaterial. With a single
strictly categorical variable the GLM is called a oneway ANOVA. The term
“oneway” refers to the fact that there is one and only one strictly categorical
variable or “factor” in the model.

From Equations 10.1.1 and 10.1.2, the GLM with a single qualitative inde-
pendent variable has two parameters. When the predictor is qualitative, how-
ever, the number of parameters equals the number of categories in the predictor.
The example has eight strains. Hence there will be eight parameters (i.e., eight
βs), one for each group. These parameters are equal to the group means. The
GLM assesses the probability that the eight means are all sampled from a single
“hat” of means. In other words, it tests whether all eight parameters equal to
one another within sampling error.4

To understand the output from some software (R, in particular), it is nec-
essary to understand a bit of the mechanics behind the GLM used with a qual-
itative predictor. If there are k categories, the GLM software creates (k − 1)
numeric dummy variables. Hence, there will be seven dummy variables in this
example. One mouse strain is DBA. If a mouse belongs to this strain then its
value on the dummy variable for this strain is 1, otherwise the value is 0. One
of the strains is akin to a “reference strain”. It will have a value of 0 on all seven
of the dummy variables. Let X1 through X7 denote the dummy variables.

Conceptually the model is

�Activity = f(Strain) (10.2.1)

but in terms of the mathematics of the GLM, the model is

�Activity = β0 + β1X1 + β2X2 + β3X3 + β4X4 + β5X5 + β6X6 + β7X7 (10.2.2)

The reference strain has values of 0 on all seven X s. Hence, the predicted
value for the reference strain is β0, so β0 will equal the mean of the reference
strain. The first strain (i.e., the first non reference strain) has a value of 1 on
X1 and 0 on all subsequent X s. Consequently, the predicted value for the first
strain equals β0 + β1. The predicted value for the strain is the strain mean.
Hence,

β0 + β1 = X̄1

but because
β0 = X̄0

X̄0 + β1 = X̄1

so
β1X̄1 − X̄0

4Strictly speaking, it only tests for seven of the parameters because there are only seven
degrees of freedom. The eighth parameter is the intercept.
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Table 10.4: Fitting and evaluating a GLM with a single qualitative predictor.

1. Do you really want to use a qualitative predictor?

2. Inspect the data

(a) Are there influential data points (outliers)?
(b) Are there normal distributions within groups?
(c) Are the variances homogeneous?

3. Fit the model and examine the output.

(a) Does the model ANOVA table indicate significance?
(b) Do tests indicate homogeneity of variance?
(c) [Optional] What do the parameter estimates suggest?
(d) [Optional] What do multiple group comparisons indicate about the

group means?
(e) What is the effect size?

4. Fit and examine any planned comparisons.

In other words, the GLM coefficient for strain 1 equals the deviation of that
strain’s mean from the mean of the reference strain. This principle holds for all
of the other non reference strains. For example β5 is the the difference between
strain five’s mean and the mean of the reference strain. Hence, the statistical
tests for β1 through β7 measure whether a strain’s mean is significantly different
from the reference strain. Good GLM procedures allow you to specify which
category will be the reference category. It is useful to make this the control
group so that you can test those groups that are significantly different from the
controls.

The null hypothesis for the GLM in a oneway ANOVA is that β1 through βk

are all within sampling error of 0. In words, the null hypothesis states for the
inbred strain example maintains that all eight strain means are sampled from
a “hat” of means with an overall mean of µ and a standard deviation that is
estimated by the standard deviations of the groups. The alternative hypothesis
is that at least one mean is sampled from a different “hat”.

The procedures for performing, interpreting, and assessing a oneway ANOVA
are surprisingly similar to a simple regression. The biggest differences are in
preliminary data screening and informing the GLM that the X variable is qual-
itative. They are given in Table 10.4 and explicated below.
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Figure 10.2.1: Dot plots and box plots for inbred strain data.
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10.2.1 Do you really want to use a qualitative predictor?
This is the most important question. Do you really want to use a oneway
ANOVA? Recall the distinction between strictly categorical variables and or-
dered groups. If there is an underlying metric behind the variable, then do not
use a oneway ANOVA, or any other ANOVA for that matter. Ask yourself the
crucial question “can I rearrange the groups in any order without obscuring the
information?” If the answer is “yes,” then proceed with the ANOVA. Otherwise,
see the techniques in Chapter 12 for ordered groups (Section 12.3).

There is no underlying metric to the eight strains used in this study. Hence,
ANOVA is an appropriate tool.

10.2.2 Inspect the data
The equivalent of a scatterplot for two quantitative variables is a series of dot
plots with the groups on the horizontal axis and the dependent variable on the
vertical axis. When sample size is large within groups, then a box plots are
preferable. Just remember to use box plot options that show outliers. Figure
10.2.1 illustrates the dot plot (left) and the box plots (right) for the strain data.

The data should be inspected for influential data points (outliers), normality
of distributions, and scaling problems.

10.2.2.1 Influential data points (outliers)

Inspect the data for highly discrepant observations. A extreme outlier in a group
will be a very influential data point in the calculation of the group’s mean. Recall
that the statistical test under the null hypothesis is that the observed means are
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being sampled from the same “hat” of means. If an outlier in a group distorts
the estimate of that group’s means, then the predictions of the null hypothesis
will be violated. To a trained eye, there are no meaningful outliers.5

Note that when the number of observations is small within groups, then
both dot plots and box plots can give results for a group or two that appear
aberrant to the eye but are satisfactory for analysis. The GLM is sturdy against
moderate violations for its assumptions, so do not be too obsessional about
detecting outliers. As always, if you do detect an extreme data point, determine
whether it is a rogue or a blunder. If possible, correct blunders. Substantive
considerations should be used to deal with rogues.

10.2.2.2 Normal distributions within groups

With a quantitative predictor, an assumption for the test of significance is that
the residuals are normally distributed. The analogous assumption with a quali-
tative predictor is that the residuals are normally distributed within each group.
Because the predicted value of the dependent variable for a group is the group
mean, the assumption implies that the distribution of scores within each group
is normal.

One could examine QQ plots for normality within each group, but that usu-
ally unnecessary. A large body of research had shown that the GLM for a
single qualitative predictor is robust to moderate violations of the normality
assumption. Hence, visual inspection of the points should be directed to assess-
ing different clusters of points within a group and cases of extreme skewness
where most values for a group are clustered at one end. If you see problems, try
rescaling the data. If that does not produce satisfactory distributions then you
should use a non parametric test such as the Mann Whitney U test.

10.2.2.3 Homogeneity of variance and scaling problems

The assumption of homogeneity of variance is actually the assumption of ho-
moscedasticity applied to groups. Recall that homoscedasticity is defined as the
property that the variance of the residuals (aka prediction errors) is the same at
every point on the regression line. With a categorical predictor with k groups,
the predicted values are the group means and the residuals are the deviations
of the raw scores from their respective group mean. Hence, the assumption is
that the variance within each group is the same (aka homogeneous).

A typical cause for heterogeneous variances is a scaling issue. Examine
Figure 10.2.2. The sample size with groups is not large (15), so expect some
irregularities in both the dot and the box plots. There are no marked outliers
and the distributions within each group are not aberrant. Yet, the data violate
an important assumption of the analysis of variance–homogeneity of variance or

5An inexperienced eye might interpret the four open circles in the box plots as meaningful
outliers, but a moment’s reflection on probability suggests otherwise. There are 384 observa-
tions in this data set, so the observed frequency of an “outlier” is 1/384 = .01. Indeed, the
eyebrow raiser is why so few of the observations are discrepant. One might expect 2% to 5%
of the data points in the box plot to be open circles.
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Figure 10.2.2: Example of a scaling problem in oneway ANOVA.
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HOV. HOV assumes that the four within-group variances in Figure 10.2.2 are
sampled from a single “hat” of variances. That is clearly not the case. The data
points for groups 3 and 4 are markedly more dispersed than those for groups 1
and 2.

Usually, such strong heterogeneity of variance as that in Figure 10.2.2 is
due to a scaling problem. The easiest way to check for this is to calculate a
table of means and standard deviations and see if the means are correlated with
the standard deviations. If the correlation is positive then a log or square root
transform transform will rectify the situation.

There are statistical tests for the HOV assumption. Because most of these
are performed as options in a GLM command, they are discussed later..

10.2.3 Fit the model and examine the output
SAS and R commands for fitting the model are given in Table 10.5 As always,
the actual commands will depend on the software. One additional issue in
fitting the model is usually addressed in the syntax–do you want a multiple
comparison analysis (MCA) also known as post hoc test ing? This is such an
important topic that we devote a whole section to it (Section 10.2.3.4; see also
the advanced Section 10.5) and postpone discussion until then.

10.2.3.1 The ANOVA table for the model

Table 10.6 presents the overall ANOVA for the whole model. Note that the de-
grees of freedom for Strain is 7, the number of predictor variables less 1. Because
the model predicts the strain means (see Section 10.2), the null hypothesis states
that all eight means are sampled from a single “hat” of means with an over all
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Table 10.5: SAS and R code for a GLM with a single qualitative predictor.

SAS Code
PROC GLM DATA=qmin10 . crabbe ;

CLASS St ra in ;
MODEL Act iv i ty = St ra in ;
MEANS Stra in / HOVTEST=Levene ;

RUN;

R Code
r e s u l t s <− lm( Act i v i t y ~ Stra in , data=crabbe )
summary( r e s u l t s )
# the car package conta in s the Levene HOV t e s t
l i b r a r y ( car )
l eveneTest ( r e s u l t s , c en t e r=mean)

Table 10.6: Model overall ANOVA table for strain differences.

Overall ANOVA
df SS MS Fobs p(F > Fobs)

Strain 7 1239.03 177.00 8.60 < 0.0001
Residuals 376 7740.18 20.59

Total 383 8979.21

mean of µ and a variance of σ2/
√
Nw where Nw is the number of observations

with a cell.6 The observed F statistic is 8.60 with 7 df for the numerator and
376 df for the denominator. If the null hypothesis is correct, the probability of
observing an F of 8.60 or greater is very small–less than 1 in 10,000. Hence we
reject the null hypothesis.

The alternative hypothesis for a oneway ANOVA states that “at least one
mean, but possibly more, is sampled from a different hat than the others.” The
results give strong support for the alternative hypothesis so somewhere there
are mean differences among the strains. But where? Perhaps the parameter
estimates will give us a clue.

10.2.3.2 Homogeneity of variance

Most tests for HOV are called as options to a GLM statement. There are several
different HOV tests, but Levene’s (1960) test is widely acknowledged as one of
the better ones. That is the good news. The bad news is that there are three
different varieties of Levene’s test: (1) Levene’s testing using the absolute value
of the difference from the mean; (2) Levene’s test using squared differences from
the mean; and (3) Levene’s test using the absolute value of the difference from

6The assumption is that sample size is equal within all eight strains.
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Table 10.7: Parameter estimates from the strain differences data.

Estimate Std. Error tobs p(|t| > |tobs|)
(Intercept) 2.7094 0.6549 4.14 0.0001

Strain129v2 0.9008 0.9261 0.97 0.3314
Strain5HT 4.7298 0.9261 5.11 0.0001

StrainA 0.1311 0.9261 0.14 0.8875
StrainB6 1.1963 0.9261 1.29 0.1973

StrainBALB 2.1993 0.9261 2.37 0.0181
StrainC57 2.4636 0.9261 2.66 0.0081

StrainDBA 4.9669 0.9261 5.36 0.0001

the median. You may see the last of these refered to as the Brown-Forsythe
test ([Brown and Forsythe, 1974]). Most of the time, these tests will lead to the
same conclusion.

On these data, Levene’s test gives the following statistics: F (7, 376) = 0.69,
p = .68. There is no evidence for different within-group variances.

10.2.3.3 The parameter estimates

Table 10.7 gives the parameter estimates from the model in Equation 10.2.2.
Recall that the model has an intercept that equals the strain mean for the
reference strain. The strains are ordered alphabetically and the software that
performed the analysis (R) uses the very first level of a factor as the reference
group. Hence, the value of the intercept (2.71) equals the mean for the very first
strain, 129v1. β1 is the coefficient for dummy code for the next strain, 129v2.
Hence the mean of this strain is

X129v2 = β0 + β1 = 2.71 + .90 = 3.61

The lack of significance for coefficient β1 (tobs = .97, p = .33) tells us that the
mean for strain 129v2 is not different from the mean of strain 129v1.

The next coefficient, β2, if for the dummy variable for strain 5HT. The mean
for this strain is

X5HT = β0 + β1 = 2.71 + 4.73 = 7.44

and the coefficient is significant (tobs = 5.11, p < .0001). Thus, the mean for
strain 5HT is significantly different than the mean for strain 129v1.

If we continue with this, we find that the significance of all the βs, save β0,
tests whether the strain mean differs significantly from the 129v1 mean. That
is somewhat interesting but it leaves unanswered many other questions. Is the
mean for strain 5HT significantly different from the mean for BALBs? The
regular GLM will not answer that.
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Table 10.8: Multiple group comparisons for strain data.

Mean Tukey Scheffé
DBA 7.6763 A A
5HT 7.4392 A A
C57 5.1729 A B A B

BALB 4.9087 A B A B
B6 3.9056 B B

129v2 3.6102 B B
A 2.8404 B B

129v1 2.7094 B B

10.2.3.4 Multiple comparisons (post hoc tests)

Before you considering using or interpreting the results from multiple compar-
isons, read Section 10.5. Whenever you have explicit hypotheses, then test that
hypothesis. Multiple comparison tests are meant when there are no hypotheses.
Because this example is a screening study to examine strain means, multiple
comparison or post hoc tests are legitimate and useful.

If you have one of more specific hypothesis on how the means should
differ, never use multiple comparison procedures or post hoc tests to
test those hypothesis.

The problem of determining which means differ from other means is not sim-
ple. In the present example, there are eight strains. To compare each mean with
all the other means would require 28 different statistical tests. The probability
of finding a few significant just by chance is quite high; were all of the tests
statistically independent–which they are not–the probability of one or more sig-
nificant findings is .76. Unfortunately, there is no exact answer to this problem.
As a result, there are a plethora of different tests. The current version of SAS
(9.3) has 16 of them.

Table 10.8 gives the results of two common tests for multiple group com-
parisons. The first is Tukey’s test ([Tukey, 1953]), also called the “honestly
significant difference (HSD)” test. The second is Scheffé’s test (Scheffè [1953]).
Tukey’s is a well established and widely used test. Scheffé’s is a conservative
test. That is, when it does detect differences, there is a very high probability
that they are real, but the false negative rate (not detecting differences that are
there) is higher than normal. In this case, both tests gave identical results.

The results are presented so that all groups with the same letter have no
mean differences, That is, there is no significant differences for the means group
A (DBA, 5HT, C57, BALB). Likewise, there are no significant differences among
strain means within group B (C57, BALB, B6, 129v2, A, and 129v1). Note
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that C57s and BALBs belong to both groups. This is not unusual in group
comparisons. The substantive conclusion is that DBAs and 5HTs have high
means that are significantly different than the low-mean groups of B6, 129v2,
A, and 129v1. C57s and BALBs are intermediate.

10.2.3.5 Examine the effect size.

The R2 for this problem is .12. This indicated that 12% of the variance in
cocaine-induced activity is explained by mean strain differences.

10.2.4 Fit and examine planned comparisons
The omnibus F in a oneway ANOVA informs us whether or not the group means
are likely to have been “picked out of the same hat.” In some cases, a researcher
might have one or more a priori hypotheses about some means. For example, the
researcher may have hypothesized that BALBs should have less activity than
DBAs. Clearly the omnibus test is inappropriate to evaluate this hypothesis.
These a priori hypotheses are known collectively as planned comparisons and
there are special techniques used to test them.

In some–but far from all–situations, planned hypotheses can be tested by
judicious selection of a reference group. For example, in the BALB versus DBA
hypothesis, one could specify one of these groups as the reference group and
then examine the significance and sign of the β coefficient for the other group.
In the general case, however, one recodes the categorical variable in a way so
that the hypotheses can be tested. This is a complex issue, so we devote a whole
section to it in a later Chapter (see Section 12.5 in Chapter 12).

10.2.5 Reporting the Results
As for a simple regression, the report for a oneway ANOVA should include
information on both statistical significance and effect size. The appropriate test
statistic for significance is the F statistic for the model in the overall ANOVA
table and the significance is the p value associated with that F. The customary
way of reporting F is in the form

F (model degrees of freedom, error degrees of freedom) (10.2.3)

For example, from for Table 10.6, F (7, 376) = 8.60, p < 0.0001.
The effect size is measured by the squared multiple correlation or R2. In a

oneway ANOVA, R2 equals the proportion of the total variance in the dependent
variable predictable from mean differences between groups.

Because the GLM for a single qualitative variable deals with the group
means, you must always discuss the group means. Usually, this necessitates
a table of the means or a plot of means. If you choose a table, make certain
to include the sample size and the standard deviation for each group as well as
the results of any post hoc tests (see Sections 10.2.3.4 and 10.5). An example of
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Figure 10.2.3: Mean strain values in activity after cocaine administration.
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such a table would be Table 10.8 but with columns giving the sample size and
standard deviation for each strain.

Figure 10.2.3 illustrates a bar chart for the strain data. Always include
error bars in the means. To aid visual inspections, the strains are ordered from
lowest to highest mean value. To incorporate information from the post hoc
analysis, the bars are color coded according to the results from Table 10.8. The
text should also mention that both the Tukey and Scheffé multiple comparisons
analyses gave the same results–the high group was significantly different from
the low group, but the intermediate group did not differ from either the high or
the low groups.

10.3 Least squares criterion and sums of squares*
The standard way for finding the parameters, i.e.βs, in the GLM is to use the
least squares criterion. This turns out to be a max-min problem in calculus. We
deal with that later. Now let’s gently introduce the topic through the concept
of the sum of squares. If we have a scores of numbers, say A, the sum of squares
is found by squaring each individual number and then taking its sum,

SSA =
N�

i=1

A2

i (10.3.1)

165



166 CHAPTER 10. GLM: SINGLE PREDICTOR VARIABLES

We have already seen this concept in the calculation of a variance.

Table 10.9: Data for the calculation of
the sums of squares.

X Y
13 1
18 7
14 4
15 3
16 5

The GLM uses the same concept
but calculates three kinds of sums of
squares for the dependent variable.
To illustrate, consider the simple data
in Table 10.9 in which we want to pre-
dict Y using X. Calculation of the de-
sired sum of squares is akin to enter-
ing these data into a spreadsheet and
then creating new columns. The first
SS to calculate is the Total SS for Y.
This equals the sum of the squared
deviations from the mean. We start

by calculating the mean and then creating a new column labeled (Y − Y ) that
contains the deviations from the mean. The mean for Y in Table 10.9 is 4, so
the first entry in this table would be (1 - 4) = -3, the second (7 - 4) = 3, and
so on. Create a new adjacent column that has the square of the elements in
(Y − Y ). Name this column (Y − Y )2. The first element is (-3)*(-3) = 9, the
second 3*3 = 9, etc. The total SS us the sum of all the numbers in this column
or, algebraically,

SSTotal =
N�

i=1

�
Yi − Y

�2 (10.3.2)

The next sum of squares is the sum of squares for the predicted values of
the response variable or Ŷ . In general, this is the sum of squares for the model.
Pick any two values of β0 and β1 and add a new column where the entries are
Ŷ = β0+β1X. The next step is to compute the mean of the Ŷ s and enter a new
column where each entry is the Ŷ minus the mean of the Ŷ s. Call this column
(Ŷ − Ŷ ). The first X value is 1 adn the second is 7. If we let β0 = -8 and β1

= 2, then the first two enteries in column Ŷ will be 18 and 28. The mean for
Ŷ will be 22.4. Hence, the first entry in column (Ŷ − Ŷ ) will equal 18 - 22.4 =
-4.4 and the second will be 28 - 22.4 = 5.6.

A next column takes the entries in (Ŷ − Ŷ ) and squares them. The first
and second numbers in this new column, (Ŷ − Ŷ )2, will be −4.42 = 19.36 and
5.62 = 31.36. The model SS is the sum of this column or

SSModel =
N�

i=1

�
Ŷi − ¯̂Y

�2

(10.3.3)

The final SS is the error or residual sum of squares. Because Ei = Yi−Ŷi, we
subtract column Ŷ from column Y to get a new column E. By now you should
be familiar with the rest. Calculate the mean or E = E, create a column of
deviations from the mean or (E - E), square each element in this column giving
column (E - E)2, and sum the numbers in this column. Hence, the error sum
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of squares is

SSError =
N�

i=1

�
Ei − E

�2 (10.3.4)

The results of these three equations would give the sums of squares in an
ANOVA table except for one important point–we used arbitrary values for the
βs. For least squares criteria, we want to find the βs than minimize the sum of
squares for error which we will not abbreviate as SSE . This is a maximum/min-
imum problem in calculus. The generic solution is to take the first derivative of
the function SSE with respect to β0 and set it to 0, take the first derivative of
the function SSE with respect to β1 and set it to 0, and then solve for β0 and
β1 . Algebraically, find β0 and β1 such that

∂SSE

β0

= 0, and
∂SSE

β1

= 0 (10.3.5)

This sounds horrendous but it turns out that the solution of these derivatives
is not challenging, and after they are written all of the skills required for their
solution were learned in high school algebra. Without specifying the gory details,
the results are

β1 =
cov (X,Y )

s2X
(10.3.6)

or the covariance between the two variables divided by the variance of the pre-
dictor variable, and

β0 = Y − β1X (10.3.7)

10.4 What is this mean squares stuff?*
The ANOVA table for the model has two means squares, one for the model and
one for error (residuals). Recall from Section 4.3.2.3 that another name for an
estimate of a population variance is a mean square with the equation

σ̂2 = mean square = MS =
sum of squares

degrees of freedom
=

SS

df

Under the null hypothesis (H0), both mean squares for the model and the mean
squares for error will be estimates of the population variance, σ2. Hence, the
ratio of the mean squares for the model to the mean squares for error should
be something around 1.0. Under the alternative hypothesis (HA), the mean
squares for the model should be a greater than σ2 because it contains variance
due to the model’s prediction. Hence, the ratio should be greater than 1.0.

To illustrate, let us start with a oneway ANOVA where the factor has three
levels and equal sample sizes within each cell. Let µ and σ2 denote, respectively
the mean and variance of the scores of the dependent variable in the population.
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Table 10.10: Expected and observed statistics under the null hypothesis.

Sample Mean Variance
Level Size Observed Expected Observed Expected

Level 1 N X̄1 µ s2W1
σ2

Level 2 N X̄2 µ s2W2
σ2

Level 3 N X̄3 µ s2W3
σ2

Then we can construct a table of observed statistics and their expected values
under the null hypothesis as shown in Table 10.10.

Inspect the Table and ask “how can I get an estimate of σ2 from the observed
quantities?” Most of you will respond by taking the average of the three within
group variances. Let us designate this estimate of σ2 as σ̂2

W ,

σ̂2

W = s2W =
s2W1

+ s22 + s2W3

3
(10.4.1)

This is equal to the mean squares for error.
Can you figure out from the table how to obtain a second estimate of σ2, this

time based on the observed means? This is far from obvious until we recall that
under the null, the three means are sampled from a “hat” of means where the
overall mean is µ and the variance is σ2/N . Hence, the variance of the observed
means (σ2

X
) is expected to equal

s2X̄ =
σ2

N
(10.4.2)

where N is the sample size within a group.
We can now derive a second estimate of σ2, this time based on the observed

means, as
σ̂2

X̄ = Ns2X̄ (10.4.3)
In short, we treat the three means as if they were three raw scores, calculate
their variance and then multiply by the same size within each group.

Now ask, if–again, assuming the null hypothesis–I take the estimate of σ2

based on the means and divide it by the estimate of σ2 based on the within-
group variances, what number should I expect? In algebra, If you answered
1.0, then you are very close, but not technically correct. For esoteric reasons,
among them that a computed variance cannot be negative, the correct answer
is “something close to 1.0.” Denoting this ratio as F0, incorporate this wrinkle
and write

H0 : F0 =
σ̂2

X̄

σ̂2

W

≈ 1.0 (10.4.4)

Read “under the null hypothesis, the F ratio–the estimate of the variance based
on the means divided by the estimate of the variance calculated from the within-
group variance–should be within spitting distance of 1.0.” Writing this same
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equation in terms of the observed statistics gives

H0 : F0 =
Ns2

X̄

s̄2W
≈ 1.0 (10.4.5)

Read “under the null hypothesis, the F ratio–N times the variance of the means
divided by the average of the within group variances–should be around 1.0.”

By now, you should be attuned to how the “analysis of variance” got its
name. It obtains two estimates of the population variance, σ2, and under the
null hypothesis, both estimates should be approximately equal.

What about the alternative hypothesis? Here, there are real differences
among the means as well the sampling error from the “hat” of means. Let f

�
X
�

denote the true variance in the means under the alternative hypothesis. Then
the expected value for calculating the variance of the observed means should be

E
�
s2X̄

�
= f

�
X̄
�
+

σ2

N
(10.4.6)

Multiplying by N gives

E
�
Ns2X̄

�
= Nf

�
X̄
�
+ σ2 (10.4.7)

Placing this quantity in the numerator, the average within-group variance
in the denominator and taking expectations gives

HA : FA =
Ns2

X̄

s̄2W
=

Nf
�
X̄
�
+ σ2

σ2
>> 1.0 (10.4.8)

You can see how the F ratio under the alternative hypothesis should be “some-
thing much greater than 1.0.” (The “much greater than” is relative to the actual
data.)

10.5 Multiple Comparison Procedures*
Although R2 is a measure of effect size in a oneway ANOVA, it suffers from one
major limitation—it does not indicate which groups may be responsible for a
significant effect. All that a significant R2 and the F statistic say is that the
means for all groups are unlikely to have been sampled from a single hat of
means. Unfortunately, there is no simple, unequivocal statistical solution to the
problem of comparing the means for the different levels of an ANOVA factor.

The fundamental difficulty can be illustrated by imaging a study on per-
sonality in which the ANOVA factor was astrological birth sign. There are 12
birth signs, so a comparison between the all possible pairs of birth signs would
result in 66 different statistical tests. One might be tempted to say that 5%
of these tests might be significant by chance, but that statement is misleading
because the tests are not statistically independent. The Virgo mean that gets
compared to the Leo mean is the same mean involved in, say, the Virgo and
Pisces comparison.
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Because of these problems, a number of statistical methods have been de-
veloped to test for the difference in means among the levels of an ANOVA
factor. Collectively, these are known as multiple comparison procedures (MCP)
or, sometimes, as post hoc (i.e., “after the fact”) tests , and this very name should
caution the user that these tests should be regarded more as an afterthought
than a rigorous examination of pre-specified hypotheses.

Opinions about MCPs vary. Many professionals(Judd et al., 2008; Rosen-
thal et al., 1999, Rosnow and Rosenthal, 1989) advocate using only planned or
a priori comparisons. Others view them as useful adjuncts to rigorous hypoth-
esis testing. Still others (e.g., Seville, 1990) regard some MCPs as hypothesis-
generating techniques rather than hypothesis-testing strategies. Everyone, how-
ever, agrees on the following: if you have a specific hypothesis on how the means
should differ, never use MCPs to test that hypothesis. You will almost always
be testing that hypothesis with less rigor and statistical power than using a
planned comparison.

Our first advice on MCP is to avoid them whenever possible. It is not that
they are wrong or erroneous. Instead, they are poor substitutes for formulating
a clear hypothesis about the group means, coding the levels of the ANOVA
factor to embody that hypothesis, and then directly testing the hypothesis.
The proper role for post hoc tests is in completely atheoretical situations where
the investigator lacks any clear direction about which means might differ from
which others. Here, they can be useful for detecting unexpected differences that
may be important for future research.

10.5.1 Traditional multiple comparison procedures
One problem with MCPs is their availability in different software packages. Not
all software supports all MCPs. Hence, we concentrate here on “classic” (read
“old”) MCPs that are implemented in the majority of software packages. It is
worthwhile consulting the documentation for your own software because modern
MCPs have advantages over the older methods.

The traditional MCPs are listed in Table 10.11 along with their applicabil-
ity to unbalanced ANOVAs and their general error rates. Note that the entries
in this table, although based on considerable empirical work from statisticians,
still involve elements of subjective judgment and oversimplification. For exam-
ple, the Student-Newman-Keuls (SNK) procedure can be used with unequal N
provided that the disparity among sample size is very small. Similarly, SNK
can have a low false positive rate in some circumstances. Also note that some
tests can be implemented differently in different software. For example, Fisher’s
Least Significant Differences (LSD) is listed in Table 1.1 as not requiring equal
sample sizes. This may not be true in all software packages.

The generic statistical problem with MCP—hinted to above—is that one
can make a large number of comparisons of means and that the probability of a
false positive judgment increases with the number of statistical tests performed.
One solution is to perform t tests between every pair of means, but to adjust
the alpha level of the individual t tests so that the overall probability of a false
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positive judgment (i.e., Type I error) is the standard alpha value of .05 (or
whatever value the investigator chooses). This overall probability is sometimes
called the experimentwise, studywise, familywise, or overall error rate. Let αO

denote this overall, studywise alpha and let αI denote the alpha rate for an
individual statistical test. Usually, the goal to to set αO to some value and
then, with some assumptions, derive αI .

Two corrections, the Bonferroni and Šidák entries in Table 10.11 adjust the
α level. The simpler of the two correction is the Bonferroni (aka Bonferroni-
Dunn). If there are k levels to a GLM factor, then the number of pairwise mean
comparisons will be

c =
k(k − 1)

2
(10.5.1)

A Bonferroni calculates αI as αO/c or the overall alpha divided by the number
of comparisons. If there are four levels to a GLM factor, then c = 6 and with an
overall αO set to .05, αI = .05/6= .0083. Hence, a a test between any two means
must have a significance level of .0083 or greater before it is called significant.

A second approach is to recognize that the probability of a making at least
one false positive (or Type I error) in two completely independent statistical
tests is

1−
�
1− αI

2
�
= 1− .952 = .0975 (10.5.2)

when αI = .05. In general, and the overall studywise alpha (αO) for c indepen-
dent comparisons is

αO = 1− (1− αI)
c (10.5.3)

Setting αO to a specified level and solving for αI gives

αI = 1− (1− αO)
1/c (10.5.4)

This is Šidàk [1967]Šidák’s (1967) MCP.
A key assumption to the Bonferroni and Šidák correlations is that all the

tests are statistically independent. This is clearly false but the extent to which
it compromises the test is not well understood. Another MCP strategy is to
ignore the independent-dependent issue altogether and compute t tests for every
pair of means using the traditional αI . This approach is embodied in what
has become to be known as Fisher’s Least-Significant-Differences (LSD), Fisher
claimed that these tests were valid as long as the overall F for the ANOVA
factor was significant, in which case the test has been termed Fisher’s Protected
Least-Significant Differences or PLSD. (Many statisticians dispute this claim).
The LSD and PLSD are liberal tests. That is, they are prone to false positive
(Type I) errors.

Because Fisher’s PLSD and the Šidák and Bonferroni corrections are based
on t tests, they require the typical assumptions of the t test—normal distribu-
tions within groups (or sufficiently large sample size that central limit holds)
and homogeneity of variance. Scheffè’s test, another MCP, does not require
these assumptions, and hence gained popularity before other robust MCPs were
developed. Scheffè’s test will not give a significant pairwise comparison unless
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the overall F for the ANOVA factor is significant. The test, however, is conser-
vative. That is, it minimizes false positives, but increases the probability of a
false negative inference (Type II error).

Except for Dunnett’s test, the remaining procedures listed in Table 10.11
vary in their error rates between the liberal LSD and the conservative Scheffè.
Duncan’s Multiple Range Test (MRT) is widely available, but many statisticians
recommend that it not be used because it has a high false positive rate. The
Student-Newman-Keul’s procedure (SNK) is widely used because it originated in
the earlier part of the 20th century and underwent development into the 1950s.
It should not be used with strongly unbalanced data. The Tukey-Kramer MCP
(also called Tukey or Tukey-Kramer honestly significant differences) is another
intermediate test that can be used with unbalanced designs. It is preferred to
its nearest method, Hochberg’s GT2, because it is slightly more powerful.

Dunnett’s test deserved special mention. This test is designed to compare
the mean of each treatment group against a control mean. Hence, it may be the
MCP of choice for some studies.
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Chapter 11

GLM: Multiple Predictor

Variables

We have already seen a GLM with more than one predictor in Chapter 9. That
example introduced the GLM and demonstrated how it can use multiple pre-
dictors to control for variables. In this Chapter, we will learn how to fit and
interpret GLM models with more than one predictor.

In reading this Chapter for the first time, you will have to make a choice.
There is an easy algorithm for GLM that, if followed, will lead you to select a
reasonable model and arrive at correct inferences about that model. That is the
first path. The second path is not for the weak of heart. Read Sections X.X
[NOTE: need multiple sections on SS, MS, etc.]. These give the details about
GLM that leads to the simple algorithm. If you master this–or, more likely,
become sufficiently familiar with the issues that you can use this section as a
reference when you need it–then you can use different GLM packages without
wondering why they give different results using the same data. Yes, you read
that right. Not only do they give different answers to the same data, they use
the same terms but define them differently. In short, they do no play together
nicely.

Instead of presenting the algorithm immediately, we must explore a few
preliminaries. They are: the GLM in algebra and pictures, a new ANOVA table
in the output, different types of sums of squares, and statistical interactions.

11.1 The general form of the GLM
The mathematical form for the GLM can be summarized by two equations and
one figure. The first equation is for the predicted value of a response variable
as a linear function of the explanatory variables. When there are k explanatory
variables, that equation is

Ŷ = β0 + β1X1 + β2X2 + . . . βkXk (11.1.1)
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The second equation is for the observed value of the dependent variable.
This equals the predicted value of the variable plus error or

Y = Ŷ + E (11.1.2)
= β0 + β1X1 + β2X2 + . . . βkXk + E (11.1.3)

The figure for the GLM is taken from path analysis and is depicted in Figure
11.1.1 for two predictor variables. (More predictor variables could be added to
make the figure general, but they just clutter the figure.) The single-headed
arrows denote the coefficients in the linear model. The double-headed arrow
connecting X1 with X2 denotes the covariance between X1 and X2.

The number 1 on the path from Ŷ to Y deserves mention. In the GLM,
it simply means that the coefficient from the predicted value of the depen-
dent variable to its observed value is 1. The general linear model has been,
well, “generalized” to include dichotomous and ordinal response variables. This
generalization leads to what is not called the generalized linear model, often
abbreviated as GLIM1. The picture in Figure 11.1.1 remains the same with one
minor exception–the 1 on the path from Ŷ to Y is replaced by a mathematical
function that converts Ŷ into a dichotomous or ordinal variable. We will see
some examples of the generalized linear models later in Chapter 14.

The GLM can be expressed in a slightly different way when the predictors
include one or more GLM (aka ANOVA) factors. Recall from Section 9.3 that
a GLM factor is a qualitative or categorial variable with discrete “levels” (aka
categories). When modern GLM software has a GLM factor as a predictor,
it converts that factor into numerical variables and estimates the βs for those
numerical variables.

Suppose that we are predicting a response (Y ) as a function of a quantitative
baseline value (Xi) and strain where strain is a categorical variable with three
levels–A, B, and C. We can write the model as

Ŷ = β0 + β1X1 + f(Strain) (11.1.4)

The GLM will read Equation 11.1.4 and create two new variables. Let us desig-
nate then as X2 which equal 1 if the animal is strain A and 0 otherwise, and X2

if the animal is strain B but 0 otherwise. Then Equation 11.1.4 can be rewritten
as

Ŷ = β0 + β1X1 + β2X2 + β3X3 (11.1.5)
The key point is that Equations 11.1.4 and 11.1.5 are identical from a GLM

perspective. The following section provides more detail on this issue.

11.2 ANOVA table of effects
Table 11.1 presents a portion of the SAS output of PROC GLM using the
data on nicotinic receptors introduced in Chapter 9 but with a twist2. Nine
postmortem specimens from people with bipolar disorder have been added to

1This notation is not universal. R, for example, uses function lm for the general linear
model and function glm for the generalized linear model.

2The SAS code used to generate this output is given later in Table 11.22.
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Figure 11.1.1: A path diagram of the general linear model.
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the data set. Hence, the predictors are Age, Cotinine, and Diagnosis where
Diagnosis is an ANOVA (i.g., GLM) factor with three levels–Controls, Bipolars,
and Schizophrenics.

At the top, we see the overall ANOVA table discussed in Sections 10.1.2.1
and 10.2.3.1. At the bottom, we have the table of parameter estimates discussed
in Sections 10.1.2.2 and 10.2.3.3. The middle two tables are new. These are
ANOVA tables testing the significance of the predictive effects for each of the
predictor variables. Notice that there are two different ANOVA tables for the
parameter effects. The one immediately below the overall ANOVA table is
for Type I sums of squares (notice the “Type I SS” column label). The one
immediately above the table of parameter estimates is for the Type III sums
of squares. Notice also that the significance of some parameters changes in the
tables. In the Type I SS, the effect of Cotinine is marginally significant (p =
.09). In the Type III table, however, Cotinine is significant (p = .01). The
difference between these two tables is discussed in the next section.

The ANOVA table for effects uses F statistics to test for each effect in the
model. The significance level for these F tests in the Type III statistics will be
identical to the significance level of the t tests in the parameter estimates table
for every term except those involving an ANOVA factor. Variables Age and
Cotinine are not ANOVA factors, so their p values are the same in the Type
III statistics and in the parameter estimates. Variable Diagnosis, on the other
hand, is an ANOVA factor. Here, the tests in the ANOVA table of effects and in
the parameter estimates give different, but complementary, information about
that ANOVA factor. 3

The F test in the ANOVA table of effects provides an overall test for the
ANOVA factor. The variable Diagnosis has three levels–Control, Schizophrenia,
and Bipolar–so the overall test asks whether the three means can be considered
to be sampled from the same “hat” of means. The F statistic for Diagnosis is
significant–F (2, 28) = 5.36, p = 0.0–so we reject the null hypothesis that the
three means are sampled from the same “hat.” Note that the F statistic informs
us only that there are differences somewhere among the means. It does not tell
us where those differences lay.

The t test in the table of parameter estimates tests for the significance of
the parameters, i.e., the βs in the model. Recall that when the model includes
an ANOVA factor, the GLM creates new variables for that factor by dummy
coding the factor (see Section 12.5.3.2 about dummy coding). One of the levels
of ANOVA factor is treated as a reference level and no new variable is created.
SAS was instructed to treat the controls as this level.4 The GLM will create a

3Square the t values in the parameter estimates table and compare them to the F values
in the Type III table. The square of the t statistic is an F statistic with one degree of freedom
in the numerator.

4I am lying again. Strictly speaking, SAS does create a variable for this reference group
but then forces the coefficient for it to be 0 and prints out the unintelligible warning “The
X’X matrix has been found to be singular, and a generalized inverse was used to solve the
normal equations. Terms whose estimates are followed by the letter ’B’ are not uniquely
estimable.” The explanation in the text accurately represents what the end results of the
GLM does although it does take liberties with the way in which SAS uses the GLM to get to
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Table 11.1: PROC GLM output for the analysis of nicotinic receptors in the
brains of schizophrenics, bipolars and controls.

ANOVA Table: Overall Model
Source DF Sum of Squares Mean Square F Value Pr > F
Model 4 591.485471 147.871368 8.35 0.0001
Error 28 496.060626 17.716451
Corrected Total 32 1087.546097

ANOVA Effects Table: Type I Statistics
Source DF Type I SS Mean Square F Value Pr > F
Age 1 297.2858925 297.2858925 16.78 0.0003
Cotinine 1 104.1054495 104.1054495 5.88 0.0221
Diagnosis 2 190.0941290 95.0470645 5.36 0.0107

ANOVA Effects Table: Type III Statistics
Source DF Type I SS Mean Square F Value Pr > F
Age 1 131.4334237 131.4334237 7.42 0.0110
Cotinine 1 241.1589002 241.1589002 13.61 0.0010
Diagnosis 2 190.0941290 95.0470645 5.36 0.0107

Parameter Estimates
Parameter Estimate Standard Error t Value Pr > |t|
Intercept 25.67875108 3.45908884 7.42 <.0001
Age −0.11765920 0.04319777 −2.72 0.0110
Cotinine 0.08271125 0.02241823 3.69 0.0010
Diagnosis Schizophrenia −5.93430748 1.94591371 −3.05 0.0050
Diagnosis Bipolar −0.15289995 1.82818148 −0.08 0.9339
Diagnosis Control 0.00000000 . . .
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Table 11.6: Type I and Type III Sums of Squares.

Source Type I SS Type III SS
A A A | B, C
B B | A B | A, C
C C | A, B C | A, B

new variable–let’s call it Schiz for the moment–with values of for everyone with
a diagnosis of schizophrenia and 0 for everyone else. The GLM will create a
second variable–Bipolar–with a value of 1 for those with bipolar disorder and 0
for the rest. The GLM model is

�nAChR = β0 + β1Age + β2Cotinine + β3Schiz + β4Bipolar (11.2.1)

The two rows in the table of parameter estimates labeled “Diagnosis Schizophre-
nia” and “Diagnosis Bipolar” give the estimates of, respectively, parameters β3

and β4. The parameter for schizophrenia is significant (β3 = −5.93, t(28) =
-3.05, p = 0.005) while the one for bipolar is not significant (β4 = −0.15, t(28)
= -0.08, p = 0.93). Each of these parameters test whether the group mean
differs from the mean of the reference group, the Controls in this case. Hence,
the parameter estimates tell us that the Schizophrenics have a significant lower
amount of cholinergic nicotinic receptors than Controls but that the Bipolars
and Controls do not differ. The phrase “controlling for Age and Cotinine levels”
is assumed in this conclusion.

11.3 The different types of sums of squares
When the predictors are correlated, as they are in the nicotinic receptor set, then
there are several ways to mathematically solve for significance in an ANOVA
table. Before digital computers, hand calculations for an ANOVA table started
with the computation of the sums of squares, so the different solutions became
known as “Types” of sums of squares. The two major types used in statistical
packages today are Type I SS, also known as sequential SS and hierarchical SS,
and Type III SS, also termed adjusted SS, partial SS, and regression SS.

You may rightly ask what happened to Type II SS. There is debate, some-
times quite acerbic, in the statistical community about Type II SS. Adding
to the confusion, different statistical packages even use different definitions for
Type II SS. A major reason for developing the algorithm for fitting GLM in this
text was to avoid this troublesome issue but still arrive at the correct interpreta-
tion of results. Hence, it is not necessary to learn about Type II SS to perform
a GLM. If you are interested, however, you must consult the documentation for
the specific statistical package that you are using.

Table 11.6 provides a schematic for understanding Type I and Type III SS.
Assume that a GLM has three predictor variables–A, B and C–and that they

these results.
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Table 11.7: Effect on Type I SS of reversing the order of variables in a GLM
model.

ANOVA Effects Table: Type I Statistics
Source DF Type I SS Mean Square F Value Pr > F
Diagnosis 2 18.5091158 9.2545579 0.52 0.5988
Cotinine 1 441.5429315 441.5429315 24.92 <.0001
Age 1 131.4334237 131.4334237 7.42 0.0110

are given in the equation in that order. Type I SS computes the sums of squares
for predictor A, completely ignoring B and C. Having done that, it calculates
the residuals from the model using A as a predictor and computes the effect of
B, ignoring C.5 Hence, the SS for B can be written as (B | A). Read “B given
the effects of A.” Finally it computes the residuals from the effects of both A
and B and then uses then to calculate the SS for effect C. Hence, the SS for C
can be written as (C | A, B) or “effects of C given the effects of both A and B.”
You can see how these SS are “hierarchical” and “sequential.”

The Type III SS for any variable are computed by controlling for all other
variables in the model. Hence, the SS for A are calculated after the effects of B
and C are removed from the data. Those for B are computed using the residuals
after A’s and C’s effects are removed from the data. Finally the effects of C are
computed adjusting for the effects of both A and B.

Hence, it is obvious that Type I SS are sensitive to the ordering of the
variables in the GLM. We can see this by rerunning the model used in Table
11.1 but reversing the order of the independent variables. The Type I statistics
are shown in Table 11.7. Note that Diagnosis is not significant when it is
entered first. You may have recalled an offhand remark from Chapter 9, “It is
good practice to put any control variables into the equation before the variable
of interest ... .” Now you can see the reason for this statement.

The ANOVA table of effects for Type III statistics remains unchanged be-
cause the effect of any single variable is estimated controlling for all other vari-
ables in the model regardless of whether they occur before or after the variable.

11.3.1 Recommendations on interpreting SS
The very first recommendation is to examine the documentation for the GLM
software to see how it computes an ANOVA table. SAS, SPSS, and Stata offer
you the options on the types of SS to calculate. Like SAS, many packages
output both Type I and Type III SS. The current version of R, on the other
hand, has poor document of its use of the different types of SS. The aov and

5There are computational shortcuts to computing the residuals, but conceptually, it is
much easier to think of the process in those terms.
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anova functions produce Type I SS. To get Type III SS, use the Anova function
from John Fox’s car package.

The second recommendation is that you default to using Type III SS. The
parameter estimates, their standard errors, t and p values are all calculated
using the algorithm behind Type III SS. This is why the significance values for
the Type III SS in Table 11.1 are identical to those in the table of parame-
ter estimates in that figure. Type I SS are mostly useful in epidemiological,
observational, and survey research that does not permit experimental control.

The third recommendation is to compare the results of the default Type
III SS to those of Type I SS especially when a statistical interaction is in the
GLM model. Discrepancies between the two can be useful in diagnosing a
problem called multicollinearity in a GLM when the model includes interactions
(see Section 11.4.2.3.) To understand this, we must first move on to our final
preliminary topic–interactions.

11.4 Statistical Interactions
How many times have you heard a comments like, “It not genes or the environ-
ment, it is the interaction that’s important”? The term “interaction” invokes
unjustified scientific sanctimony as if studying “interactions” should be a holy
scientific pilgrimage. The GLM can deal with interactions among predictor
variables, but the term “interaction” in GLM–indeed, in all statistics–has a very
precise technical meaning that is not always captured in ordinary discourse.

Here we introduce “statistical interaction” by examining two very basic and
important designs–the two by two factorial design and the clinical trial design.

11.4.1 The two by two design
11.4.1.1 Experiment 1: No interaction

Let’s begin with an example. A frequent experimental design in the neurosci-
entist’s armamentarium is a two by two factorial GLM. Assume a researcher is
interested in a response and hypothesized that one substance will increase the
response (the “Excitatory” substance) while another, the “Inhibitory” substance,
will decrease it. One could have three groups–Control, Excitatory, Inhibitory–
and there is nothing wrong with that. Sometimes, however, there is a strong
hypothesis or, for that matter, mere curiosity, about what happens when both
the Excitatory and Inhibitory substance are administered. Adding the fourth
group makes this a two by two GLM design.6

There are two predictors in this study: Excitatory with values of 0 and some
amount (we’ll say 4 units for this example) and Inhibitory with values of 0,
and say, 15. Note that we could have coded the variables values as “No” and
“Yes” or use dummy codes of 0 and 1 and would get identical results in terms

6Occasionally, one will see publications in which the means of the three groups receiving
any dose of a substance are compared pairwise to the mean of the double control group. This
is really stupid.
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Figure 11.4.1: Results of two experiments using two by two designs.
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of statistical significance. It is very good practice, however, to become used to
using the actual numerical value of a dose. This scheme has no disadvantages
but, as we will see later, many advantages. A plot of the means for the data
simulated for this hypothetical experiment is given in left panel of Figure 11.4.1.

A simple GLM has two predictors, the Excitatory dose and the Inhibitory
Dose. Denoting these as E and I,

�Response = β0 + β1E + β2I (11.4.1)

This model does not include an interaction term. It is termed the main effect
model or, or sometimes, the additive model.7

An interactive model adds a third predictor variable that is the product of
E and I. You could literally compute this new variable as (E× I), add it to the
existing data set, and enter the variable into the model. Good GLM software,
however, will let you specify the interaction without going through the trouble
of calculating a new variable. The model is now

�Response = β0 + β1E + β2I + β3 (E× I) (11.4.2)

The results for fitting this model are given in Table 11.9.
From the ANOVA table, the overall model has significant prediction: F (3,

28) = 7.13, p = 0.001. The effect size is large (R2 = 0.43, adjusted R2 = 0.37)
so the experimental manipulations, on average, had a large effect. The table for
the parameter estimates shows that the Excitatory substance significantly in-
creased the response (β1 = 2.23, t(28) = 2.33, p = 0.03) and that the Inhibitory

7Here, the term “additive” means that the model is additive relative to the interactive
model that, as we shall see, has a multiplicative predictor variable.
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Table 11.9: Full model for two by two example 1.

Anova Table

Source df SS MS Fobs Pr(F > Fobs)
Model 3 1246.88 415.63 7.13 0.0011
Residuals 28 1633.04 58.32
Total 31 2879.93

R2 Adjusted R2 RMSE
.433 .372 7.637

Parameter Estimates
Source Estimate Std. Error tobs p
Intercept 32.839 2.700 12.16 < .0001
Excitatory 2.226 0.955 2.33 0.0271
Inhibitory -0.580 0.255 -2.28 0.0306
Exit. * Inhib. -0.021 0.090 -0.23 0.8204

substance significantly decreased the response (β2 = −0.58, t(28) = −2.29,
p = 0.03). The interaction was not significant (β2 = −0.02, t(28) = −0.23,
p = 0.82).

Let’s examine a two by two experiment with a statistical interaction.

11.4.1.2 Experiment 2: Significant interaction

Our second experiment has the same design as the first but with different Re-
sponse, Excitatory, and Inhibitory variables. The doses for E are 0 and 50 while
those for I are 0 and 8. The right panel in Figure 11.4.1 presents the means and
Table 11.10 gives the results of the GLM.

The results for fitting this model are given in Table ??.
The second experiment also has significant over all prediction: F (3, 28) =

8.13, p = .0005, R2 = .47. The effect of the Excitatory substance is significant
(β1 = 2.191, tobs = 2.74, p = .01) while that of the Inhibitory substance is
not (β1 = −6.759, tobs = −1.35, p = .19). We should not, however, conclude
anything substantive from this. Why? Because there is a significant interaction
(β1 = −0.308, tobs = −2.18, p = .04). As we shall see, a significant interaction
trumps the significance of the variables involved in that interaction. Let us first,
however, examine the meaning of an interaction.

11.4.1.3 The meaning of an interaction: math and geometry

It is now time to define interactions. In ordinary parlance, the word “interac-
tion” is often used to denote a “both ... and” relationship. For example, the
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Table 11.10: Full model for two by two example 1.

Anova Table
Source df SS MS Fobs Pr(F > Fobs)
Model 3 155834.55 51944.85 8.13 0.0005
Residuals 28 178889.71 6388.92
Total 31 334724.26

R2 Adjusted R2 RMSE
.466 .408 79.93

Parameter Estimates
Source Estimate Std. Error tobs p
Intercept 311.300 28.260 11.02 < .0001
Excitatory 2.191 0.799 2.74 0.0105
Inhibitory -6.759 4.996 -1.35 0.1869
Exit. * Inhib. -0.308 0.141 -2.18 0.0378

term “genotype-environment interaction” is used to convey the idea that both
genes and environment contribute to a phenotype. In “statisticalese”, the term
interaction has a different meaning, one that should be memorized and never
forgotten. In statistics, an interaction between independent variables A and B
implies that the effect of A depends on the value of B and that the effect of B
depends on the value of A.

To see the meaning of this phrase, write the prediction equation from the
parameter estimates in Table 11.10

�Response = 311.3 + 2.191E− 6.759I− 0.308 (E× I) (11.4.3)

Factoring out all terms with E gives

�Response = 311.3− 6.759I + 2.191E− 0.308 (E× I) (11.4.4)
= 311.3− 6.759I + (2.191− 0.308I) E (11.4.5)

The slope of the line for E is (2.191 - .308I). Notice that this is a function
of I, the dose of the Inhibitory substance. When no Inhibitory substance was
administered, then the slope of the line for E is 2.191. When, however, 50 units
of I was used, the slope is (2.191 − .308 × 50) = -0.27. Verify this in the right
hand panel of Figure 11.4.1. When the Inhibitory substance is absent, then 50
units of E increases the response. When the Inhibitory substance is present,
then 50 units of E has no effect. Hence, the effect of E depends on the value of
I.

Note that the definition of interaction implies that effect of I also depends
on the value of E. Rewriting Equation 11.4.3 to factor out I gives

�Response = 311.3 + 2.191E− (6.759 + 0.308E)I (11.4.6)
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Figure 11.4.2: Interaction effects in a two by two design.
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When the dose of the Excitatory substance is 0, the slope of the line for I is
-0.308. When the dose is 50, the slope for the Inhibitory substance is -15.4.
Figure 11.4.2 shows the means for Experiment 2 plotted in this way.

Return to Experiment 1 and replay this exercise using the parameter esti-
mates in Table 11.9

�Response = 32.829 + 2.226E− 0.580I− 0.021 (E× I) (11.4.7)
= 32.829− 0.580I + (2.226− 0.021I)E (11.4.8)

Recall that the interaction term in this example was not significantly different
from 0. Hence, even though the interaction is in the prediction equation, it
should not change the slope of E very much. When the Inhibitory dose is 0, the
slope of the prediction line for E is 2.23. When the dose is 15, the slope is 1.91.
The slope for E does not change much.

Because the interaction in Experiment 1 was non significant, we obtain a
better prediction equation by dropping the interaction term from the model
and rerunning the GLM. The prediction equation is now

�Response = 33.138 + 2.072E− 0.621I (11.4.9)

Here, we can change the Inhibitory dose all that we want but the slope of E
remains invariant at 2.072. Similarly, any changes in E will leave the slope for

186



11.4. STATISTICAL INTERACTIONS 187

variable I unaffected at -0.621. Comparing this to an interactive model leads us
to one of the most important conclusions about GLM. In a purely additive or
main effect model, the predictive effect of an independent variable is constant
and invariant. We can change the values of all of other independent variables in
all ways and combinations, but the predictive effect of that variable will remain
unchanged.

In a purely additive or main effect model, the predictive effect of an
independent variable is constant and invariant. We can change the
values of all of other independent variables in all ways and combinations,
but the predictive effects will remain unchanged.
In an interactive model, the predictive effect of a variable in an in-
teraction changes and varies with the values of the other independent
variable(s) in the interaction.

Because the “predictive effect” of an independent variable in a GLM is equiv-
alent to a slope, we can express this in geometric terms. In a purely additive
or main effects model, the slope of the prediction line for a variable is constant
and invariant. In an interactive model, the slope of a variable involved in an
interaction changes and varies with the values of the other independent vari-
able(s) in the interaction. When the figures involves plots of means, then an
additive, main effects model implies that the lines connecting the means will
be parallel. In an interactive model the lines connecting the means will not be
parallel. Using this rule, a cursory glance at Figure 11.4.1 suggests that the
study on the left involves simple additivity while the one on the right has an
interaction.

11.4.1.4 The meaning of an interaction: differential sensitivity

In substantive terms, many interactions in experimental or quasi-experimental
designs can be thought of in terms of differential sensitivity. That is, the organ-
isms (or observational levels) at one level of one factor are differentially sensitive
to the a variable than organisms in other levels. Genotype-environment interac-
tion is a classic case, an example of which is given in Figure 11.4.3. The fact that
the regression lines are not parallel for the three genotypes in the figure clearly
implies interaction between the genotypes and the environment. Genotype aa
is insensitive to the environment. The predicted value for organisms with this
genotype is the same across all values of the environment. Genotype AA, on
the other hand, is very sensitive. Changes in the environment produce notable
changes in the phenotype. Genotype Aa is intermediate in sensitivity.

If you do find an important statistical interaction, then plot it. Those groups
with the largest slopes (in either the positive or negative direction) will be the
most sensitive to the variables in the problem. Those with flatter slopes will be
less sensitive.
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Figure 11.4.3: An Example of genotype-environment interaction.
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11.4.1.5 Numeri, non verba

Read “numbers, not words.” We used the actual numerical value of doses in the
example. Was this necessary? No. So why bother when we could just as easily
have used word categories such as “No” and “Yes” or “Present” and “Absent”?

Table 11.11 gives the parameter estimates for the GLM for Experiment 2
when the Excitatory and Inhibitory substances were coded as “No” and “Yes.”
Here, a predicted value for any observation starts with the constant 311.30. If
an observation was also given the Excitatory substance, then add 109.55 to that
number giving a predicted value of 420.85. If there was no Inhibitory substance
used for that observation then stop. If it was used, then subtract 54.08 and
then 123.24 from that number, giving 243.50. In this way, we can arrive at the
predicted values for all four groups.

Compare the columns for tobs and p with those in Table 11.10. They are
identical. What differs is the parameter estimates and their standard errors. In
Table 11.10 the metric was in dose while in Table 11.11 the metric is “No” and
“Yes.”

Now comes the fun. Recall that the doses were (0, 50) for the Excitatory
substance and (0, 8) for the Inhibitory one. Use the estimates in the “No”
and “Yes” solution in Table 11.11 and calculate the predicted response using an
Excitatory dose of 35 and an Inhibitory one of 3. ... Clock’s ticking and, yes, it
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Table 11.11: Parameter estimates in experiment 2 using categories.

Parameter Estimates

Source Estimate Std. Error tobs p
Intercept 311.30 28.26 11.02 < .0001
ExcitatoryYes 109.55 39.97 2.74 0.0105
InhibitoryYes -54.08 39.97 -1.35 0.1869
ExitYes * InhibYes -123.24 56.52 -2.18 0.0378

can be done.
Now substitute 35 for E and 3 for I into Equation 11.4.3

�Response = 311.3 + 2.191(35)− 6.759(3)− 0.308 (35× 3) = 335.37 (11.4.10)

Enough said. Numeri, non verba.

11.4.2 The clinical trial design
To most of us, the phrase “clinical trial” evokes a study in which patients are
randomly assigned to a control group or to one or more experimental treat-
ment groups, data are gathered on various aspects of their disease status after
treatment, and then conclusions are made about about the efficacy of the ex-
perimental treatments. Substitute “mouse,” “rat”, “cell culture”, “brain slice”,
or the observational unit of your choice for “patient” and we have a traditional
experiment in neuroscience.

The fundamental logic of a clinical trial design involves three steps: (1)
measurement of the patients (or, in neuroscience, rats, patch clamps, or other
observational units) before any experimental procedures; (2) random assignment
of observational units to the treatment conditions; and (3) measurement on
the observations after the administration of treatments. In short: baseline –
> treatment –> follow up. In practice, there may be more than one baseline
assessment and in human clinical trials there is almost always more than one
follow up assessment, but these circumstances just alter the number of variables.
The fundamental logic remains unchanged.

The cost and importance of human clinical trials have prompted a whole
science about the best types of data to collect at various stages of the study
and the best ways to analyze those data. Neuroscience should take advantages
of those insights.

11.4.2.1 The advantage of modeling interactions

This section is devoted to convincing you to use GLMs with interaction terms to
gain insight into a clinical trial design in neuroscience. Consider a very simple
clinical trial of an anxiolytic drug. Anxiety is measured at baseline, patients are
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Table 11.12: GLM coefficients for control and treatment groups in the anxiolytic
example.

Statistic:
Group: Intercept Slope
Control β0 β1

Treatment (β0 + β2) (β1 + β3)

randomly assigned to either an active drug or placebo control group and, after
a suitable time, the anxiety measure is re-administered. Let variable Drug be a
dummy code with values be 0 for placebo and 1 for the anxiolytic. The model
for the the study is

�FollowUp = β0 + β1Baseline + β2Drug + β3 (Baseline×Drug) (11.4.11)

Here you may think of an “easier” analysis–simply take the difference score (Fol-
lowUp - Baseline) and test whether the two groups differ on that variable. This
approach, although prevalent in neuroscience, is not “wrong.” It does, however,
hide information that you may find interesting. What is this information? An
explanation of the interaction term will help us uncover that.

By letting the value of Drug = 0 in Equation 11.4.11, we can write the GLM
equation for the control group

�FolllowUpControl = β0 + β1Baseline (11.4.12)

This is the equation for a straight line. The intercept is β0 and the slope is β1.
The equation for the treatment group is derived by substituting 1 for Drug

and simplifying

�FollowUpAnxiolytic = β0 + β1Baseline + β2 + β3 (Baseline)

= (β0 + β2) + (β1 + β3) Baseline (11.4.13)

This is also an equation for a straight line. The intercept is the quantity
(β0 + β2). The slope is the quantity (β1 + β3). A summary of these quanti-
ties is provided in Table 11.12.

Hence, the GLM fits two different straight lines to the data points, one for
the control group and the other for the active drug group. Furthermore, the
parameters tell us where those two straight lines might differ. The intercept for
controls is β0 while the intercept for the treatment group is (β0 + β2). Hence
parameter β2 asks whether the intercept for the treatment group is the same as
the intercept for the controls.

The slope of the regression line for Baseline predicting FollowUp anxiety is
β1 for controls and (β1 + β3) for the anxiolytic group. Hence, β3 tests whether
this slope is the same in the two groups. This agrees with the interpretation of
an interaction developed in the two by two design. Interactions imply different
slopes. In the two by two design, the slopes were for plots of means. In the
present case, the slopes are for two continuous variables.
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Figure 11.4.4: Possible outcomes from a clinical trial design.
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All of this is fine from an algebraic and geometrical viewpoint, but what is the
meaning of the interaction in terms of substantive issues about the treatment
of anxiety? Recall that an interaction can always be interpreted in terms of
differential sensitivity. Because the interaction is with Baseline and the drug, a
significant interaction implies that those with severe anxiety are more (or less)
sensitive to the drug that those with mild anxiety. The detection of such a
relationship is of clear clinical importance.

Let’s consider the algebra along with the four scenarios depicted in Figure
11.4.4. In panel (A) the drug has no effect in lowering anxiety and there is no
differential sensitivity. Here, β2 = β3 = 0 so the GLM equation is

�FollowUp = β0 + β1Baseline (11.4.14)

and the only differences in intercepts and slopes between the control and treat-
ment groups are due to chance.

If the drug does in fact lower anxiety but there is no differential sensitivity to
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the drug as a function of baseline severity, then we have the situation depicted
in panel (B). In algebra, β2 < 0 and β3 = 0. The GLM equation is

�FollowUp = β0 + β1Baseline + β2Drug (11.4.15)

The two groups will differ in mean follow up scores, but the slopes of the lines
for the two groups will be equal.

When there is an interaction, then β3 is not equal to 0 and we have the
two equations given previously for the control and treatment groups. To see
how differential sensitivity works, construct a change score, δ, as (Baseline -
FollowUp). High values of δ imply improvement while low values denote a
worsening of symptoms. Using Equation 11.4.14, the equation for observed
follow up scores for the control group is

FollowUpControl = β0 + β1Baseline + E (11.4.16)

where E is error. Then

δControl = Baseline− FollowUp

= Baseline− β0 − β1Baseline− E

= −β0 + (1− β1) Baseline− E (11.4.17)

Performing the same operations for the treatment group gives

δAnxiotltic = − (β0 + β2) + (1− β1 − β3) Baseline− E (11.4.18)

When patients with high baseline severity are differentially sensitive to the
drug, δ will be positively correlated with Baseline and that correlation should
be greater than that of the control group. Hence,

(1− β1 − β3) > (1− β1) (11.4.19)

which necessitates that (β3 < 0). Similar logic shows that when those with mild
anxiety symptoms are more sensitive to the drug than the more severe cases,
then (β3 > 0).

Substituting these inequalities into Equation 11.4.11 shows that when severe
cases are more sensitive then the slope of the line predicting FollowUp from
Baseline should be less than the slope of controls. An example is depicted in
panel (C) of Figure 11.4.4. Conversely, when patients with mild symptoms are
more sensitive to the drug than those with severe symptoms, then the slope
for the treatment group should be steeper than that for controls. Panel (D) of
Figure 11.4.4 illustrates this case.

This is a long winded, yet very important, illustration of how some slight dif-
ferences in formulating the GLM can add substantive conclusions to a scientific
problem. The difference involves modeling an interaction versus assuming that
there is no interaction. The so called “simple” analysis computes a difference
score and then tests whether the control and treatment groups have the same
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Table 11.13: GLM results from a clinical trial of an anxiolytic drug.

Overall ANOVA Table
Source DF SS MS Fobs p(F > Fobs)
Model 3 2996.726716 998.908905 10.45 0.0002
Error 20 1910.898284 95.544914
Total 23 4907.625000

ANOVA Tables for Parameter Effects
Type I SS Type III SS

Source DF Fobs p(F > Fobs) Fobs p(F > Fobs)
Baseline 1 23.79 < .0001 22.53 0.0001
Group 1 6.91 0.0161 0.04 0.8393

Baseline*Group 1 0.66 0.4249 0.66 0.4249

Parameter Estimates
Source Estimate Std. Error tobs p
Intercept 10.45347120 8.04213685 1.30 0.2084
Baseline 0.46322009 0.17547641 2.64 0.0157
Group Control 0 . . .
Group Treatment -2.23733714 10.88690303 0.21 0.8393
Baseline*Group Control 0 . . .
Baseline*Group Treatment -0.19192556 0.23561207 0.81 0.4249

means on the difference scores. The assumption–almost always unrecognized
by the investigator–is that the sensitivity to treatment is equal in both groups.
Fitting a GLM model with an interaction term can assess the validity of this
assumption. Ask yourself, “Which is better science: testing an assumption or
just assuming it without an empirical test?”

11.4.2.2 An example of a clinical trial

The anxiolytic data set is of the form for the clinical trial–a single baseline,
random assignment to a control versus active anxiolytic group, and a single
follow up. The results from a hypothetical study are presented in Table 11.13.

The omnibus test is significant (F (3, 20) = 10.45, p = 0.0002) indicating
overall predictability. The interesting statistics are the Fand the p for the Group
in ANOVA tables for parameter effects. Using Type I SS, Group is significant
(F (1, 20) = 6.91, p = .02). Using Type III SS, it is far from significant (F (1, 20)
= 0.04, p = .84). This situation was briefly mentioned in Section 11.3.1 where it
was stated “Discrepancies between the two [Type I and Type III results] can be
useful in diagnosing a problem called multicollinearity in a GLM when the model
includes interactions.” The model for the anxiolytic data has an interaction and
the discrepancy between the statistics based on the two types of SS suggests that
multicollinearity might be a problem in case. So what is this “multicollinearity?”
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Table 11.14: Correlations among the variables for the anxiolytic study.

Y X1 X2 X3

FollowUp Y 1.00 .68 -.37 -.15
Baseline X1 .68 1.00 -.01 .31
DGroup X2 -.37 -.01 1.00 .88

DGroup*Baseline X3 = X1X2 -.15 .31 .88 1.00

11.4.2.3 Multicollinerity and interactions

“Multicollinearity” aka “collinearity” is jargon for “highly correlated,” and it ap-
plies to the situation in which there are high correlations in the predictor vari-
ables. The correlations are not merely statistically significant, but their value is
high, around .9. In disciplines like economics the nature of some variables cre-
ates strong multicollinearity, so specialized procedures are used to deal with the
problem. In neuroscience, the most usual sources of collinearity are interaction
terms.

Let’s explore this with the Anxiolytic data. First, create a dummy variable
for Group, say DGroup, with a value of 0 for Controls and 1 for the anxiolytic.
The correlations among all of the variables in the model are given in Table 11.14.

Both Baseline and DGroup are correlated with FollowUp, but this does not
count as multicollinearity because only the correlations among the predictors
are important. The offensive statistic is the correlation between DGroup and
the product term DGroup*Baseline, .88.

Collinearity does not influence the parameter estimates. It does, however,
inflate the standard errors of the estimates for the variable involved in it and, and
hence, the ultimate effect is on significance. When there are high correlations
among the predictor variables, then it is difficult to detect a significant finding
when one does, in fact, exist.

When multicollinearity involves a interaction term, the solution is simple.
If the interaction term is significant, then interpret it and ignore any p values
for the variables involved in the interaction. If the interaction is not signifi-
cant, then drop it from the model and rerun the model without it. Given that
the interaction was not significant in Table 11.13, we should rerun the model
using only Baseline and Group as predictors. The results are given in Table
11.15. Note carefully that the effect of Group is now significant. This demon-
strated how important it is to be aware of the potential of multicollinearity with
interaction terms.

11.5 The algorithm
Here a simple algorithm for fitting GLM models to multiple variables is pre-
sented. The purpose of the algorithm is to avoid relearning about the different
types of sums of squares and multicollinearity every time you want to fit a GLM
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Table 11.15: GLM results from a clinical trial of an anxiolytic drug with the
interaction term.

Overall ANOVA Table
Source DF SS MS Fobs p(F > Fobs)
Model 2 2996.726716 1466.664171 15.60 < 0.0001
Error 21 1974.296658 94.014127
Total 23 4907.625000

ANOVA Tables for Parameter Effects
Type I SS Type III SS

Source DF Fobs p(F > Fobs) Fobs p(F > Fobs)
Baseline 1 24.14 < .0001 24.05 < 0.0001
Group 1 7.02 0.015 7.02 0.0150

Parameter Estimates
Source Estimate Std. Error tobs p
Intercept 5.88468139 5.71714163 1.03 0.3150
Baseline 0.56967733 0.11615761 4.90 < .0001
Group Control 0 . . .
Group Treatment -10.48838711 3.95845878 -2.65 0.0150

to data. The algorithm will always work. There are shortcuts. But the extra 30
seconds or so that it takes to complete the algorithm is not a great expenditure
of time relative to the shortcuts. Also, it is easy to make mistakes using the
shortcuts.8

To illustrate the algorithm, consider an example. The peptide hormones oxy-
tocin (OT) and arginine-vasopressin (AVP) have been linked to several aspects
of social behavior in rodents and in humans (Ebstein et al. [2012], Gabor et al.
[2012], McCall and Singer [2012]). As part of a larger project, an experiment is
performed that administers AVP and OT nasal spray and assess social behavior
in a group of human volunteers. The design for administration is a two by two
factorial with vehicle controls. Behavioral tests were scored before administra-
tion (variable Baseline) and after administration (the dependent variable). Let
us go step by step through this algorithm in Table 11.16 using this example.

11.5.1 Order the independent variables
Order the independent variables so that control variables are written first, fol-
lowed by the predictor variables of real interest.

The three predictor variables are the dose of the two hormones and the

8This algorithm is not “the” correct way of performing and interpreting GLMs. There
are a number of different ways to do GLMs, all of which are correct. The advantage of the
algorithm is purely pragmatic. It is simple, easy to apply, and leads to correct inference in
experimental designs.
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Table 11.16: A simple algorithm for GLM models.

Step: Process:

1 Order the independent variables so that control variables are
written first, followed by the predictor variables of real interest.

2 Make decisions about which interactions to include in the model
based on hypotheses. If you do not hypothesize, say, a three-way
interaction, then do not include it.

3 Enter interactions after main effects. Write lower-order interactions
before higher order interactions. That is, two-way interactions
before three-way interactions. Enter interactions involving control
variables before those for the variables of interest. The variables
involved in any interaction must always be entered as main effects.
Similarly, if you have a higher-order interaction, then all lower-order
interactions involving those variables must always be entered in the
model.

4 Fit the model and examine the highest order interaction.

5 If the interaction is significant, then stop (see text for exceptions).
Go to Step 7. Do not interpret the significance level (p value) of the
main effects of lower-order interactions.

6 If the interaction is not significant, then drop that term and rerun
the model (see text). Continue with step 5 until you reach a
significant interaction or the last main effect in the model.

7 After you have settled on the statistical model, present the means
(if applicable), the GLM coefficients, and/or other information so
that the reader can assess the direction and magnitude of effects.
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baseline measure. We are interested in the hormones and use baseline as a
control variable to increase statistical power. Hence, Baseline will be the first
variable in the model. The order of the peptides depends on specific hypotheses
of the investigators. Here, assume that there is no hypothesis about which
hormone is the more important, so they will be entered alphabetically. The
model now states

Ŷ = β0 + β1Baseline + β2AVP+ β3OT (11.5.1)

11.5.2 Make decisions about interactions
Make decisions about which interactions to include in the model based on hy-
potheses. If you do not hypothesize, say, a three-way interaction, then do not
include it.

This is the most important part of the algorithm. Recall that a statistical in-
teraction is a very precise term–the effect of one predictor depends on the values
of one or more other predictors–and does not the “both ... and” meaning used
in everyday talk. A hypothesis that both AVP and OT will influence the social
behavior is good science, but it does not imply a statistical interaction. Very
few hypotheses in neuroscience imply statistical interactions. The best advice
is to ignore interactions if you have no specific hypotheses about them. If you
engage in a fishing expedition for interactions and publish several experiments
in a paper, then there is a very real danger that some will be reporting false
positives.

Let us use the algorithm in two ways. First, we explore an explicit hypothesis
of interaction that the two hormones are exchangeable but not additive. That
is, OT will increase the response by, say, 7 units. AVP will also increase it by 7
units. But the combination of OT and AVP increases it by 7, not by 14, units.
In statistical terms, the model is

Ŷ = β0 + β1Baseline + β2AVP+ β3OT+ β4(AVP×OT) (11.5.2)

where β4 < 0. Term this the “exchangeable model.”
In the second case, we model all possible interactions–the three two way

interactions and the three way interaction. Term this the “shotgun model.”

11.5.3 Order of the interactions
Enter interactions after main effects. Write lower-order interactions before
higher order interactions. That is, two-way interactions before three-way in-
teractions. Enter interactions involving control variables before those for the
variables of interest. The variables involved in any interaction must always be
entered as main effects. Similarly, if you have a higher-order interaction, then
all lower-order interactions involving those variables must always be entered in
the model.

In the exchangeable model, there is only one interaction, so the order of the
variables in the model is that given in Equation 11.5.2. The interaction term

197



198 CHAPTER 11. GLM: MULTIPLE PREDICTOR VARIABLES

Table 11.17: Hormones and social response: initial results of the exchangeable
model.

Type I Type III
Df Fobs p(F > Fobs) Fobs p(F > Fobs)

Baseline 1 24.00 < 0.0001 28.29 < 0.0001
AVP 1 8.31 0.0047 3.45 0.0660
OT 1 5.54 0.0203 2.14 0.1458
AVP × OT 1 0.08 0.7725 0.08 0.7725

is entered last because we want to examine the Type I statistics for the main
effects of AVP and OT.

In the shotgun model, we want to put interactions with the hormones and
Baseline before the two way interaction between AVP and OT. We do this
because Baseline is a control variable. The final term will be the three way
interaction. Hence, the equation for the shotgun model is

Ŷ = β0 + β1Baseline + β2AVP+ β3OT+ β4(Baseline×AVP)

+β5(Baseline×OT) + β6(AVP×OT) (11.5.3)
+β7(Baseline×AVP×OT)

11.5.4 Fit the model
Fit the model and examine the highest order interaction.

Table 11.17 presents the results for the exchangeable model. According to
the algorithm we examine the highest order interaction which, in this case, is
the only interaction. Because this is the last term in the model, the Type I
and Type III statistics are identical. The interaction is not even close to being
significant.

Note the discrepancies between the significance levels for the Type I and the
Type III statistics for the main effects of AVP and OT. This will not always be
the case, but depending on the experimental design it can happen often enough
to warrant attention. The differences suggest that multicollinearity may be a
problem with the Type III statistics. If that is the case, then dropping the
interaction term should clarify the main effects.

Table 11.18 gives the results of the initial analysis for the shotgun model.
Again, focus on the three way interaction for Baseline, AVP, and OT. This is
not significant, so we should proceed to the next step in the algorithm with that
in mind.

interpretation

11.5.5 If the interaction is significant ...
If the interaction is significant, then stop. Go to step 7. Do not interpret the
significance level (p value) of the main effects of lower-order interactions.

198



11.5. THE ALGORITHM 199

Table 11.18: Hormones and social response: initial results of the shotgun model.

Type I Type III
Df Fobs p(F > Fobs) Fobs p(F > Fobs)

Baseline 1 24.04 < 0.0001 14.10 < 0.0001
AVP 1 8.32 0.0047 1.03 0.3128
OT 1 5.55 0.0202 3.04 0.0841
Baseline × AVP 1 0.22 0.6426 0.52 0.4728
Baseline × OT 1 0.43 0.5127 2.29 0.1327
AVP × OT 1 0.07 0.7879 2.31 0.1310
Baseline × AVP × OT 1 2.52 0.1154 2.52 0.1154

The relevant interaction is not significant for either of the models, so this
step is not needed. If an interaction were significant, then it is necessary to
keep all of the lower order terms, including lower order interactions, involved
in the interaction in the model. For example, were the three way interaction in
the shotgun model significant, then we must keep all of the terms in Equation
11.5.3. We cannot drop (Baseline × AVP), for example, because (Baseline ×
AVP × OT ) contains that term.

There is a question, however, about what to do when there are several in-
teractions at the same level. Suppose, for the sake of learning, that the three
way interaction was not significant but the first two way interaction (AVP ×
OT) was significant. Is is legitimate to drop the (Baseline × AVP) and/or the
(Baseline × OT interaction)? There are not strong statistical rules here. Sub-
stantive considerations about the problem should always trump statistical ones.
One could keep the model because the interaction that is probably of greatest
concern–that between the two peptides–is significant. One could also drop one
of the two way interactions and, depending on the results, the other . Or finally,
one can drop both together. The next section provides an illustration for the
current example.

A major mistake made by novices occurs when an interaction is significant
but one or more main effects for the variables involved in the interaction are
not significant. Suppose: (1) a model has two explanatory variables, A and B ;
(2) the interaction term A*B is significant; and (3) the main effector for A is
not significant. It is tempting to examine the main effect for A and conclude
that “A is not significant,” but that would be wrong. A is indeed a significant
predictor. It is just that is effect on prediction depends on the value of variable
B.

The easiest and safest course of action is to completely ignore the signifi-
cance of main effects for every term in a model that is involved in a significant
interaction. Do not even mention the significance of these main effects in an
article. Just graph and explain the nature of the interaction.
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Table 11.19: Hormones and social response: final results of the exchangeable
model.

Type I Type III
Df Fobs p(F > Fobs) Fobs p(F > Fobs)

Baseline 1 24.19 < 0.0001 28.46 < 0.0001
AVP 1 8.38 0.0045 8.48 0.0043
OT 1 5.58 0.0198 5.58 0.0198

Never, under any circumstances, interpret the significance level of a main
effect when that main effect is involved in an interaction. If predictor
A’s main effect is not significant with the interaction between A and B
is significant, it is incorrect to conclude that “A is not significant.”
To avoid this and other mistakes about interactions, the safest course
is to completely ignore the significance of any main effect involved in a
significant interaction.

11.5.6 If the interaction is not significant ...
If the interaction is not significant, then drop that term and rerun the model.
Continue with step 5 until you reach a significant interaction or the last main
effect in the model.

The interaction between AVP and OT was not significant in the exchangeable
model, so we drop it and rerun the GLM. Table 11.19 presents the results. There
is now a trivial difference between the Type I and Type III results. Notice that
the Type III results show that both AVP and OT are significant. The reason that
they did not research conventional significant in the model with the interaction
term is due to multicollinearity.

The results of the shotgun model are given in Table 11.20. Only the p values
from the F statistics are given. The first decision after finding that the three
way interaction was not significant is which of the three two way interactions
should be dropped first.

Because this is a shotgun approach, there are no statistical criteria on the
order of interactions to be dropped. Substantive considerations must rule. Given
that we have entered interactions between Baseline and each hormone first in
order to increase power to detect the (AVP × OT) interaction and given that
the (AVP × OT) interaction is not significant, one can drop that and proceed
with the algorithm. (NOTE: It is possible to delete more than one interaction at
the same time. For example, one could set all three of the two way interactions
to zero and then test that model against the left most model in Table 11.20. See
Section 12.1 on the mechanics of how to do this and the actual implementation
of this strategy for the present data set. Again, substantive issues should trump
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Table 11.21: Hormones and social response: Parameter estimates

Estimate Std. Error tobs p(|t| > |tobs|)
(Intercept) 16.0278 3.4022 4.71 0.0000

Baseline 0.6035 0.1131 5.33 0.0000
AVP 0.6186 0.2125 2.91 0.0043
OT 1.2529 0.5302 2.36 0.0198

statistical ones in determining the way in which interactions are dropped.)
Table 11.20 eliminates the two way interactions backward from their order

in Equation 11.5.3. There is no evidence that any of the two way interactions
are significant. Hence, at the end of the day, we would settle on the same main
effects model previously given in Table 11.19. Again, take note of the difference
in p values, especially for AVP, between the Type I and Type III statistics.

11.5.7 Present the data

After you have settled on the statistical model, present the means (if applicable),
the GLM coefficients, and/or other information so that the reader can assess
the direction and magnitude of effects.

All of the statistics detailed above address whether prediction for a term in
the GLM equation is or is not better than chance. None of them specify the
magnitude of the effect or even the effect’s direction. Perhaps the significant
effect for oxytocin was to diminish social behavior.

To complete the analysis, examine the parameter estimates that are pre-
sented here in Table 11.21. The predictor variables for AVP and OT were the
actual doses–0 for controls and 5 units (AVP) or 2 units (OT). Baseline is sig-
nificant as it almost always is in human clinical trials. The coefficient for AVP
is 0.62 so a one unit increase in vasopressin increases the social response by 0.62
units. Given that the standard deviation for the Baseline is 4.73, AVP resulted
in a change of .13 standard deviation units. The coefficient for OT is 1.25. This
increased the social response measure by 0.26 of a standard deviation.

In the write up, it is necessary to present data illustrating the actual effects
in the model in addition to . When the GLM has groups, then present group
means. When the independent variables are all continuous, then present the raw
or standardized regression coefficients. When the GLM has both groups and
quantitative predictors, then the presentation often depends on the nature of
the quantitative independent variables. In the present example, the quantitative
variable is Baseline and it is used to increase the power for detecting the effects
of the main variables of interest–the peptide hormones AVP and OT. Here, the
simplest graphical method is to compute a difference score (Outcome - Baseline)
and plot the means of the difference score for the four groups. If the GLM
contained a quantitative predictor of interest in its own right, then you should
either mention the effect in the text or incorporate it into a graph.

202



11.6. GLM DIAGNOSTICS* 203

Figure 11.5.1: Means (± 1 sem) for the change in social response as a function
of hormone.
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Figure 11.5.1 shows both a line plot (left) and a bar plot (right) for the data.
Most neuroscientists favor the bar plot while most statisticians factor the line
plot because it contains the quantitative information on dose.

11.5.7.1 Presenting interactions among quantitative variables

When a numeric variable takes on only two or three variables, it easy to plot
interaction lines for each value. What happens, however, when your numeric
variable has a large number of values and you wish to graph an interaction
with another numeric variable? Here, select one of the numeric variables as the
variable for the horizontal axis. Then select three data points for the second
numeric variable–the mean, the value one standard deviation below and mean
and the mean plus one standard deviation. Then plot the regression lines for
these three values.

To illustrate suppose that the model has two predictors, X1 and X2. We
can plot the interaction by letting X1 be the horizontal axis and Ŷ , the vertical
axis. We then fit the model and calculate the regression lines for three values
of X2. In the first, X2 = X̄ or X2 is set to its mean. The second value is
X2 = X̄ +σ where σ is the standard deviation of X2. The third is X2 = X̄ −σ.
Figure 11.5.2 plots an example.

11.6 GLM diagnostics*
Most of these techniques were developed in the context of classic regression
and hence the term “regression diagnostics” is more common than “GLM di-
agnostics.” The are three purposes of diagnostics. The first is to assess the
assumptions of the model: linearity, normality of residuals, and homoscedas-
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Figure 11.5.2: Plotting the interaction between two quantitative variables, X1

and X2.
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ticity (homoscedasticity). We have already dealt with these in Chapter 10 and
they should be examined for every GLM.

The second purpose is to detect observations than may have a large effect on
the parameter estimates, and the third is to examine the predictors for unduly
high correlations. These two diagnostics pertain much more to GLM models on
observational data with many predictors than to balanced experimental designs.

11.6.1 Influence diagnostics*
The second purpose is to examine the individual data points to detect any that
have undue influence on the results. The statistics used here are call influence
statistics. The first of is called leverage (aka “hat” values). Its purpose is to
detect variables that may be multivariate outliers in terms of the predictor
variables. Observations with high leverage values may have a high influence on
the estimation of the regression coefficients. There is no accepted standard for
a “high” leverage, but many suggest inspection of observations with a leverage
greater than 2k/N where k is the number of parameters in the GLM and N is
sample size (Belsley et al., 2005, Fox, 1991).

A second class of influence statistics are based on deleting the observation
from the analysis and estimating how much the parameter estimates or other
statistics change. Of these, the most easy to interpret is the studentized residual.
This deletes the observation, estimates the parameters, and then calculates the
residual of that observation. The residual is divided by the standard deviation
of the residuals. The result should follow a t distribution with the degrees of
freedom equal to the error df. Values greater than 2 should be inspected. See
Belsley et al. [2005] or Fox [1991] or the documentation for your software for
other statistics in this category.

Note carefully: the fact that an observation has a high leverage or studen-
tized residual does mean that it is a “bad” observation and should be removed
from the analysis. When sample size is large, one will expect some large lever-
ages and studentized residuals. Instead, mark the observations and try to see
why they have a high residual or leverage. If deleting them results in a signifi-
cant change in the parameters and in significance, then you must be honest and
report the initial analysis along with the one in which they were deleted. Let
the reader make the decision. Another possibility is to perform robust regres-
sion, a technique discussed later in Section 16.4 that is deliberately geared to
minimizing the effects of outliers and unduly influential data points.

11.6.2 Multicollinearity*
Multicollinearity was defined earlier in Section 11.4.2.3 in the context of inter-
actions. If the algorithm in Table 11.5 is followed, then there is no need use this
section. In some observational research, it is possible to have predictor variables
that are highly correlated with some combination of other predictor variables.
When this occurs, the standard errors of the estimates become large, making it
difficult to detect significance for individual parameters.

205



206 CHAPTER 11. GLM: MULTIPLE PREDICTOR VARIABLES

The most straightforward statistic used to measure collinearity is tolerance.
The tolerance for an independent variable equals

�
1−R2

�
where R2 is the

squared multiple correlation predicting that variable from all of the other in-
dependent variables. High tolerance suggests that the independent variable is
not well predicted by the others. Low tolerance suggests that the variable can
be predicted quite well from the other variables. Any variable with a tolerance
lower than 0.10 should definitely be examined.

The second statistic is the variance inflation factor or VIF. It equals the
reciprocal of tolerance, so a variable with a tolerance of .10 gives a VIF of 10.

If on the odd chance you do observe multicollinearity in your data, the sim-
plest solution is to drop the offending variable. If more than one variable is
problematic, then you must consult a multivariate statistics text and perform
a principal components analysis on the the set of variables that are highly cor-
related. You can substitute the score on the first principal component for the
redundant variables.

11.7 Running a GLM
This section provides example code for running a GLM is SAS, SPSS, and R.
We use the data set on nicotinic receptors at the beginning of the chapter.

11.7.1 Running a GLM: SAS
Above, I used the output from SAS to explain the GLM. The statements used
to produce the output are given in Table 11.22. By default, SAS will order the
levels of an ANOVA factor alphabetically and then, in performing the coding,
assign a 0 to the last level of the factor. Hence, in the default case, the three
diagnoses would be ordered as Bipolar, then Control and finally Schizophrenia
with Schizophrenia dummy coded to be 0. Ideally, we would like to assign the
0 to Controls so that the parameters for Bipolar and for Schizophrenia test
whether the mean for each group differs from the mean for Controls.

To do this, I created a data set called “temp” that included the new vari-
able “groupOrder.” Schizophrenics and Bipolars have a value of 0 on groupOrder
while controls have a value of 1. I then sorted the data set by variable groupOrder.
Hence, Controls appear at the end of this data set.

To override the default alphabetical ordering of the groups, the ORDER=data
argument was used in the PROC GLM statement. This specifies that the ordering
of the groups should follow the order in the data. The value of Diagnosis for the
first observation was “Schizophrenia,” so Schizophrenia will be the first group.
The second group is Bipolar and the final group, the Controls.

The CLASS statement specifies any variables that are to be treated as ANOVA
factors. Any variables that appear on the right-hand side of the equals sign in
the MODEL statement that do not appear in a CLASS statement are assumed to
be numeric. The SOLUTION argument to the model statement requests that the
parameter estimates (i.e., the “solution”) be printed.
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Table 11.22: SAS PROC GLM statements to analyze the expanded nicotinic
receptor data set.

∗ c r e a t e GroupOrder and s o r t so that c on t r o l s are
the l a s t group ; ;

DATA temp ;
SET nAChRdata ;
groupOrder=0;
IF Diagnos i s="Control " THEN GroupOrder=1;

RUN;
PROC SORT; BY groupOrder ; RUN;
∗ the ORDER=data arguments i n s t r u c t s PROC GLM to

order the groups accord ing to the order in the
data s e t ;

PROC GLM DATA=temp ORDER=data ;
CLASS Diagnos i s ;

∗ the SOLUTION argument p r i n t s the parameter
e s t imate s ;

MODEL nAChR = Age Cot in ine Diagnos i s / SOLUTION;
RUN;

The ordering of the variables in the model follows the order of the predictors
in the MODEL statement. Hence, Age will be the first variable, followed by
Cotinine, with Diagnosis at the end. To specify an interaction use an asterisk
(*) to separate the terms in the interaction. For example, A*B denotes the two-
way interaction between variables A and B and A*B*C denotes the three-way
interaction involving variables A, B, and C.

11.7.2 Running a GLM: SPSS

SPSS has a very nice point and click interface to its general linear model com-
mand. GLM. It will perform over 90% of the analyses that you will need. After
opening he data set, go to the Analyze tab on the menu bar and select General
Linear Model and then Univariate. (“Univariate” implies that there is only one
dependent variable). A window will appear with the variables in the data set
listed on the left. Click on the name of the dependent variable and then click on
the arrow to move that variable into the “Dependent Variable” slot. Click on an
ANOVA factor and click on the arrow for “Fixed Factor(s)”. Any quantitative
variables should be placed into the slot for “Covariates.”

SPSS will order the variables starting with the ANOVA factors and ending
with the covariates. This may not always be desirable. To reorder the variables,
click on the “Model” button in the window. Then clink on the Custom radio
button and in “Build term(s)” change Interaction to read Main Effects. Then
select the first term to be entered in the model from the :Factors & Covariates”
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Table 11.23: SPSS commands for producing a GLM for the expanded nicotinic
receptor data set.

DATASET NAME nAChRdata WINDOW=FRONT.
RECODE DIAGNOSIS ( ’ Control ’= ’ ZControl ’ ) .
GLM nAChR BY Diagnos i s WITH Age Cot in ine

/METHOD=SSTYPE(1)
/DESIGN=Age Cot in ine Diagnos i s .

GLM nAChR BY Diagnos i s WITH Age Cot in ine
/METHOD=SSTYPE(3)
/DESIGN=Age Cot in ine Diagnos i s
/PRINT=PARAMETER.

panel and click the arrow beneath “Build term(s).” This will enter that term
into the “Model” panel on the right. Continue doing this for each term in the
model. The ordering of the terms in the “Model” panel will be the order in
which the GLM solved for them.

When there is an ANOVA factor in the model, you must specifically ask for
parameter estimates. To do this, select the “Options” button on the window
labeled “Univariate” and click the box for “Parameter estimates.”

A second way to run a GLM in SPSS is to type in the commands. From
the File menu, select New and then Syntax to open a syntax window (if one is
not already opened). Then type in the SPSS commands. Table 11.23 gives an
example. Like SAS, SPSS orders the levels of an ANOVA factor alphabetically
and assigns a 0 to the last level. The RECODE command in Table 11.23 gives
another way to put the control last–just change their name from Control to
ZControl! The ordering will now be Bipolar, SchiZophrenia, and ZControl.

The GLM command in SPSS gives the name of the dependent variable (nAChR
in this case). Any variable names followed by BY will be treated as ANOVA fac-
tors and any variables following the WITH statement will be treated as numeric.
To specify the order of the effects, use the /DESIGN paragraph. Hence, the first
GLM command in Table 11.23 informs the procedure that Diagnosis is a factor
while Age and Cotinine are quantitative. The order of variables in the model
will be Age, then Cotinine, and then Diagnosis.

To specify an interaction, separate the variables involved in the interaction
by an asterisk (*). For example, A*B denotes the two-way interaction between
variables A and B and A*B*C denotes the three-way interaction involving vari-
ables A, B, and C.

Unlike SAS, SPSS will not automatically output Type I SS (see Section
11.3). Hence, if you want these, you must run GLM twice, once to get the Type I
SS and the second time to get the default Type III SS. The first GLM command
in Table 11.23 will calculate the Type I SS. The second GLM command requests
the Type III SS. The /PRINT=PARAMETER subcommand instructs the routine to
print the parameter estimates.
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Table 11.24: Output from SPSS general linear model (GLM command) for the
expanded nicotinic receptor data set.

Type I Mean
Source Sums of Squares df Square F Sig.

Corrected Model 591.485a 4 147.871 8.347 .000
Intercept 12313.796 1 12313.796 695.049 .000

Age 297.286 1 297.286 16.780 .000
Cotinine 104.105 1 104.105 5.876 .022
Diagnosis 190.094 2 95.047 5.365 .011

Error 496.061 28 17.716
Total 13401.342 33

Corrected Total 1087.546 32
a R squared = .544 (Adjusted R square = .479)

Type III Mean
Source Sums of Squares df Square F Sig.
Corrected Model 591.485a 4 147.871 8.347 .000
Intercept 823.311 1 823.311 46.472 .000
Age 131.433 1 131.433 7.419 .011
Cotinine 241.159 1 241.159 13.612 .001
Diagnosis 190.094 2 95.047 5.365 .011
Error 496.061 28 17.716
Total 13401.342 33
Corrected Total 1087.546 32
a R squared = .544 (Adjusted R square = .479)

Parameter B Std.Error t Sig.
Intercept 25.679 3.459 7.424 .000
Age -.118 .043 -2.724 .011
Cotinine .083 .022 3.689 .001
Diagnosis=Bipolar -.153 1.828 -.084 .934
Diagnosis=Schizophrenia -5.934 1.946 -3.050 .005
Diagnosis=ZControl 0a
a This parameter is set to zero because it is redundant.
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Table 11.25: R code for a general linear model for the expanded nicotinic re-
ceptor data.

# c r ea t e a f a c t o r so that c on t r o l s are f i r s t
nAChRdata$Dx <− "Dx0Con"
nAChRdata$Dx [ which ( nAChRdata$Diagnosis == " Bipo lar " ) ]

<− "Dx1Bp"
nAChRdata$Dx [ which ( nAChRdata$Diagnosis == " Sch izophren ia " ) ]

<− "Dx1Sz"
nAChRdata$Dx <− as . f a c t o r (nAChRdata$Dx)
r e s u l t s <− lm(nAChR ~ Age + Cot in ine + Dx,

data=nAChRdata)
summary( r e s u l t s )
# ANOVA tab l e o f e f f e c t s : Type I SS
anova ( r e s u l t s )
# ANOVA tab l e o f e f f e c t s : Type I I I SS
r e qu i r e ( car )
# s e t orthogona l c on t r a s t s so that Anova
# g iv e s the c o r r e c t r e s u l t s
opt ions ( c on t r a s t s=c (" contr . sum" , " contr . poly " ) )
Anova( r e s u l t s , type=3)

Output from the SPSS is given in Table 11.24. The top table gives the Type
I SS, the middle one, the Type III SS, and the bottom table, the parameter
estimates. Unlike SAS, SPSS does not output separate tables for the overall
model and for the model effects. Rather, it combined these into one table. The
row labeled “Corrected Model” gives the F and p value for the overall model.
The following rows give the statistics for the effects in the model. You should
verify that all of the quantities from the SAS output in Table 11.1 are also
present in the SPSS Table 11.24.

11.7.3 Running a GLM: R

Like many statistical problems, running a GLM in R amounts to using a number
of different functions, some of which come from different packages. Example
code for the nicotinic receptor data is provided in Table 11.25. The ordering of
levels for an ANOVA factor in R is also alphabetical. Unlike SAS and SPSS,
however, R codes the first level of the factor to 0. Hence, the first four commands
in Table 11.25 creates a new variable, “Dx,” ordered so that Controls come first.

The R function to perform a GLM is lm (for l inear model). Variables that
are factors in the R data set will be treated as ANOVA factors in lm. Character
variables will be coerced into factors. Numeric variables will be treated as
quantitative. R has a special class called “formula” that must be used to express
the model. The syntax for a formula is
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dependent_variable_name ~ l i s t_of_mode l_e f f ec t s

where the tilde (~) is used in place of an equals sign. Each term in a model
effect is separated by a plus sign (“+”). To specify an interaction in R use a
colon to separate the variables involved in the interaction. For example, A:B
denotes the two-way interaction between variables A and B and A:B:C denotes
the three-way interaction involving variables A, B, and C. Hence, the R command

lm(DepVar ~ A + B + C + A:C, data=myData

fits a model for the main effects of variables A, B, and C and the two-way inter-
action between A and C.9

The R function lm in Table 11.25 produces an object called results and
the statement summary(results) print a summary of that object. This output
appears in the top part of Table 11.26. This output is the table of parameter
estimates followed by a summary of the model fit sans the sums of squares and
mean squares. The F statistic at the bottom is the omnibus F for the whole
model.

To get the ANOVA table of effects use the anova function (for Type I SS) and
the Anova function from the car package for Type III SS. Be careful, however,
of the Anova function. It may not work correctly. To guarantee the results,
make certain that R is set to use orthogonal contrasts. The easiest way to do
this is to specify the statement

opt ions ( c on t r a s t s=c (" contr . sum" , " contr . poly " ) )

before invoking the Anova function.

9See the documentation for the syntax of an R formula for other conventions.
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Table 11.26: R code for a general linear model for the expanded nicotinic re-
ceptor data.

> summary( r e s u l t s )
Ca l l : lm( formula = nAChR ~ Age + Cot in ine + Dx,

data = nAChRdata)

Res idua l s : Min 1Q Median 3Q Max
−8.9373 −1.9823 0 .0235 2 .5558 8 .7926

Co e f f i c i e n t s :
Estimate Std . Error t va lue Pr(>| t | )

( I n t e r c ep t ) 25 .67875 3.45909 7 .424 4 .38 e−08 ∗∗∗
Age −0.11766 0.04320 −2.724 0.01099 ∗
Cot in ine 0 .08271 0.02242 3 .689 0.00096 ∗∗∗
DxDx1Bp −0.15290 1.82818 −0.084 0.93394
DxDx1Sz −5.93431 1.94591 −3.050 0.00497 ∗
−−− S i g n i f . codes : 0 ’∗∗∗ ’ 0 .001 ’∗∗ ’ 0 .01 ’∗ ’

0 .05 ’ . ’ 0 . 1 ’ ’ 1

Res idual standard e r r o r : 4 .209 on 28 degree s o f freedom
Mult ip l e R−squared : 0 .5439 , Adjusted R−squared : 0 .4787
F−s t a t i s t i c : 8 .347 on 4 and 28 DF, p−value : 0 .0001454

>anova ( r e s u l t s )
Ana lys i s o f Variance Table
Response : nAChR

Df Sum Sq Mean Sq F value Pr(>F)
Age 1 297 .29 297.286 16.7802 0.0003244 ∗∗∗
Cot in ine 1 104 .11 104.105 5 .8762 0.0220561 ∗
Dx 2 190.09 95 .047 5 .3649 0.0106556 ∗
Res idua l s 28 496 .06 17 .716
−−− S i g n i f . codes : 0 ’∗∗∗ ’ 0 .001 ’∗∗ ’ 0 .01 ’∗ ’

0 .05 ’ . ’ 0 . 1 ’ ’ 1

>Anova( r e s u l t s , type=3)
Anova Table (Type I I I t e s t s )
Response : nAChR

Sum Sq Df F value Pr(>F)
( In t e r c ep t ) 976 .34 1 55.1092 4 .383 e−08 ∗∗∗
Age 131 .43 1 7 .4187 0.0109905 ∗
Cot in ine 241 .16 1 13.6121 0.0009598 ∗∗∗
Dx 190.09 2 5 .3649 0.0106556 ∗
Res idua l s 496 .06 28
−−− S i g n i f . codes : 0 ’∗∗∗ ’ 0 .001 ’∗∗ ’ 0 .01 ’∗ ’

0 .05 ’ . ’ 0 . 1 ’ ’ 1
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Chapter 12

GLM: Special Topics

12.1 Model Comparisons
Many tasks in GLM require a comparison between models. Does a model with
an additional independent variable predict significantly better than the model
without that variable? Can I drop two predictor variables from a model without
a significant loss in fit? In experimental designs, the question usually arises
about whether models with or without interaction terms fit better. The thrust
of all of these questions is a comparison between two models. We want to know
if the larger of two nested models predicts significantly better than the smaller
model. (Conversely, we may ask whether the smaller of two nested models still
gives satisfactory prediction without a significant loss of fit.) Indeed, all of
the General Linear Model can be viewed in terms of the comparison of nested
models (Judd et al., 2008).

Note the use of the word nested in the above statements. Two linear models
are nested whenever all the predictor terms in the smaller model are contained
in the larger model. Only a smaller nested model can be compared to a larger
model. If the smaller model is not nested (i.e., if it has a predictor variable that
is not in the larger model), then the two models cannot be compared.1

To illustrate nesting, suppose that a data set had four potential predictor
variables which we denote here as X1 through X4. Now consider a GLM that
uses the first three of these:

Ŷ = β0 + β1X1 + β2X2 + β3X3

The following three models are all nested within the larger model

Ŷ = β0 + β2X2

Ŷ = β0 + β1X1 + β2X2

1 More advanced methods can permit the assessment of non-nested models. They are,
however, beyond the purview of this book.
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and
Ŷ = β0 + β2X2 + β3X3

The following model is not nested because the term X4 is not contained in the
larger model

Ŷ = β0 + β4X4

Neither is the following model nested

Ŷ = β0 + β1X1 + β2X2 + β3X1X2

Even though both X1 and X2 are in the larger mode, the larger model does not
contain the interaction term X1X2.

Most statistical packages have provisions to to test for difference in R2 be-
tween two nested models. In SAS, the regression procedure (PROC REG)
permits this. Start with the larger model and then use the TEST statement
to examine whether relevant terms can be dropped from the model. In R, the
anova function compares two nested models. In the special case where the dif-
ference between models is in one and only one predictor, the t statistic for the
predictor in the larger model and its significance level give identical results to
the F statistic.

To develop an algebraic approach to the comparison of two nested models,
let us start with a GLM that has k predictors or independent variables

Ŷ = β0 + β1X1 + β2X2 + . . . βkXk (12.1.1)

We want to compare this model to another model that has the same predictors
X1 through Xk but adds m new predictors, giving the model

Ŷ = β0 + β1X1 + β2X2 + . . . βkXk +

βk+1Xk+1 + βk+2Xk+2 + . . . βk+mXk+m (12.1.2)

Let R2

k denote the squared multiple correlation for the model with the k predic-
tors and R2

k+m, the one from the model with all (k +m) predictors. The test
statistic for a significant difference between the two R2s is an F statistic of the
form

F (m, N − k −m− 1) =
�
R2

k+m −R2

k

�
�
N − k −m− 1�
1−R2

k+m

�
m

�
(12.1.3)

where N, as usual, equals the number of independent observations in the model.
The F statistic has m degrees of freedom for the numerator and (N − k −m− 1)
degrees of freedom for the denominator.

To illustrate, return to the example problem of social behavior as a function
of the peptides vasopressin and oxytocin. In Table 11.20, we started with a
model that included all two-way interactions (Baseline x AVP (arginine vaso-
pressin), Baseline x OT (oxytocin), and AVP x OT). Let us test this model
against one that omits all three of these interactions.
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Table 12.1: R code for comparing two nested GLM models for the peptide
hormone and social behavior data.

allTwoWay <− lm( Soc i a l Index ~
( Base l i n e + AVP + OT)^2 ,
data=soc i a lBehav i o r )

noTwoWay <− lm( Soc i a l Index ~
Base l i n e + AVP + OT,
data=soc i a lBehav i o r )

anova (noTwoWay, allTwoWay)
> Analys i s o f Variance Table
> Model 1 : Soc i a l Index ~ Base l i n e + AVP + OT
> Model 2 : Soc i a l Index ~ ( Base l i n e + AVP + OT)^2
> Res . Df RSS Df Sum of Sq F Pr(>F)
>1 116 3891.3
>2 113 3867.0 3 24 .333 0 .237 0 .8704

Sample size (N) for the data set is 120. The number of independent variables
in the reduced model (k) is 3 and the number of predictors in the full model
(k+m) is 6, so m also equals 3. R2 for the reduced model is 0.2475 and R2 for
the 0.2522. Plugging these quantities into Equation 12.1.3 gives

F (3, 120− 3− 3− 1) = (0.2522− 0.2475)

�
120− 3− 3− 1

(1− 0.2522)3

�
(12.1.4)

F (3, 113) = 0.237 (12.1.5)

The p value for this F is 0.87, far from significance. Hence, we conclude that
the three two-way interactions are not important in predicting our measure of
social behavior.

To illustrate how to produce the same result using software, Table 12.1
gives R code for comparing the two models and the output from the model
comparison.

12.2 Polynomial GLM
Remember polynomials from your first course in algebra? A polynomial is a
function of a variable, the square of that variable, the cube of the variable, and
so on. The simplest polynomial is a quadratic equation usually written as

f(x) = ax2 + bx+ c (12.2.1)

A cubic would add x3 to the equation

f(x) = ax3 + bx2 + cx+ d (12.2.2)
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Figure 12.2.1: Examples of quadratic polynomials (upper panels) and cubic
polynomials (lower panels).

If we plot the quadratic f (x ) against x, we get a parabola, two examples of
which are plotted in the upper panels of Figure 12.2.1. If we plot the cubic
f (x ) against x, we get a curve with two “bumps” as shown in the lower panel of
Figure 12.2.1.

Even though GLM has the word “linear” in it, a GLM can also fit a poly-
nomial function to data.2In the terms that we have been using the model for a
quadratic is

Ŷ = β0 + β1X + β2X
2 (12.2.3)

and the one for a cubic is

Ŷ = β0 + β1X + β2X
2 + β3X

3 (12.2.4)
2Technically, the “linear” in GLM means that the model is linear in terms of the coefficients

or βs. Hence, Ŷ = β0 + β1X is linear in the two coefficients while Ŷ = β0 + exp (β1)X is not
linear in terms of the coefficients.
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Figure 12.2.2: A dose-response data set.
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One could also have higher order polynomials (quartic, quintic, and so on),
but these are unlikely to be encountered in all but highly specialized areas of
neuroscience.

In fitting polynomials, it is crucial to recognize that while the mathematics
of a quadratic results in a parabola over the whole area of x, the predicted values
will usually be only a “slice” of the parabola because the numerical values of X
in a data set are limited. Hence, a quadratic may be a legitimate function to
model a response that asymptotes, even though the mathematics predicts a U-
shaped or inverted U-shaped function when x is varied from negative to positive
infinity. The situation is analogous to that of simple linear regression. Consider
a linear regression of weight on height in humans. Fitting a straight line through
the data points might generate the mathematical prediction that a person who
is -1.7 meters in stature should weigh -322 kilograms. Mathematically, this
prediction is correct, but it is completely illogical from the common sense view
that no human can have a negative height. Just as the straight line applies only
to the area of height that we are likely to observe, the shape of any polynomial
applies only to the range of X values that we may observe.

To illustrate polynomials, consider a simple dose-response study with four
mice in groups given 0, 2.5, 5, 7.5, and 10 units of a drug. The raw data are
depicted in Figure 12.2.2.

To fit a quadratic, to these data, we create a new variable (DoseSq) which
is simply Dose*Dose. Then we fit the GLM

�Response = β0 + β1Dose + β2DoseSq (12.2.5)

217



218 CHAPTER 12. GLM: SPECIAL TOPICS

Table 12.2: Polynomial model fits to the dose-response data.

Cubic Quadratic Linear
Parameter Value p Value p Value p

β0 8.703 <.0001 8.815 <.0001 10.495 <.0001
β1 2.775 0.0154 2.452 <.0001 1.107 <.0001
β2 -0.224 0.4003 -0.135 0.0054
β3 0.006 .7301
R2 0.841 0.840 0.744

To fit a cubic, create another new variable, DoseCu, as the cube of Dose and fit
the model

�Response = β0 + β1Dose + β2DoseSq + β3DoseCu (12.2.6)

Realize that X2 = X ·X. The quadratic term is simply the interaction of X
with X ! We can now recall the algorithm from Table 11.16 about interactions:
Fit the model and examine the highest order interaction. If that interaction is
not significant, then drop it and rerun the GLM. Just follow this algorithm once
again but replace “highest order interaction” with “highest order polynomial.”3

Visual inspection of Figure 12.2.2 suggests that the issue is whether a quadratic
fits better than a linear model, so realistically we would start with a quadratic
and test the significance of the parameter β2. For learning’s sake, however, we
will fit three models, starting with a cubic and moving to a linear one. The
coefficients and their significance for these three models are given in Table 12.2.

The coefficient for DoseCu (β3) is very small and is not close to being sig-
nificant. Hence, we would drop the cubic term from the model and rerun it. In
the quadratic model, the coefficient for DoseSq (β2) is significant so we would
stop here and settle on this model.

The linear model is shown to make a point. Notice the value of R2. The
linear term for Dose accounts for just under three quarters of the variance in
Response. Adding the square term in the quadratic increases that to 0.84, so
it explains an additional 10% of the variance in Response. This is often the
case. Even though a quadratic is the best polynomial, the linear term often
dominates and does most of the predicting. This is what a causal observer
would first notice about the data in Figure 12.2.2–the Response increases with
Dose. The quadratic term merely adds that the response asymptotes between
7.5 and 10 units of the dose. As an analogy, the linear term bakes the cake.
The quadratic adds some icing.4

3Here is a short cut. Make certain that the order of the predictor variables is linear, then
quadratic, then cubic, etc. Have the program calculate the Type I statistics and examine the
significance of the individual βs from the bottom (i.e., linear) up and note where significance
“stops.” Accept the polynomial where the significance stops. For example, if the quadratic
term is significant but not the cubic or quartic, then accept the quadratic.

4This will not always be the case. When the scatterplot resembles a U or an inverted U,
then the quadratic term will dominate.
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A final, cautionary note is in order. Polynomials are useful in some but not
all dose response relationships. There are formal mathematical models for some
specific types of dose-response experiments. The Hill equation (Hill [1910]; see
Goutelle et al. [2008]) and its derivative, the Michaelis and Menten [1913] model
for binding kinetics, are classic examples. If your research problem fits into a
known mathematical model, then you should always use that model. Chapter
14 gives information on directly fitting such mathematical models to data.

12.3 Ordered Groups
In human studies of drug use, one often encounters groups that have a sense
of ordering but the exact distance between the groups is unknown. One could
classify people according to use of methamphetamines as “abstinent,” “occa-
sional user”, “diagnosis of abuse”, and “diagnosis of dependency.” No one knows
whether the distance between the “abstinent” and “occasional user” groups is the
same as that between the abuser and dependent groups. One could always treat
them as if they were strictly categorical, but that throws away all information
about group ordering and hence, reduces statistical power.

The curve-generating properties of polynomial models can give insight to
ordered groups. Imagine a study designed to examine the effects of acute ab-
stinence from nicotine on a variety of biological measures. Participants entered
the lab and spent a fixed amount of time waiting—without the opportunity for
smoking—before being outfitted with a series of electrodes and having a series
of electrophysiological responses monitored. One dependent variable is the per-
centage of time spent during a relaxation session in alpha EEG wave activity.
The more time spent in recorded alpha during this session is taken as an overall
measure of relaxation. Subjects were placed into the following groups based on
cigarette use within the past month: “never smoked,” “previous user, currently
abstinent,” “occasional, but not a daily smoker” “daily smoker, less than 20
cigarettes per day,” “daily smoker, 20 to 40 cigarettes,” and “daily smoker, more
than 40 cigarettes.”

The purpose of the analysis is to predict the mean Alpha (percent time in
the alpha state during the test session) for each of the categories of smoking. To
analyze these data, number the groups from 1 (“never smoked”) to 6 (“more than
40 a day”). Call this variable Group. We can then compute Group2, Group3,
and so on. The model regresses Group, Group2, Group3, and any higher order
terms on Alpha (the dependent variable of percent time in alpha).

Once again, examine the highest order polynomial. If it is significant, then
stop and accept that model. If it is not significant then rerun the model without
that predictor. We continue with this until we arrive at the correct order of the
polynomial or find that there is no relationship between the groups and the
dependent variable.

Table 12.3 shows the results of fitting a quartic and then a cubic model to
the cigarette abstinence data and Figure 12.3.1 plots the group means and the
predicted values from a linear through quartic polynomial. In the quartic model
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the parameter estimate for Group4 (β4) is not significant (p = 0.11). Hence we
remove Group4 from the equation and run the cubic model. Here, the coefficient
for the cubic term (β3) is significant ( p = 0.004) so we stop and accept the cubic
model as a satisfactory explanation of the data.

Table 12.3: Polynomial model analysis of ordered groups: cigarette abstinence.

Quartic Cubic
Parameter Value p Value p

β0 77.858 0.0678 16.538 0.3621
β1 -36.234 0.6005 69.459 0.0009
β2 35.188 0.3332 -21.929 0.0010
β3 -10.234 0.1770 1.809 0.0038
β4 0.864 0.1115

Once again, comparison of the linear, quadratic and cubic model assists us in
learning about mean group differences. The R2 for the linear model is 0.25 and
it predicts (see Figure 12.3.1) that relaxation decreases with increased cigarette
use. The quadratic model increases R2 from 0.25 to 0.31, so it add 6% to the
predictable variance. Notice one again how the linear term dominates in the
polynomial model. From Figure 12.3.1, the quadratic model reveals something
more than a simple decrease in relaxation with increased cigarette consumption.
The curve for the first three groups is relatively flat. This suggests that those
who have never smoked, are ex-smokers, or occasionally smoke have similar
levels of relaxation. Once we get to daily smokers, however, the curve descends
in a “dose-dependent” fashion. This pattern could be interpreted as a difference
between those currently addicted to nicotine and those not currently addicted.

The R2 for the cubic model is 0.35. Although it adds “only” 4% to the
variance predicted by the quadratic, it adds a two important insight into the
group differences. First it suggests a meaningful difference among the first three
groups. Those who have never smoked may be different in their tendency to relax
from those who have taken up smoking—either in the past (the abstinent group)
or only occasional. This may have less to do with the additive and physiological
properties of nicotine and more to do with the participants’ environments and
personalities during the period of maximal risk for sampling cigarettes. The
statistical analysis cannot prove this, but it acts as a good heuristic than can
guide future research into this area.

The second difference between the cubic and the quadratic curve is the “dose-
response” portion of the curve for daily smokers. The quadratic curve predicts
an almost linear decrease in relaxation from the 3rd (daily smokers, less than
1 pack) to the 6th (daily smokers, more than 2 packs). The cubic curve, on
the other hand, agrees with the observed means in suggesting that the “dose-
response” curve flattens after a certain point. Because the data consist of ordered
groups and not a firm quantitative estimate of dose, one should not make strong
claims about where the predictions asymptote. One could, however, use the form
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Figure 12.3.1: Means and predicted values from polynomial regressions for the
cigarette abstinence data.
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of the curve to guide the design of further studies into this area.

12.4 Polynomial models with interactions
Recall that an interaction in a GLM implies differences in slope. That is, when
there is an interaction between X1 and X2, then the slope of X1 predicting Y
depends on the value of X2. The slope, of course, applies only to a straight line.

One can model an interaction between one GLM variable and the square,
cube, etc. of another variable. A significant interaction informs us that the
shape of the curve varies as a function of the GLM variable. This can be hard
to grasp in principle so let us begin with an example. Figure 12.4.1 presents
dose-response data for two groups of mice, a control group and a genetically
identical transgenic group with a particular gene knocked out. It is obvious from
the data that the effect of the knocked out gene is to increase the response. It
is also obvious that dose is important. The interesting question is whether the
dose-response curves have the same shape in both groups. Visual inspection of
the curves suggest that the response may be close to an asymptote in the knock
outs. It does not “look” as if the 10 unit group differs significantly from the 15
unit dose. For the controls, there appears to be a significant difference between
the 10 and 15 unit groups suggesting that the response is still increasing in this
group. Are such inferences valid?

To example this, we use dummy coding to create a variable KnockOut (0 =
control, 1 = knock out). We then construct a polynomial model in which both
the linear effect of dose and the quadratic effect of dose may vary as a function
of KnockOut. Specifically,

�Response = β0 + β1KnockOut + β2Dose + β3Dose2+

β4 (KnockOut×Dose) + β5

�
KnockOut×Dose2

�
(12.4.1)

To see how this accomplishes the goal, write the equations for the predicted re-
sponses for the knock out and controls. Letting KnockOut = 0 and substituting
that into Equation 12.4.1 gives the predicted response for controls as

�ResponseC = β0 + β2Dose + β3Dose2 (12.4.2)

This is obviously a simple quadratic equation. Substituting KnockOut = 1 into
the equation gives the predicted response for the knock out mice as

�ResponseKO = (β0 + β1) + (β2 + β4)Dose + (β3 + β5)Dose2 (12.4.3)

This is also a simple quadratic but more importantly, it compares the quadratic
for the knock out mice to the quadratic for the controls. The comparison comes
about through parameters β1, β4 and β5. When β1 = β4 = β5 = 0, then there
is no difference in the means and the dose-response curves for the two groups.
When β1 �= 0 but β4 = β5 = 0, then the shape of the curve will be the same for
knock outs and controls but one curve will be elevated vertically from the other.
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Figure 12.4.1: Mean dose-response values for knock out and control mice.
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That is the predicted dose-response curves will be identical but one curve will
be higher than the other.

If β4 �= 0 but β1 = β5 = 0, then the curves will still have the same shape,
but one will be moved to the right (and usually up or down) relative to the
other. That is, the bend in the curve will be the same, but one curve will be
displaced horizontally (and usually vertically) relative to the other.

Finally if β5 �= 0 but β1 = β4 = 0, then one curve will be more “flexed” or
“curved” than the other. If the curve really asymptotes for the knock outs but
is linear for the controls, then we expect to find a significant β5. Otherwise,
we will attribute the visual difference between the curves in Figure 12.4.1 to
sampling error.

Table 12.4 presents the results from fitting models to these data. The imme-
diate question of differences in shape can be answered by examine the coefficient
for the term KnockOut × Dose2 in the full model. It is not significant (p =
0.20). Hence, there is no evidence that the “flex” of the polynomial differs be-
tween knock outs and controls.

Following our algorithm, we drop the term KnockOut × Dose2 from the
equation and rerun the GLM. The results are given under “Reduced Model 1”
in Table 12.4. Here, the coefficient for Knockout × Dose is significant (p = 0.03)
so we must retain this in the model. The predictive effect of Dose2, however,
is far from significant (p = 0.41), so we drop that from the model. The final
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Table 12.4: GLM results from fitting a full and two reduced model to the dose
response data on knock out mice.

Full Model Reduced Model 1 Reduced Model 2
Source β p β p β p

(Intercept) 11.651 < 0.001 11.472 < 0.001 11.585 < 0.001
KnockOut 3.168 0.004 3.526 0.001 3.526 0.001

Dose 0.191 0.480 0.430 0.035 0.280 < 0.001
Dose2 0.006 0.736 -0.011 0.413

KO×Dose 0.689 0.076 0.213 0.032 0.213 0.032
KO×Dose2 -0.033 0.201

model is given as “Reduced Model 2” in the Table.
To interpret the results, we substitute the numbers for the final model in

Table 12.4 into Equations 12.4.2 and 12.4.3, giving
�ResponseC = 11.585 + 0.28Dose (12.4.4)

and
�ResponseKO = (11.585 + 3.526) + (0.28 + 0.213)Dose (12.4.5)

= 15.11 + 0.493Dose (12.4.6)

The predicted response is linear in both groups. Overall the knock outs respond
higher than controls (the significant difference in intercepts) and they are more
sensitive to the drug than controls (the significant difference in slopes).

12.5 Coding categorical variables
A famous statistical aphorism that I just made up states, “You can lead peo-
ple to numbers but you can’t make them think.” “When you have ’groups’
use ANOVA.” That statement is not wrong, but it is stupid. The statement
applies to an outdated technology and makes as much sense as admonishing
neuroscience students to do Westerns in their bathtubs. A more up-to-date
statement would be “When you have ’groups’ try not to use ANOVA.”

In this section, we will examine ways to code “groups” in order to maximize
statistical power and the information from a study. The first topic is the series or
prime directives–an algorithm for what to do when you have “groups.” The other
sections specify different ways of coding “groups” in order to perform rigorous
tests of the hypotheses that you used to design the study. Three methods of
coding are discussed–coding according to a mathematical model, dummy coding,
and contrast coding. See Cohen and Cohen [1983] and Judd et al. [2008].

12.5.1 The prime directives
Recall from Sections 3.2.3.1 and 10.2.1 that “groups” in an experiment should
not always translate into “groups” in a GLM analysis. Only groups that meet
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Table 12.5: Overall ANOVA table for the BDNF and cell viability data: Cate-
gorical ANOVA.

Source DF Sum of Squares Mean Square F Value Pr > F
Model 3 570.483438 190.161146 2.25 0.1045
Error 28 2366.928750 84.533170
Corrected Total 31 2937.412188

the requirement of “strictly categorical variables” should be treated as ANOVA
factors in a GLM. The proper unit of analysis for “groups” that have an un-
derlying quantitative metric such as dose or concentration should always be a
numerical variable with the actual value of the metric–i.e., the actual dose or
concentration. Hence, the prime directives:

1. Whenever there is an underlying quantitative metric that separates the
groups, use a quantitative variable.

2. If the there is an underlying quantitative metric, but the numbers for the
metric are not know, then use ordered groups.

3. When there is no underlying metric so that any ordering of the groups is
logical, then code the categorical variable to test preplanned hypotheses.

4. As a last resort, use an ANOVA factor.

12.5.1.1 The first prime directive: statistical rationale

The major reason for the first prime directive is purely statistical–on average,
the quantitative variable will increase statistical power more than the ANOVA
factor. (Recall that statistical power is the ability to detect effects that do,
in fact, exist.) Let’s examine this using an example. One of the major neu-
rotrophins, BDNF (brain-derived neurotrophic factor) protects neurons from
cell death. Let’s examine this effect in a group of neurons in which the BDNF
effect has not been established. The design is a classic dose-response experiment
with 0, 50, 100, and 150 units of BDNF microinjected into the brain area in,
respectively, four different groups of rats. A plot of the data is given in Figure
12.5.1 and output from a traditional ANOVA is listed in Table 12.5.

The overall ANOVA table does not suggest an effect. The p value for the F
statistic is 0.10. Would you proclaim to the world that you have discovered a
cell type on which BDNF does not influence cell viability? Not so fast. Examine
Table 12.7 which gives the overall ANOVA table for a GLM model in which the
the dose of BDNF is used as a quantitative variable. Here the p level indicates
significance (p = 0.015). Why the difference?

First, compare the column labeled “Sum of Squares” in Table 12.5 to the one
in Table 12.7. The numbers do not differ radically. In fact, the model with the
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Figure 12.5.1: Cell viability as a function of the dose of BDNF.
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lower SS for error is the categorical ANOVA in Table 12.5. Recalling one of the
formulas for R2 from Equation 10.1.8,

R2 =
SSTotal − SSError

SSTotal
(12.5.1)

the categorical ANOVA accounts for a slightly greater proportion of the variance
in the dependent variable than the quantitative model (0.19 versus 0.18). So
why the difference in significance?

The answer lies in comparing the DF column in the two tables. The cate-
gorical ANOVA has 3 degrees of freedom for the model, the number of groups
less 1. The quantitative GLM has only 1 degree of freedom. In short, the quan-
titative GLM uses only one β parameter for its prediction while the categorical
ANOVA uses three. In prosaic terms, both models achieve the same degree of
predictability, but the ANOVA uses too may parameters to do so. (If you read
the advanced Section 10.4 on mean squares, you will notice that the mean square
for the quantitative GLM model, which equals the sum of squares divided by
its degree of freedom, is 2.8 times greater than the model mean square for the
categorical ANOVA. Because the omnibus F statistic is the model mean square
divided by the error mean square, the F for the quantitative GLM is three times
greater than the F for the categorical ANOVA.)

Will the quantitative GLM always be superior to the categorical ANOVA?
No. In many cases, particularly when sample size is large, they lead to the
same conclusions. In other circumstances–for example, when the relationship is
U-shaped or inverted U-shaped–then the quantitative model must be expanded
to include a polynomial to match the power of the ANOVA. Also, when there
are two groups, then the results of categorical ANOBA and quantitative GLM
will be the same.

But there is another good reason to follow the prime directives.

12.5.1.2 The first prime directive: predictive rationale

The second rationale behind the prime directives is that the parameters of the
quantitative GLM permit easier prediction and extrapolation than those for
the categorical ANOVA. Both Nature Neuroscience and Science have rejected
your paper claiming to have detected neurons unresponsive to BDNF’s effect on

Table 12.7: Overall ANOVA table for the BDNF and cell viability data: Quan-
titative GLM.

Source DF Sum of Squares Mean Square F Value Pr > F
Model 1 536.190062 536.190062 6.70 0.0147
Error 30 2401.222125 80.040738
Corrected Total 31 2937.412188
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Table 12.9: Parameter estimates from the Categorical ANOVA analysis of the
BDNF cell viability data.

Source Estimate Std. Error t value Pr(>|t|)
(Intercept) 55.4750 3.2506 17.07 0.0000

BDNFdose50 1.0625 4.5971 0.23 0.8189
BDNFdose100 5.7250 4.5971 1.25 0.2233
BDNFdose150 10.6500 4.5971 2.32 0.0281

apoptosis, and one of the reasons was that the dose range may have been too
low. What would the data be like if you had added a group administered 200
units of BDNF?

Table 12.9 gives the parameter estimates from the categorical ANOVA. How
do you extrapolate from these data? Recall that the intercept is the mean value
for the vehicle controls. If a 50 unit dose increases the response by 1.06 units,
perhaps a 200 unit dose will increase it four times that amount or 4.24 units,
so the predicted value is 55.48 + 4.24 =59 .72 . But that is even lower than
the increase of the 100 unit dose. If we double the value of the parameter for
the 100 unit group we predict an increase of controls of 2(5.73) = 11.46, so the
predicted value for a 200 group is 55.48 + 11.46 = 66.94. But that is only a
slight increase from the 150 unit group.

Had you used the quantitative GLM approach, you paper would probably
have been accepted, pending revisions, by a minor journal such as the Western
Fallopian State University Journal of Neuroscience.5 In the revision, they also
request estimates of the effect of larger doses. The equation from your analysis
is

�Viability = 54.34 + 0.07Dose (12.5.2)

You plug in 200 for Dose and get 68.34. The point is obvious.

12.5.1.3 The other prime directives: information and hypothesis-
testing rationale

The principle reasons for the other prime directives are to increase the amount
of information from the data analysis and to perform rigorous tests of your
hypotheses. To provide an example, the hypothesis–at least the hypothesis after
the data had been collected and analyzed–of the BDNF and apoptosis study
from the categorical ANOVA view was that BDNF had no effect. A better test
of that hypothesis would be to contrast code the groups and test whether the
average of the three BDNF groups differed significantly from controls. (That
option only ameliorates a symptom of “groupitis.” The quantitative approach
is still superior).

5Western (and Eastern) Fallopian State Universities were the product of the wit of Paul
Meehl, the late psychology professor at the University of Minnesota.
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Table 12.10: Summary of the amphetamine data.

Atrophy Score:
Group N Mean St. Dev.
Control 5 61.06 19.22

Amphetamine1 5 25.98 23.77
Amphetamine2 5 34.99 19.45

We will deal with the information-enhancing and hypothesis-testing advan-
tages of coding below as we consider each coding scheme.

12.5.2 Coding schemes

It is possible to get useful information from the levels of a GLM factor by
coding the variable or using what GLM calls contrasts. This section describes
the traditional coding schemes. There are two different ways to implement these
coding schemes. The first is to create new numeric variables in the data set and
then use these new variables as predictor variables in the GLM. The second is to
inform the GLM procedure that you want to perform contrasts. All good GLM
software will have this type of option. You must, however, be very careful in
implementing the codes because there is no uniform terminology and different
software packages use different algorithms and defaults. Hence, once again, it
is imperative to consult your software’s documentation.

12.5.2.1 Contrasts

Before discussing coding, it is important to learn the concept of a contrast.
In “GLMese”, a contrast consists of a set of numbers, each one assigned to
the mean of a level of an ANOVA (GLM) factor. The numbers are chosen so
that the contrast tests a specific hypothesis. Here, an example is worth much
more than vague, general principles. Assume a study of the effects of chronic
administration of two amphetamines to cell death in a certain area of the brain.
The design has three groups (variable Group), the two amphetamine groups plus
vehicle controls, and the dependent variable is a measure of neuronal atrophy
(variable Atrophy). The study has one specific hypothesis to be confirmed–that
the amphetamines will result in greater Atrophy than controls. An exploratory
hypothesis is to test whether atrophy is worse for one amphetamine than the
other. Table 12.10 gives a summary of the data.

Denote the means for the Control, Amphetamine1 and Amphetamine1 groups
as, respectively, ȲC , Ȳ1, and Ȳ2. An overall ANOVA tests whether the three
means can be regarded as being picked out of the same “hat” of means. A signif-
icant finding could come about for a number of different reasons. For example,
the control mean could be between the two amphetamine means. The first hy-
pothesis states that the mean for Controls should be lower than those for the
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two drug groups. To formalize this in math, we write

ȲC <
Ȳ1 + Ȳ2

2
(12.5.3)

or the control mean should be lower than the average of the two treatment
means. We cannot directly test this equation, however, becomes it contains
an inequality, making it mathematically imprecise. To achieve the necessary
precision, we reformulate it into a null hypothesis that states that there is no
difference between the mean of the control group and the means of the two
amphetamine groups,

ȲC =
Ȳ1 + Ȳ2

2
(12.5.4)

Contrast codes start with this equation, but then follow the convention that
all the means fall on one side of the equation with the other side equalling 0.
Subtracting the right-hand side from both sides accomplishes this

ȲC − Ȳ1 + Ȳ2

2
= 0 (12.5.5)

ȲC − 0.5Ȳ1 − 0.5Ȳ2 = 0 (12.5.6)

The weights for the three means are now the contrast codes–the weight of 1 is
assigned to the control group and the weight of -0.5 is assigned to each of the
amphetamine groups.

Although these weights are mathematically justified, it is sometimes custom-
ary to express all the weights as integers. Multiplying both sides of the above
equation by 2 gives

2ȲC − Ȳ1 − Ȳ2 = 0 (12.5.7)

so the respective weights according to this scheme are (2, -1, -1).
Now make all of this formal. A contrast is defined as a series of weights,

denoted here as ws, assigned to the means of the k levels of a GLM factor such
that

k�

i=1

wi = 0 (12.5.8)

As the example showed, the weights are chosen to test a specific hypothesis.
The second hypothesis was exploratory in nature. Do the two amphetamines

result in different degrees of cell death? Here, the null is expressed mathemati-
cally as

Ȳ1 = Ȳ2 (12.5.9)

For contrast coding schemes, however, we must provide a number for each of
the three groups and have them sum to 0. Whenever a group mean does not
matter in an hypothesis, we assign it a weight of 0. Hence the equation for this
contrast is

0ȲC + Ȳ1 − Ȳ2 = 0 (12.5.10)

giving the codes (0, 1, -1).
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Table 12.11: SAS code for creating contrast variables in the amphetamines data
set.

∗ −−− c r e a t e a temporary data s e t with the con t ra s t codes ;
DATA temp ;

SET qmin12 . amphetamines ;
IF Group="Control " THEN ConVsDrug=2; ELSE ConVsDrug=−1;
IF Group="Amphetamine1" THEN Amp1VsAmp2=1;

ELSE IF Group="Amphetamine2" THEN Amp1VsAmp2=−1;
ELSE Amp1VsAmp2=0;

RUN;
PROC GLM DATA=temp ;

MODEL Atrophy = ConVsDrug Amp1VsAmp2;
RUN;

The next issue in contrasts is orthogonality . Recall that “orthogonal” is
statisticalese for uncorrelated. Two sets of contrasts codes are orthogonal when
the sum of their products equal 0. Let wi1 denote the weight assigned to the
ith factor level for the first contrast and let wi2 equal the weight assigned to the
group for the second contrast. Then the two contrasts are orthogonal when

k�

i=1

wi1wi2 = 0 (12.5.11)

In our example, the first set of codes is (2, -1, -1) and the second set is (0, 1,
-1). The sum of their products equals

(2× 0) + (−1× 1) + (−1×−1) = 0− 1 + 1 = 0 (12.5.12)

Hence. the two contrasts are orthogonal.
Let us fit the simple overall ANOVA model and the contrasts to the am-

phetamine data. The SAS code for doing this is given in Table 12.11 and
selected output in Table 12.12.

The overall ANOVA table gives an F value that just misses the criterion
for significance (p = 0.053). When, however, one is analyzing contrasts for the
hypotheses of the study, the significance of the contrasts should always take
precedence over the significance of the overall ANOVA. Hence, the important
part of Table 12.12 is the lower table containing the parameter estimates. The
variable ConVsDrug is the contrast comparing the mean of controls to the av-
erage of the two amphetamine groups. The parameter ConVsDrug has a value
of 10.19. This means that the mean of the control group was 10.19 units higher
than the average of the two means for the amphetamine groups. This is signif-
icant, so the first hypothesis–that chronic amphetamine administration results
in higher cell death in this region–is confirmed. The estimate for Amp1VsAmp2
is -4.5, so the group receiving the first amphetamine scored -4.5 units lower than
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Table 12.12: GLM results for contrast coding the amphetamine data.

Overall ANOVA Table
Source DF Sum of Squares Mean Square F Value Pr > F
Model 2 3317.742101 1658.871051 3.79 0.0529
Error 12 5248.949152 437.412429
Corrected Total 14 8566.691253

Parameter Estimates:
Parameter Estimate Standard Error t Value Pr > |t|
Intercept 40.67609883 5.40007672 7.53 <.0001
ConVsDrug 10.18960095 3.81843087 2.67 0.0205
Amp1VsAmp2 −4.50447642 6.61371627 −0.68 0.5088

those receiving the second type of the drug. This is not significant (p = 0.51), so
there is no evidence that one amphetamine is more destructive than the other.

12.5.2.2 Contrasts: SAS

In SAS, contrasts are specified by the CONTRAST statement within PROC GLM.
The syntax is

CONTRAST "arbitrary_name" name_of_ANOVA_factor
numeric_codes ;

For example,

CONTRAST "1 and 2 ver sus 4" Afac 1 1 0 −2;

will perform a test that compares the average of the first and second level of
Afac to the mean of the fourth level of Afac.

12.5.2.3 Contrasts: SPSS

The point-and-click interface for the current version of SPSS (21.0.0) cannot be
used to defined anything but a limited variety of “canned” contrasts. Neither
can you use the point-and-click to generate code and then hack it to add the
desired contrast. Instead, you must enter the code in a Syntax window and then
run it. First, activate the data set. Just click on its window, or if the data set
is not available, click on File –> Open –> Data and then select the appropriate
file.

Once your data is the active data set, enter the command

GLM dependent_variable BY anova_factors
WITH quan t i t a t i v e v a r i a b l e s
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Here, substitute the name of the dependent variable for “dependent_variable,”
a list of ANOVA factors after the BY argument, and any quantitative variables
after the WITH argument. For example, an analysis of dependent variable “Yvar”
with ANOVA factors Afac and Bfac and quantitative predictors Uvar and Vvar
would give

GLM Yvar BY Afac Bfac WITH Uvar Vvar

If there are no ANOVA factors in the model, then omit the BY argument. Sim-
ilarly, if there are no quantitative predictors, then omit the WITH argument.

Next, specify the order of predictors and the design using the /DESIGN
paragraph. For example,

/DESIGN=Afac Bfac Uvar Vvar Afac∗Bfac

fits the ANOVA factor Afac, then the ANOVA factor Bfac, followed by the two
quantitative variables and then the interaction between Afac and Bfac. If you
want the same model but want to partial out the quantitative variables before
the ANOVA factors then use

/DESIGN=Uvar Vvar Afac Bfac Afac∗Bfac

Note that the ordering is relevant only if you specify Type I SS using the para-
graph

/METHOD=TYPE(1)

To specify a contrast, use the CONTRAST paragraph with the SPECIAL
argument. The generic syntax is

/CONTRAST(name_of_ANOVA_factor)=SPECIAL( contrast_codes )

If the variable name of the ANOVA factor is Afac and the contrast involves the
mean of levels 1 and 2 versus level 4, then use

/CONTRAST( Afac)=SPECIAL(−1 −1 0 2)

Again, always verify the ordering of the ANOVA factor as seen by the pro-
gram. SPSS defaults to alphabetical ordering, so make certain the the order
of the numerical codes in the SPECIAL argument agrees with the alphabetical
ordering of the levels.

12.5.2.4 Contrasts: R

The recommended procedure for implementing contrasts in R is to use SAS or
SPSS. Import the R data set (or its .txt or .csv equivalent) into the statistical
package and then follow the syntax given above. For simple cases like a oneway
ANOVA, R code can easily define contrasts, especially if they are “canned.”
For complicated GLM models, it is very easy to generate contrasts that are
syntactically correct but meaningless. In other situations, the only way to assess
whether a contrast generates meaningful results is to compare the results in R
with those in SAS or SPSS. Hence, just use SAS or SPSS in the first place.
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Table 12.15: Types of coding schemes for GLM factors.

Coding Scheme Definition
Effect Compares the mean of each level with the

overall mean.
Mean Deviation Compares the mean of a level to the average of

the other levels’ means.
Difference (Profile) Compares the means of adjacent levels.
Dummy Compares the mean of a level to the mean of a

reference level.
Polynomial Creates linear, quadratic, cubic, etc. codes
Helmert Compares the mean of a level with the mean of

all subsequent levels.
Reverse Helmert Compares the mean of a level with the mean of

all previous levels.
Math Model Assign codes according to a pre-existing

mathematical model.
Hypothesis Testing Assign codes to test specific hypotheses.

12.5.3 Other types of coding schemes
There are a number of different schemes for coding categorical variables. Table
12.15, adapted from a web book developed by UCLA Academic Technology Ser-
vices (https://www.ats.ucla.edu/stat/sas/webbooks/reg/chapter5/sasreg5.
htm), gives a comprehensive list of potential coding schemes. Several codes will
be rarely used in neuroscience (effect, mean deviation and difference codes).
Other codes, especially hypothesis testing codes, will be invaluable.

12.5.3.1 Effect, mean deviation, and difference codes

These codes are usually not informative for experimental neuroscience. They
are given here only to be complete. Table 12.16 provides an example of each of
these codes for a GLM factor with four levels. When an intercept (β0) is fitted
in the model, then fitting (k − 1) orthogonal contrasts to a factor with k levels
uses up all of the information in that factor. Hence, only (k − 1) contrasts are
given in the table. Note that none of the three codes is orthogonal.

An effect contrast is very similar to dummy coding. A reference level is
chosen and assigned the code -1. In Table 12.16, the first level is taken as the
reference level. One of the remaining levels is assigned the value of 1 and all
others the value of 0. For the next code, the next level is given the value of 1 and
the others 0. It may not appear to be the case, but in effect coding the mean
for the group with a 1 is compared to the overall mean of the sample. Hence
the second effect code in Table 12.16 tests whether the mean for the third level
of the factor differs from the overall mean.

In mean deviation coding, the mean for one level is compared against the
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Table 12.16: Examples of effect, mean deviation, and difference codes for a
four-level factor.

Type of Code:
Effect: Mean Deviation: Difference:
Level: Level: Level:

Code: 1 2 3 4 1 2 3 4 1 2 3 4
1 -1 1 0 0 3 -1 -1 -1 1 -1 0 0
2 -1 0 1 0 -1 3 -1 -1 0 1 -1 0
3 -1 0 0 1 -1 -1 -3 -1 0 0 1 -1

average of the other group means. Hence, mean deviation code 1 in Table 12.16
tests whether the mean for the first level differs from the average of the means
for levels 2, 3 and 4.

Difference codes are often called profile codes. Here, the mean of one level is
compared to the mean of the adjacent level. Profile code 3 in Table 12.16 tests
whether the mean for level 3 differs from the mean for level 4.

12.5.3.2 Dummy Coding

We have dealt with dummy codes before. Here we explain the process in detail.
Dummy codes are useful when you want to compare the means of some

groups to the mean of a single group. Technically speaking, that statement
should be phrased in terms of a GLM factor and the levels of that factor. Dummy
codes compare the means of all but one level of a GLM factor to the mean of
the remaining single level.

Dummy codes assign numbers of 0 or 1 to groups. When there are k groups
(or, more technically, k levels to an GLM factor), then there can be as many as
(k–1) dummy codes. In a GLM using dummy-coded independent variables, the
intercept gives the mean for one group (called the reference group herein). There
is no dummy-coded variable for the reference group. There is one dummy coded
variable specific to each of the other (k− 1) groups. All observations belonging
to that group receive a value of 1 for the variable. All other observations are
assigned a value of 0.

For example, in the SNP data (Table 12.21) we could designate genotype AA
as the reference group. We would create a new variable–call it DummayAG–
for the heterozygote. If an observation is genotype AG then DummyAG = 1;
otherwise, DummyAG = 0. To complete the coding, create a second variable–
DummyGG–and assign values of 1 for genotype GG and 0 otherwise. The GLM
model would then be

P̂ = β0 + β1DummyAC+ β2DummyGG (12.5.13)
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The means for the three genotypes will be

P̄AA = β0

P̄AG = β0 + β1 (12.5.14)
P̄GG = β0 + β2

Dummy coding is the “black box” in GLM mathematics for dealing with
categorical variables. It “converts” them to numeric variables via dummy cod-
ing and estimates the parameters using purely quantitative predictor variables.
Through some complex matrix formula, the GLM then aggregates the effects
of all the dummy variables for an ANOVA factor into an overall effect for that
factor.

Figure 12.5.2: Results from a “stupid” dummy coding scheme.
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Stupid dummy coding Note carefully that dummy coding is performed
within a GLM factor. It should never be used to create variables across GLM
factors. Consider a two by two factorial design such as the excitatory-inhibitory
substances study described in Section 11.4.1. The vehicle-vehicle group could be
considered the “reference” group and one could construct three “dummy” vari-
ables, one for the active excitatory/vehicle inhibitory group, one for the vehicle
excitatory/active inhibitory group, and one for the active excitatory/active in-
hibitory group. Figure 12.5.2 shows the means for the data previously depicted
in the right hand panel of Figure 11.4.1. The p values at the top of the figure
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are for the regression coefficients from this faux dummy coding scheme. Effec-
tively, each mean is compared to the vehicle/vehicle control. The real danger
here is that the significant interaction between the excitatory and the inhibitory
substance will be overlooked because the p values focus on differences from the
controls. Once again, this is not “wrong.” It does give the statistical differ-
ences between those groups administered at least one active substance and the
controls. It is, however, not a very bright way to proceed.

12.5.3.3 (Orthogonal) polynomial codes

Polynomial codes are useful when the levels of a factor are equally spaced time
points. They are also another mechanism for performing polynomial regression
with ordered groups, a topic we learned about in Section 12.2. Some texts
misleadingly state that the groups must be evenly spaced to use this technique,
as in evenly spaced time intervals. Even spacing aids in the interpretation of the
results but it not necessary for the implementation of the technique for ordered
groups. The most common form of codes are orthogonal polynomials that result
in uncorrelated variables.

As implied by the term “polynomial”, the first code is linear and places a
straight line through the ordered group means. The second code is quadratic,
the third cubic, and so on. The term “orthogonal” means that the numbers are
chosen so that the resulting variables are uncorrelated. Table 12.17 gives the
orthogonal codes for GLM factors up to size eight.

When there are k levels to the GLM factor, then there you can fit up to
(k − 1) polynomials. If you wish to obtain the same overall effect size for the
GLM factor as you would by treating it as a strictly categorical variable, then
you must fit all (k − 1) polynomials. There is, however, no requirement that
you do so.

Orthogonal polynomial contrast codes have an advantage over the method
for ordered groups outlined in Section 12.3–it is not necessary to fit a model
and drop nonsignificant terms to arrive at the order of the polynomial. One can
directly examine the p values for the terms to determine the order6. A decided
disadvantage is that, depending on how you implement the coding scheme, you
may not be able to use the results from contrasts to plot predicted means.

12.5.3.4 Helmert codes

Many studies in neuroscience assess the time point (or dosage level) at which
a response starts or stops. When the response curves are monotonic, then
contrast codes called Helmert codes are useful. To examine when a response
stops, Helmert codes compare the group mean at a time point (i.e., factor level)
to average of all of the means after that time point (or level). To examine when a
response starts, Helmert codes compare a group mean to the average of all group
means before that time point. Unfortunately, there is no consensus on whether
the term “Helmert code” refers to a comparison of group means before or after

6Again, using Type I statistics will accomplish the same result.
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Table 12.17: Orthogonal polynomial contrast codes.

Ordered Factor Levels:
k Order 1 2 3 4 5 6 7 8

3 1 -1 0 1
2 -1 2 1

1 -3 -1 1 3
4 2 1 -1 -1 1

3 -1 3 -3 1

5

1 -2 -1 0 1 2
2 2 -1 -2 -1 2
3 -1 2 0 -2 1
4 1 -4 6 -4 1

1 -5 -3 -1 1 3 5
2 5 -1 -4 -4 -1 5

6 3 -5 7 4 -4 -7 5
4 1 -3 2 2 -3 1
5 -1 5 -10 10 -5 1

7

1 -3 -2 -1 0 1 2 3
2 5 0 -3 -4 -3 0 5
3 -1 1 1 0 -1 -1 1
4 3 -7 1 6 1 -7 3
5 -1 4 -5 0 5 -4 1
6 1 -6 15 -20 15 -6 1

1 -7 -5 -3 -1 1 3 5 7
2 7 1 -3 -5 -5 -3 1 7
3 -7 5 7 3 -3 -7 -5 7

8 4 7 -13 -3 9 9 -3 -13 7
5 -7 23 -17 -15 15 17 -23 7
6 1 -5 9 -5 -5 9 -5 1
7 -1 7 -21 35 -35 21 -7 1
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Figure 12.5.3: Mean response (±1 sem) as a function of time of sacrifice.
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the time point in question. Once again, consult the documentation for your
software. The terms used in Table 12.15 are taken from the SAS documentation
to the REPEATED statement in PROC GLM.

To illustrate Helmert codes, examine Figure 12.5.3 which plots the mean
assay (Response)for groups of animals that have been sacrificed at six different
time points. The dashed line in the figure is the best fitting polynomial–a
quadratic. It is clear that the Response increases up to the fourth time point,
asymptotes, and then possibly starts declining at the last time point. Will a
Helmert analysis reveal this?

The SAS code for performing the Helmert contrasts is presented in Table
12.18 and the results of the contrast part of the GLM output is given in Table
12.19. The code shows how contrasts can be performed with GLM software
without creating new variables and performing a GLM on them. In the SAS
language, the CONTRAST statement performs the contrast. The first contrast
compares the mean for the first level of the factor Time (Time 1) to the average
of the means from Times 2 though 6. The second contrast ignores Time 1 and
tests whether the mean at Time 2 equals the average of the means from Times
3, 4, 5, and 6. The last contrast tests for a difference in means between Times
5 and 6.
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Table 12.18: SAS code for performing Helmert contrasts in PROC GLM.

PROC GLM DATA=qmin12 . helmert1 ;
CLASS Time ;
MODEL Response = Time ;
CONTRAST "Time1 v Rest" Time 5 E f f e c t −1 −1 −1 −1 −1;
CONTRAST "Time2 v Rest" Time 0 4 −1 −1 −1 −1;
CONTRAST "Time3 v Rest" Time 0 0 3 −1 −1 −1;
CONTRAST "Time4 v Rest" Time 0 0 0 2 −1 −1;
CONTRAST "Time5 v Rest" Time 0 0 0 0 1 −1;

RUN;

Table 12.19: GLM results of Helmert contrasts.

Contrast DF Contrast SS Mean Square F Value Pr > F
Time1 v Rest 1 668.3168000 668.3168000 39.71 <.0001
Time2 v Rest 1 115.1960333 115.1960333 6.84 0.0105
Time3 v Rest 1 77.7493889 77.7493889 4.62 0.0345
Time4 v Rest 1 1.9067778 1.9067778 0.11 0.7373
Time5 v Rest 1 40.1363333 40.1363333 2.38 0.1263

The results show that the first three Helmert contrasts are significant. To-
gether with the means in Figure 12.5.3, this suggests that the Response is sig-
nificantly increasing over the first three time points. At the fourth time period,
however, the mean Response has stabilized. It does not change afterwards.

Notice that the same conclusions would have come from the polynomial GLM
that plotted the quadratic curve in Figure 12.5.3. Neither of the two approaches–
polynomial versus Helmert–is “correct.” They both address the same question.
The polynomial model, however, has the advantage of being able to plot out
a curve for the expected means. There is no information to do that from the
output in Table 12.19.

12.5.3.5 Coding to a mathematical model

Sometimes an existing mathematical model that can be used to code groups.
In genetics, for example, there are several established models for a quantitative
phenotype on a single genetic locus with two alleles. All of them are equivalent
but express the information in different ways. One is the model of Falconer and
Mackay [1996] depicted in Figure 12.5.4. Here, the two alleles are denoted as A1

and A2, giving the three genotypes as A1A1, A1A2, and A2A2. The quantity
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Figure 12.5.4: Falconer and Mackay model for a single diallelic gene.

Table 12.21: Mean and standard deviations for SNP data.

Genotype N Mean St. Dev.
AA 781 16.434 2.919
AG 3614 16.732 3.021
GG 4202 16.832 3.063

m is the mathematical midpoint between the means of the two homozygotes.
Parameter a quantifies the additive gene effect. It equals the distance between
the midpoint and means of the two homozygotes. Hence, the mean of the A1A1

homozygote equals m − a and the mean of the A2A2 homozygote is m + a.
Parameter d is a dominance parameter. It gives the distance of the heterozygote
from the midpoint, so the mean for genotype A1A2 is m + d. When gene action
is all additive, then d = 0.

A single nucleotide polymorphisms (SNP) is a polymorphism in which a the
nucleotide sequence for a stretch of DNA is the same except for one and only
one nucleotide. As an example, suppose some sequences have the nucleotide
adenine (A) in position, say, 281 while other sequences have guanine (G) in
that position. SNPs for this example would give three genotypes–AA, AG, and
GG. Table 12.21 gives hypothetical data from a human candidate gene study or
genome-wide association study for a SNP of this type. How would one express
and analyze these data using Falconer’s model?

The first step is to express the predicted values for the three genotypes in
terms of the notation in Figure 12.5.4

P̂AA = m− a

P̂AG = m+ d (12.5.15)
P̂GG = m+ a

where P̂ denotes the predicted value of the phenotype. There are three un-
knowns, so rewrite this equation showing every unknown for the three genotypes,
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adding 0s and 1s as needed

P̂AA = m− 1a+ 0d

P̂AG = m+ 0a+ 1d (12.5.16)
P̂GG = m+ 1a+ 0d

We now create two new variables, one representing the coefficients for pa-
rameter a and the other for parameter d. Call the first CodeA and give it
values of -1 for genotype AA, 0 for genotype AG, and 1 for genotype GG. Call
the second CodeD and give it values of 0 for genotypes AA and GG and 1 for
genotype AG. Then, using the familiar notation for the GLM, the equations can
be written as

P̂i = β0 + β1CodeAi + β2CodeDi (12.5.17)

Read “the predicted value for the ith phenotype equals a constant (β0) plus a
weight (β1) times the value of CodeA for the ith genotype plus a weight (β2)
times the value of CodeD for the ith genotype.” Clearly, Equation 12.5.17 is the
same as Equation 12.5.16 where β0 = m, β1 = a, and β2 = d.

Table 12.22 gives the parameter estimates from fitting the model in 12.5.17
to the data. The overall model is significant: omnibus F (2, 8494) = 5.84, p =
.003, R2 = 0.001. From Table 12.22, m = 16.633, a = 0.199, and d = 0.099.
The dominance parameter, d, is not significant, so we conclude that gene action
appears to be all additive. The pooled within group standard deviation is 3.033,
so substituting one allele G for an A allele increase the phenotype by 0.199/3.033
= 0.07 standard deviation units.

You were probably surprised by the small but significant R2 (0.001). This
is not unusual in large human genomic studies of common phenotypes. Even a
simple phenotype like height is highly polygenic so the effect of any single gene
is very small [Yang et al., 2010, Weedon et al., 2008].

12.5.3.6 Coding for hypothesis testing

The amphetamine data in Section 12.5.2.1 illustrate how coding can be used
to test specific hypotheses. This topic is so important that another example is
given here.

Sometimes a study involves several groups, but only a few comparisons are
of interest. Suppose that a lab interested in developmental effects on anxiety
administered a GABA blocker to rat pups for two weeks shortly after birth

Table 12.22: Parameter estimates from the SNP data.

Source Estimate Std. Error t value Pr(>|t|)
(Intercept) 16.6333 0.0591 281.47 0.0000

CodeA 0.1991 0.0591 3.37 0.0008
CodeD 0.0990 0.0782 1.27 0.2052
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Figure 12.5.5: Early postnatal exposure to a GABA blocker and adult startle.

and then tested them as adults. Naturally, there would be a control group
who received the vehicle. In the adult testing, those rats who had received
the GABA blocker are randomly divided into four groups: a control, and three
groups, each administered an anxiolytic compound shortly before testing. The
dependent variable in this case is a measure of startle. The group has two major
hypotheses: (1) administration of the GABA antagonist in early postnatal weeks
will result in increased anxiety as adults; and (2) the overall effect of the three
anxiolytics will be to diminish the effect of the early postnatal GABA antagonist.
A plot of the means of the five groups is given in Figure 12.5.5.

Running and interpreting a oneway ANOVA on these data would not only
be inefficient but could also lead to incorrect inferences. The research question
is not “are the means for all five groups being picked out of a single hat of
means?” There are two hypotheses and the analysis should be directed at these
two hypotheses. To test the two, one can construct two sets of contrast codes,
one for each hypothesis.

The first hypothesis specifies that the early postnatal GABA antagonist will
increase adult startle. Here, the means for the three anxiolytic groups are irrel-
evant and the comparison is between the controls and the single experimental
group that did not receive an anxiolytic. Let ȲC denote the mean of the con-
trol group, Ȳ0, the mean of the experimental group that was not administered
an anxiolytic, and Ȳ1 through Ȳ3, the means of the groups receiving the first,
second and third anxiolytics. The null hypothesis states

ȲC = Ȳ0 (12.5.18)

so
ȲC − Ȳ0 = 0 (12.5.19)
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Table 12.23: SAS code for contrasts in the early postnatal GABA blocker data.

PROC GLM DATA=qmin12 . GABA_Blocker ;
CLASS group ;
MODEL s t a r t l e = group ;
CONTRAST " Ctr l v GABA Blkr " Group 1 −1 0 0 0 / E;
CONTRAST "No Drug v Drug" Group 0 3 −1 −1 −1 / E;

RUN;

A contrast for the whole experiment, however, must have numbers for each group
and the equation above gives the codes of 1 and -1 for the control and GABA
blocker without anxiolytic groups. Because the other groups are irrelevant, we
can simply assign them weights of 0 giving the equation

ȲC − Ȳ0 + 0Ȳ1 + 0Ȳ2 + 0Ȳ3 = 0 (12.5.20)

The second hypothesis–that the overall effect of the anxiolytics will dimin-
ish the elevated startle response of the early postnatal GABA blocker–can be
written in terms of its null as

Ȳ0 =
Ȳ1 + Ȳ2 + Ȳ3

3
(12.5.21)

Multiplying this equation by 3 and adding ȲC with a weight of 0 gives

0ȲC + 3Ȳ0 − Ȳ1 − Ȳ2 − Ȳ3 = 0 (12.5.22)

The SAS code to perform these contrasts is given in Table 12.23 and the
output from the GLM procedure, in Table 12.24. The most important practical
point in performing contrasts is to make certain that the numbers are being
assigned to the correct groups. In the top table in Table 12.24, SAS prints
out the contrasts and the the groups. You should always examine this table .
Different software routines apply different rules to coding, so always check that
the numbers are being correctly assigned to the groups.

The middle table gives the overall ANOVA which, because there is only one
factor in the model, provides the same information as the ANOVA tables of
effects. Notice that the omnibus F is not significant. When the hypotheses
are being tested by the contrasts, this statistic should be ignored. It is the
significance of the contrasts, not the significance of the overall GLM factor,
that is of interest.The bottom part of Table 12.24 gives the results of testing the
first contrast. The first, labeled “Ctrl v GABA Inb” in the output, is significant:
F (1, 55) = 4.83, p = 0.03. Judging this together with the means of the Control
and the GABA blocker without anxiolytic group in Figure 12.5.5, we conclude
early postnatal GABA inhibition increases adult startle. The second contrast,
“No Drug v Drug,” is also significant: F (1, 55) = 4.37, p = 0.04. Again, this
must be assessed using the means in Figure 12.5.5. The conclusion is that the
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three anxiolytics on average diminish the startle response enhanced by early
prenatal exposure to a GABA blocker.

A final word. This research group did not design the study to test for
differences among the three anxiolytics. Still, it is justifiable to perform a GLM
on the three anxiolytic groups to explore whether or not there are differences.
The researchers, however, are under the burden to inform the reader that this
was done after the fact and in the context of exploration, not hypothesis testing.
If there had been a pre-existing hypothesis that one of the anxiolytics should
not have blocked the effect, then the researchers should have included a contrast
to test that hypothesis.

Table 12.24: Output from contrast codes in PROC GLM for the early postnatal
GABA blocker data.

Coefficients for Contrast:
Ctrl v GABA Inh No Drug v Drug

Intercept 0 0
Group Control 1 0
Group GABA Blocker -1 3
Group GABA Blkr + Drug1 0 -1
Group GABA Blkr + Drug2 0 -1
Group GABA Blkr + Drug3 0 -1

Source DF Sum of Squares Mean Square F Pr > F
Model 4 163252.718 40813.179 1.47 0.2254
Error 55 1532196.322 27858.115
Corrected Total 59 1695449.039

Contrast DF Contrast SS Mean Square F Pr > F
Ctrl v GABA Inb 1 134430.6017 134430.6017 4.83 0.0323
No Drug v Drug 1 121626.5625 121626.5625 4.37 0.0413
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Chapter 13

GLM: Multiple dependent

variables

13.1 Introduction
Gene expression is a major interest in neuroscience. Suppose that research
group interested in the expression of a gene assigns 10 rats to a control (i.e.,
vehicle) condition and 10 to a treatment condition that administers a substance
hypothesized to influence that gene’s transcription. The group assays for the
amount of the gene-specific mRNA in two different sections of the brain. A
common method of analysis would be to compute one t test for the Control
and Treatment groups for the mRNA assay in three different brain regions. A
common method of presenting such data would be a bar chart of means with
error bars. Such a graph is depicted in Figure 13.1.1 for simulated data. The
difference between means for Area 1 is not significant (t(17.8) = 1.44, p = 0.17).
Neither is the different for Area 2 (t(16.6) = -1.40, p = 0.18) nor the difference
between Treatments and Controls for Area 3 (t(17.7) = 1.60, p = 0.13). Would
you conclude that the treatment substance has no effect on gene expression in
these two regions?

Take these data to your favorite biostatistician and ask the same question.
The answer will be, “Dunno.”

The major statistical issue in these data is that the same Control rat assayed
for brain area 1 was also assayed for brain areas 2 and 3. Same for any Treatment
rat. The structure of the data set is depicted in Table 13.1 for the first six rats
in the data set. In Figure 13.1.1 there are three dependent variables per rat–
Area1, Area2, and Area3. When more than one dependent variable is analyzed,
then it is necessary to ask, “how highly are the dependent variables correlated?”
In the present case, the correlation between mRNA values in the three area is
around 0.50. This is sufficiently greater than 0 that an appropriate statistical
analysis must take those correlations into account.

This chapter deals with the analysis of multiple correlated dependent vari-

245



246 CHAPTER 13. GLM: MULTIPLE DEPENDENT VARIABLES

Figure 13.1.1: mRNA expression in two brain areas as a function of a treatment.
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ables. If the dependent variables in your data set are not correlated, then you do
not require the techniques in this chapter–just analyze then one dependent vari-
able at a time. Make certain, however, to correct for the number of statistical
tests (see Section 7.3.0.2).

This chapter will speak of the multivariate analysis of variance (MANOVA).
This should really be called the multivariate general linear model, but the term
MANOVA has become so entrenched that it is silly to try to alter the ter-
minology now. Although MANOVA is discussed, you will not learn the logic
behind the procedure. MANOVA is a part of multivariate statistics and requires
statistical knowledge that is too advanced for this this text.

Instead, we concentrate on the repeated measures design. This occurs when
there are several dependent variables, all of which have something in common
in terms of their measurement. The classic cases in neuroscience will be the
same response measured over time or the same assay performed on material
from different sections of the brain.1

1MANOVA is more flexible. In principle, it could be used to analyze different responses
over times or assays for different substances in the same or different brain regions.

246



13.2. CORRELATED DEPENDENT VARIABLES 247

Table 13.1: First six observations in the mRNA expression data set.

Rat Group Area1 Area2 Area3
1 Control 8.58 15.31 9.13
2 Control 8.18 15.15 11.50
3 Control 11.70 16.91 15.36
4 Treatment 8.16 15.60 13.34
5 Treatment 8.06 15.78 9.51
6 Treatment 7.72 15.01 9.32

13.2 Correlated dependent variables

13.2.1 The error covariance matrix
In a ordinary GLM, there is a single dependent variable, and the prediction
errors have a mean of 0 and a variance that can be computed after the GLM
is fitted. When there are multiple dependent variables, there will be prediction
errors for each of the dependent variables. In the example above, there are two
dependent variables, Area1 and Area2, so there will be prediction errors for
Area1 and also prediction errors for Area2. After the model has been fitted to
both variables, we can calculate the prediction errors. Call them E1 and E2.
The equations for these are

E1 = Y1 − Ŷ1 (13.2.1)

and
E2 = Y2 − Ŷ2 (13.2.2)

Given a model that generates predicted values, we can actually arrive at numbers
for Ŷ1 and Ŷ2. Subtracting these numbers from the observed values of the
dependent variables, Y1 and Y2 gives actual numbers for E1 and E2.

We can now calculate the means of E1 and E2. They will be 0. We can also
calculate the variances of E1 and E2. Because, however, there are two variables,
we can also calculate the covariance and the correlation between E1 and E2.

The covariance matrix between E1 and E2 is called the error covariance
matrix, and it is at the heart of the analysis of multiple dependent variables. In
the present case, we can designate this matrix as ΣE and it will have the form

ΣE =

�
σ̂2

E1
cov(E1, E2)

cov(E1, E2) σ̂2

E2

�
(13.2.3)

If there were four dependent variables, then ΣE would be a four by four matrix
with the variance of the errors for each of the four variables on the diagonal and
the covariance for each pair of variables on the appropriate off diagonal element.

In Equation 13.2.3, the key statistic is cov(E1, E2). As stated in the intro-
duction, when this quantity is 0, then there is no need for the fancy methods
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described in this chapter. Just perform individual GLMs in each dependent
variable and correct for multiple testing.

When variables are correlated, visual inspection of means and error bars
can be misleading.

When, however, cov(E1, E2) is not equal to 0, then it is necessary to use the
techniques described in this chapter. Why? Because visual inspection of means
and error bars can be misleading when the dependent variables are correlated.
The next section explains why.

13.2.2 Why correlated error is important

Let’s being with a thought experiment. We have a control and treatment group
and assays in a dozen different areas of the brain. In reality there is no treatment
effect in any area but by dumb luck, the treatment group has a higher mean
than the controls in the Area 1. The difference is not statistically significant, but
on a graph, it appears interesting. Suppose that the correlation between levels
in Area 1 and Area 2 is 1.0. This necessitates that the Treatment mean will
also be higher than the Control mean in Area 2, and, relative to the standard
deviation in Area 2, by the same amount as the difference in Area 1. In other
words, the mean difference in Area 2 looks just as interesting as the one in Area
1 although it too does not reach significance.

Area 3 is also correlated perfectly with Areas 1 and 2 as are the remaining
nine brain areas. A plot of all means would resemble that in Figure 13.2.1.
Anyone unfamiliar with the thought experiment would probably interpret the
results in Figure 13.2.1 as follows. “Wow! In all 12 areas, the treatment group is
greater than the control group. Even though there is no statistical significance
in an area, the overall patterning cannot be due to chance. There must be a
treatment effect.” The reality, a chance difference occurred and it looks “regular”
only because of the perfect correlation among the brain areas.

Of course, in the real world one would never observe a perfect correlation
among the 12 brain areas. The principle, however, remains the same. Let’s take
a simple example. Height and weight are correlated. On average, taller people
weigh more than shorter people. If we took two random samples of people and
by dumb luck one was noticeably–but not statistically significantly–taller than
the other, what would you expect their mean weights to be? The best bet is
that the taller group would weigh more than the shorter group. The taller group
would probably have a larger head circumference, longer femurs and larger big
toe nails. The general point is this–if the slings and arrows of outrageous fortune
lead one group to differ from another on variable X, the the two groups should
be expected to differ on all variables highly correlated with X.

This example illustrates what expected means should look like when vari-
ables are positively correlated. Groups higher on variable X are also expected
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Figure 13.2.1: Mean differences of an assay in 12 brain areas.
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to be higher on variables correlated with X. When the study design involves
sampling from the general population, then this pattern is to be expected.

In experimental research, however, the correlations among dependent vari-
ables may hide important relationships. Re-examine Figure 13.1.1. Under the
(correct) model that absent any experimental manipulations mRNA expression
is positively correlated in the three areas, then higher means for Controls in
Areas 1 and 3 might be expected, if by chance, the Controls happened to have
a higher mean on one of the two variables. The problem comes with Area 2.
According to the “sampling error/by chance” model, Controls should also have
a higher mean than the Treatment group in this assay. They do not. Is this just
a chance aberration or is it something of substance? Here, only the statistics
can tell the difference. There are too many probabilities for the human mind to
consider at once.

13.2.2.1 A really gnarly example

Focus on brain areas 1 and 2 in Figure 13.1.1 and let us pursue the likelihood
of observing these two means under different values of the correlation between
mRNA expression in Area 1 and Area 2. Figure 13.2.2 illustrates this relation-
ship under four different values of the correlation. In this figure, the blue dot is
the coordinate for the control means for Area1 and Area2 in Figure 13.1.1 and
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Figure 13.2.2: mRNA expression means as a function of the correlation coeffi-
cient in brain areas 1 and 2.
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the red square is the coordinate for the Treatment means in these two areas.
Note that these means are the same in all four quadrants, i.e., the blue dot and
the red square do not change. Neither do the shapes and sizes of the two gray
boxes on the upper left and lower right of the four figures. What changes is the

Concentrate on the upper left pane where ρ = 0. The small black dots are
the result of 10,000 simulated means based on the data from 13.1.1 under the
assumption that the correlation between the rat’s mRNA expression in Area 1
and the mRNA expression in Area 2 is 0. The solid line is the regression line for
these 10,000 simulated means. The upper left hand gray box gives the area of
observing sampled means more extreme than the Treatment means. The lower
right hand gray box gives the area for observing samples means more extreme
than the Control means. An analogue of a p value for the data in the quadrant
where where ρ = 0 is to count up all the points falling within the two gray boxes
and divide by 10,000.

Clearly, when ρ = 0, a large number of dots falls into the two gray boxes,
giving a high p value. Your favorite biostatistician would say “if the correlation
between mRNA levels in the two areas is 0, then the data on the first two brain
areas in Figure 13.1.1 suggest that the experimental treatment has no effect on
the expression of this gene.”

Compare this with the lower right-hand quadrant of Figure 13.2.2. Here, the
correlation in expression in Area 1 and Area 2 is 0.75. The percentage of small
black dots that fall into the “by chance” gray boxes is less than 5%. Hence, the
probability of observing the blue dot mean and the red square mean is less than
0.05. If the correlation is this large, then the two observed means are unlikely
to have been observed simply by chance.

It takes mental practice to envision the sampling distributions of means
when the variables are correlated, but a familiar example can help. Height is
correlated with weight, and men are taller on average than women. Hence, we
expect that in any random sample of people, the average weight of men would
exceed the average for women. Now re-examine Figure 13.1.1, substitute “men”
for Controls and “women” for Treatment. Let “height” be brain area 1, and
“weight” be brain area 2. The height data are hardly surprising–men are taller
than women. But the weight data demand explanation because the women
weigh more than the men! We would automatically suspect something funny
such as nonrandom sampling.

We mammals have nervous systems highly developed to be sensitive to learn-
ing. If you can experience, cogitate on, and arrive at logical conclusions about
many different sampling schemes and experimental effects on a system of corre-
lated variables, then you are a better mammal than I am. The only way that I
can deal with such complexity is to let the statistics sort out the issues.

13.3 Response profiles
When there are multiple dependent variables and the GLM model has groups,
the starting point and the ending point for analysis is a table or plot of means of
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the dependent variables. Hence, the very first task in any analysis is to calculate
group means and either make a table or a graph of them. These plots are often
called profiles.2

Imagine the plot of means (in which the means are connected by lines) for
a single group as a potentially mountainous landscape with peaks and valleys.
This cartoonish landscape is called a “profile.” Some profiles can be very jagged
with high peaks and deep valleys. Others may be relatively flat. Still others
might resemble an incline with bumps here and there.

The profile has two characteristics–level and shape. Level is analogous to
overall elevation and can be measured as the average of the group’s means on
the dependent variables. Shape is the configuration of the peaks and valleys.

In analyzing multiple dependent variables, always compare the profiles for
the groups ask yourself whether they differ in level only, in shape only, or in
both level and shape. Figure 13.3.1 gives different types of profiles on three
dependent variables for two groups.

Panels (A) and (B) illustrate profiles that differ only in level but not shape.
The two are “parallel” in a general sense. If one moved Group 2’s profile up,
only could perfectly overlap it with Group 1’s profile.

Panels (C) and (D) depict profiles that do not differ in level, but do differ
in shape. The average of the three means for Group 1 equals the average for
Group 2. Hence, overall average “elevation” is the same in both groups. The
configural shapes of the profiles, however, differ in the two groups.

Finally, panels (E) and (F) illustrate profiles that differ in both level (or
elevation) and shape.

Differences in profile shape are test by the interaction between the indpen-
dent variable and the dependent variables. The main effect of the independent
variable tests for differences in overall elevation. This will become clear later
when we deal with an example. First, however, we must discuss the two types
of repeated measures analysis.

13.4 Types of repeated measures analysis
There are two major statistical techniques to perform repeated measures analy-
sis.3 The first will be called “classical” or “traditional” repeated measures. This
is an extension of the GLM that was already discussed to multiple dependent
variables. There are four major characteristics of the classic approach. First,
any observation with a missing value on any of the independent or dependent
variables is completely eliminated from the statistical analysis. Second, the es-
timation of parameters and statistical tests use the least squares criterion (see
Section 10.3). Third, the error covariance matrix (described below) is assumed

2There are advanced statistical techniques for analyzing profiles. See Tabachnick and Fidell
[2007] for further details.

3Technically, there are three, the third being generalized least squares. The difference,
however, between generalized least squares and the mixed model approach is not great and the
current generalized least squares software is not as widely available as mixed model software.
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Figure 13.3.1: Examples of response profiles that differ in elevation (level) and
shape.
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to have a certain form or pattern. Finally, you have limited control over the
models that can be fitted to the data.

The second approach is to used “mixed models.” The whole mixed model
statistical approach is a very big circle that encompasses the the smaller circle of
using mixed models for repeated measures analysis. The big circle is beyond the
scope of this text. It is useful for observational and epidemiological problems in
neuroscience, but is not relevant for laboratory experiments.

The four major characteristics of the mixed model approach to repeated
measures analysis are the same as the four characteristics for classic repeated
measures with one expectation–insert a “not” in each of the four items. First,
observations with a missing value on one or more of the independent and depen-
dent variables will be included in the analysis. Second, estimation and statistical
tests are not based on least squares; they are performed using maximum like-
lihood. Third, no form or pattern is assumed for the error covariance matrix,
although you may specify one. And finally, you have complete control over the
models that can be fitted to the data.

You may rightly ask why traditional repeated measures analysis is even
considered given the obvious advantage in flexibility of mixed models. The
major reason is that most of neuroscience has not kept pace with advances in
quantitative analysis. (Highly technical areas like imaging and genomics are
an exception. Here, it takes professional biostatisticians to develop algorithms
for data reduction and analysis). When a design has repeated measures, many
neuroscientists do not even recognize that fact, let alone perform the appropriate
analysis. Most of those who recognize the repeated measures design of their
experiment are cognizant of only the traditional approach. Hence, if you submit
a paper using state of the art statistical techniques, be prepared to encounter
resistance. Editors and reviewers who have not kept up with the literature often
regard a “mixed model,” something that biostatisticians consider standard fare,
as suspicious and untested, even magical. Prepare yourself for rejection.

Hence, we will treat traditional repeated measures here, even though the
mixed model approach has decided advantages. Moving the field of neuroscience
away from misleading visual interpretation of means and error bars towards a
more scientific approach to correlated dependent variables is, at least, a minor
victory.

13.5 Choosing the type of analysis
Figure 13.5.1 presents a flowchart for determining the type of analysis to per-
form. In using this flowchart, it is assumed that you have already determined
that the dependent variables are indeed correlated.

The MANOVA will always be a correct choice, but not necessarily the best
choice. The problem is that the MANOVA, on average, has less statistical power
than a repeated measures analysis. Hence, if you can meet the assumptions of
repeated measures, then that will be a better choice.

A second major principle to keep in mind is that good traditional repeated
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measures software will also perform a MANOVA and test the assumptions of
the repeated measures model. You may have to choose some options to per-
form these analyses, but they should always be available. Thus, you can always
perform the repeated measures analysis and examine the output. If the as-
sumptions are not met, then you can interpret and report the MANOVA results
without performing a separate analysis. If the assumptions are met, then you
should interpret the repeated measures statistics.

A final consideration is the model. Mixed model software permits more
flexibility in specifying the model than traditional repeated measures. Tradi-
tional repeated measures software automatically fits interaction terms involving
what are called within-subject effects and other terms in the model4. These
interactions do not have to be modeled using mixed model software.

The following sections explain each decision point in the flowchart. You will
note an attitude of “just go ahead and fit the classic repeated measures model.”
That is no mistake. When you fit the classic model and use the appropriate
options, then the results will give two sets of statistics. The first is the MANOVA
set of statistics. These are always valid but may not be the optimal statistics.
The second are the classic repeated measures statistics. If the statistical tests
indicate that the assumptions of the traditional repeated measures statistics are
not valid, you can always interpret the MANOVA statistics.

13.5.1 Missing values less than 5%?
There have been whole books written on how to deal with missing values (Al-
lison, 2001; Little and Rubin, 2002) but most of these esoteric applications are
more suitable for large observational data sets than for experimental neuro-
science.

If an observation has even one missing value on all of the independent and
dependent variables, then traditional repeated measures completely ignores that
observation. The non missing values do not enter into the analysis. Mixed
models, on the other hand, will use all of the available data. Hence, if your data
have a number of missing values, use mixed models. If the number is very small
replace the value with the overall mean of the variable.

The 5% rule is completely arbitrary. One would really like to see a large
analysis of many different data sets in neuroscience that compares the result
from the analysis of a complete data set to those results in which data points
were selected at random and replaced by the mean. I am not aware of any such
study, so there really no empirical guidelines. The 5% is a clinical guesstimate
based on teaching statistics to graduate neuroscience students and giving then
data sets with missing values.

The small sample sizes in neuroscience should encourage a conservative ap-
proach in dealing with missing values. Suppose that you have a missing value
for a time point in a control animal. Do you replace that with the overall mean
or with the mean of the controls? Replacing with the overall mean is conserva-

4Within-subjects and between-subjects effects are discussed later in Section 13.6.3
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Figure 13.5.1: Flowchart for the analysis of multiple dependent variables.
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tive and will diminish statistical power (i.e., make it harder to detect an effect
that is truly present). Replacing it with the control mean is liberal and will
increase the probability of a false positive. If the sample size for a group were
30 or more, the effect would be very small. When the group sample size is 4,
however, the effect could give misleading results.

If you have any uncertainty, follow the mixed model approach. It is always
justified.

13.5.2 Automatic model

The term “automatic model” is not standard. It is used here to denote the
fact that classic repeated measures will automatically fit interaction terms. To
understand this, recall the mRNA expression example in Section 13.1. The in-
dependent variable is Group, a GLM factor with two levels–Control and Treat-
ment. The three dependent variables can be considered another GLM factor.
Call it Area and note that it has three levels–Area1, Area2, and Area3. A clas-
sic repeated measures analysis will predict the mRNA density as a function of
Group, Area, and the (Group × Area) interaction. You do not have a choice
about the interaction term. It will be fitted and you cannot drop it. This is an
“automatic model.”

With the mixed model approach, you have complete control over the model.
You can drop the interaction term if you wish. Hence, the mixed model gives
you more flexibility over the model than classic repeated measures.5

13.5.3 Are the variables cognate?

The next step in analyzing multiple dependent variables is to ask yourself
whether the variables are similar in terms of what they measure. If the answer is
“yes,” then the variables are cognate. Examples would include the same response
measured over time or an assay for the same substance performed in different
areas of the brain. In some cases, the term “cognate” could refer to different
assays of the same generic class of substances. For example, assays of corti-
sol, corticotropin-releasing hormone (CRH), and adrenocorticotropic hormone
(ACTH) may be considered cognate in the context of studies about activation
of the hypothalamic-pitutitary-adrenal (HPA) axis.

If you are in a quandary and suspect that your type of data falls into a gray
area, go with “yes” in the flowchart. After all, if you do the classic repeated
measures analysis and use the options to output the MANOVA, you can always
interpret those statistics.

5MANOVA has intermediate flexibility, mostly on what you can do with GLM factors
involving the dependent variables. This use of MANOVA, however, is too advanced for this
text. The interested reader is referred to Tabachnick and Fidell [2007].
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13.5.4 Is the error covariance matrix patterned?

Technically, you do not have to ask this question. It is included here only to
alert you to one of the main assumptions of classic repeated measures analysis,
namely that the error covariance matrix has a Type H pattern.6 The pattern is
discussed later. Here, let’s explain why you do not need to answer this question.

The computation of an error covariance matrix is laborious. If you fit a
classic repeated measures analysis according to the algorithm described later,
it will calculate the error covariance matrix and test whether or not it meets
the Type H assumption. Hence, do not worry about the pattern. Just go ahead
and run the analysis but make certain to examine the error covariance matrix
and the test of whether or not it meets the Type H assumption.

The most common Type H pattern is called compound symmetry, In com-
pound symmetry, the diagonals of the error covariance matrix (i.e., the vari-
ances) are all the same and the off diagonals (i.e., the covariances) are all the
same. Let ΣE denote the error covariance matrix, σ2, the variance of a variable,
and ρ, the correlation between a pair of variables. A matrix with compound
symmetry has the following algebraic form

ΣE =




σ2 ρσ2 ρσ2

ρσ2 σ2 ρσ2

ρσ2 ρσ2 σ2



 (13.5.1)

Many error covariance matrices that do not meet compound symmetry, how-
ever, can come close enough to a Type H pattern to be used in classic repeated
measures.

13.6 Classic repeated measures

In terms of logic, a classic repeated measures GLM is no different than an or-
dinary GLM. The differences are in two mechanical areas: (1) the mechanics
of estimating parameters and testing for significance are different; and (2) the
output from the statistical procedure is confusing because it follows old “hand
calculation” algorithms and also involves many advanced statistical quantities.
The following algorithm will let you perform and interpret classic repeated mea-
sures. It will not, however, let you understand all of it. Full understanding re-
quires expertise in matrix algebra and multivariate statistics–two topics beyond
the scope of this text. Do not worry much about the “black box” of the statis-
tics that are not discussed here. One can be very expert in using a computer
without complete understanding of the physics behind the hardware.

The algorithm for a classic repeated measures design in given in Table 13.2,
The next sections describe each step of the algorithm.

6A Type H pattern is given in the the advanced Section 13.9.
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Table 13.2: Algorithm for classic repeated measures.

Step Task:
1 Write a traditional GLM table for the design.
2 Edit the columns of the GLM table.
3 Determine the between-subjects and the within-subjects effects.
4 Fit the GLM model.
5 Copy relevant quantities from the output into the summary table.
6 Examine the summary table for consistent results
7 If necessary, revise the GLM model and start over

Table 13.3: Logical ANOVA table of effects for the mRNA expression data
ignoring repeated measures.

Source df SS MS Fobs p(F > Fobs)
Group
Area

Group × Area
Error
Total

13.6.1 Write a traditional GLM table for the design
Revisit the mRNA expression data. The scientific questions are: (1) does the
treatment alter mRNA expression; (2) does gene expression differ over the three
brain regions; and (2) is the treatment effect the same across the three brain
regions? There are three variables in this logic. The dependent variable, of
course, is the density of the mRNA assay. The two predictor variables are
Group (control versus treatment) and Area of the brain. According to logic and
what we have already learned, if we completely ignored repeated measures we
would write the model as

�mRNA = β0 + β1Group + f(Area) + f(Group×Area) (13.6.1)

Note that the notation f(Area) and f(Group × Area) is used because Area is
being treated as a qualitative variable. The GLM or ANOVA table of effects
would have the generic form given in Table 13.3.

You should write down a table like this for your problem. Although 13.3
includes the columns labelled “df” through “p(F > Fobs),” you only need to
write down the column labeled “Source,” “Fobs”, and “p(F > Fobs).”

13.6.2 Add columns to the table
The next step in performing a traditional repeated measures analysis is to add
columns. This starts with the Source column from Table 13.3 and then adds a
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variable called Type. (We discuss that later). It drops the columns for df, SS,
and MS but keeps those for the observed F statistic(Fobs), and the probabil-
ity value for the F statistic (column p(F > Fobs) in Table 13.3, but renamed
p(Fobs) in Table 13.4 to save space). Add two more columns for two types of p
values that are adjusted to account for the discrepancies in assumptions about
the error covariance matrix. Label these columns p(GG) for the Greenhouse-
Geisser [1959] correction and p(HF) for the Huynh-Feldt (Huynh and Feldt,
1970). correction.7

Finally, add two columns with the respective labels “p(Wilks)” and “p(Pillai).”
The columns will be for statistics for some of the MANOVA effects.

A complete table of this form is shown in Table 13.4.

13.6.3 Determine the between-subjects and within-subjects
effects

Here, we enter a B or a W under the column labeled “Type” for each effect in the
model. A “B” stands for between-subjects effects and a “W” stands for within-
subjects effects. A between-subjects effect is any variable in the model that
differentiates the rows of the data set. Variable Group is a between-subjects
effect because it differentiates the rows into two types–Control and Treatment.

A within-subjects effect is any variable in the model that differentiates the
columns of the data set. Variable Area is a within-subjects effect because it
differentiates among the columns called Area1, Area2, and Area3. Finally, any
interaction that involves a within-subjects effect is also a within-subjects effect.
Hence the interaction between Group and Area is treated as a within-subjects
effect.

Some of these statistics are not relevant for the between-subjects effects.
Hence, put an “X” in the columns labeled “p(GG)” through “p(Pillai)” for all
the between-subjects effects.

The trick now is to run a repeated measures analysis and copy the relevant
items from the output into Table 13.4. Hold onto your seat. This part gets
pretty ugly.

13.6.4 Fit the GLM model
Here, software makes a big difference. Use either SAS or SPSS. They have
all of the options required to perform the analysis with the options of testing
the assumptions of the repeated measures. You can perform a classic repeated
measures analysis in R, but you must be very careful. There are some very
simple R scripts in books and on the web. Some of them make a number of
hidden assumptions which, if violated, can give misleading results.

Table 13.5 gives the SAS code for performing a repeated measures analy-
sis on the mRNA expression data. The PROC GLM statement starts off like

7An update of the Huynh-Feldt correction may also be called the Huynh-Feldt-Lecoutre
(Lecoutre, 1991) correction which may be output in some software.
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Table 13.5: SAS code for a classic repeated measures analysis on the mRNA
data.

PROC GLM DATA=qmin13 .mRNAdata ;
CLASS Group ;
MODEL Area1 Area2 Area3 = Group ;
∗ Put a separa te MANOVA statement here ,

one f o r each between sub j e c t s e f f e c t .
I f you have mul t ip l e e f f e c t s , you only need
to s p e c i f y the PRINTE opt ion in the f i r s t one ;

MANOVA H=Group / PRINTE;
∗ Inc lude the PRINTE opt ion on the REPEATED

statement to get Mauchly ’ s t e s t o f the assumption
that the e r r o r covar iance matrix i s Type H;

REPEATED BrainArea 3 CONTRAST / PRINTE SUMMARY;
RUN;
QUIT;

a typical GLM with the expectation that in the MODEL statement there are
three dependent variables instead of one. The next statement is a MANOVA
statement that tests the null hypothesis that there is no overall difference be-
tween the control and treatment groups on the means of the three dependent
variables (the H = Group argument to the MANOVA statement).

If your data have more than one between-subjects effects, then include a
separate MANOVA statement for each between-subjects effect. For example,
suppose the mRNA data set had a GLM factor of Age with levels Old and
Young. Age is a between-subjects effect because it differentiates the rows from
one another. We would include the statement “MANOVA H=Age” to test the
Age effect. The interaction between Group and Age would also be a between-
subjects factor because both Group and Age are themselves between-subjects
effects. Hence, we would also include the statement “MANOVA H=Group*Age”
to perform a MANOVA for the interaction.

13.6.5 Copy the relevant quantities into the summary ta-
ble

We must wade through a large amount of output, much of which can be ignored,
to find the relevant quantities to copy into our summary table, i.e., Table 13.4.
Figures 13.6.1 through 13.6.4 present the selected portions of the output that
are important to examine.
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13.6.5.1 PROC GLM output, section (1)

The first part of the output from PROC GLM is what is called the “univariate
GLMs.” Because there is only only predictor variable on the right hand side
of the MODEL statement in Table 13.5, the significance of the overall ANOVA
table is the same as the significance for Group. Hence, only the overall ANOVA
table is presented. Note that none of the univariate GLMs is significant. A
researcher who is insensitive to the fact that scores in the brain areas are cor-
related could very easily look at the output in Figure 13.6.1 and mistakenly
conclude that the treatment has little influence on mRNA expression.

13.6.5.2 PROC GLM output, section (2)

This part begins the output from the MANOVA statement. Because the option
PRINTE was given on the MANOVA statement, PROC GLM prints the error
matrix. Technically, this is a fancy type of matrix called a sum of squares and
cross products (SSCP) matrix, but if we divided each of the numbers in this
matrix by the degrees of freedom, we would have the error covariance matrix.
Note that the entry for Area3 is over four times that for Area1. This cautions
us that the variances of mRNA expression in the brain areas differs.

The really important matrix is labeled the “Partial Correlation Coefficients
from the Error SSCP Matrix.” Ignore the word “partial.” This is the correlation
matrix for the error covariance matrix. Always inspect the patterning of these
correlations. They can tell you a lot about how individual differences in one
dependent variable predict individual differences in another dependent variable.
If the correlations are all low and hardly different from 0, then there is no need
to perform repeated measures. You can interpret the univariate GLM from
Figure 13.6.1 and ignore the rest of the output.

In the present example, the three correlations are moderate and close to
being equal. This means that rats with high expression in any one area tend to
have high expression in the other two areas.

13.6.5.3 PROC GLM output, section (3)

This section gives the results of the MANOVA for the between-subjects factor
Group. The null hypothesis here is that the (3 by 1) vector of means for each
group is being pulled out of the same “hat.” The hat in this case does not
contain individual means. Rather, it contains a large number of slips of paper.
On each slip three means are written, one for Area 1, one for Area 2, and one
for Area 3. The null hypothesis is that the only differences among the (3 by 1)
vectors of observed means for the Control and the Treatment groups is due to
sampling error.

Traditional multivariate analysis (MANOVA) prints four statistics: Wilks’
λ, Pillai’s trace, the Hotelling-Lawley trace, and Roy’s greatest root. Again,
the nature and properties of these statistics are topics beyond our scope of
discussion. Wilks’ λ is the statistic most often used presented, although Pillai’s
trace is also encountered. Hence, we concentrate on only those two.
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To assess significance, these statistics are converted to F statistics and the
significance value of the F is used. In some cases, the present case being one
of them, the conversion is mathematically exact. That is the reason why the
F statistic for all four multivariate statistics is the same. In other cases, the
conversion is an approximation and the F statistics can vary. The typical way
of reporting the results is to present the multivariate statistic, the F, and the p
value for F. For example, “Wilks’ λ = 0.61, F (3, 16) = 3.34, p = .046.”

Contrast the multivariate results with those for the three univariate GLMs
in Figure 13.6.1. In the multivariate case, there is a strong suggestion that there
are indeed differences in mRNA expression. The multivariate test examines the
observed means in Figure 13.1.1 and asks the omnibus question of whether the
means of the Controls differ from those of the Treatment group in level and/or
shape.

The reason why the multivariate statistic found significance is that there is
a different in the profile patterning to the means in the two groups. (This will
become clearer when we examine other results later in the output). The partial
correlations from section (2) of the output suggest that a group that, by dumb
luck, is high on expression in one area should also be high in the other two.
Instead, Figure 13.1.1 demonstrates that the treatment group is higher, not
lower, than the controls in Area 2. Multivariate statistics are sensitive to such
differences in patterns. Univariate statistics focus on one variable and ignore
the others. Hence, they will not always be able to detect a difference in pattern.
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Figure 13.6.1: Output from PROC GLM for the repeated measures analysis of
the mRNA expression data, part 1.
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Figure 13.6.2: Output from PROC GLM for the repeated measures analysis of
the mRNA expression data, part 2.

13.6.5.4 PROC GLM output, section (4)

The actual repeated measures analysis generated from the REPEATED state-
ment in Table 13.5 begins here. The first section gives the design for the within-
subjects factor. There is only one factor in this analysis–it was called BrainArea
in the REPEATED statement in Table 13.5–and it has three levels. Hence, the
dependent variables for repeated measures factor BrainArea are, in order, Area1,
Area2, and Area3. It is possible to have more complicated within-subjects de-
signs, so it is crucial to examine the output in this section to make certain that
you have specified the correct design in the REPEATED statement.
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Figure 13.6.3: Output from PROC GLM for the repeated measures analysis of
the mRNA expression data, part 3.

267



268 CHAPTER 13. GLM: MULTIPLE DEPENDENT VARIABLES
Figure

13.6.4:
O

utput
from

P
R

O
C

G
LM

for
the

repeated
m

easures
analysis

ofthe
m

R
N

A
expression

data,part
4.

268



13.6. CLASSIC REPEATED MEASURES 269

13.6.5.5 PROC GLM output, section (5)

This section outputs what are called “sphericity tests.” The key one is the
one performed on the “Orthogonal Components” because this tests whether the
assumption that the error covariance matrix has a Type H pattern is reasonable.
If the p value for the χ2 is low, then we reject the hypothesis that the pattern in
Type H. In the example, χ2 = 3.83 and p = 0.15. Hence, we conclude that the
error covariance matrix is reasonably close to a Type H matrix. This permits
us to interpret the results of the classic repeated measures analysis.

13.6.5.6 PROC GLM output, section (6)

Section (6) gives the MANOVA results for the within-subjects factors. As be-
fore, record only p values for Wilks’ λ and Pillai’s trace. The effect for BrainArea
is highly significant (F (2, 17) = 314.57, p < .0001). This means that controlling
for mean differences between the Control and Treatment Groups, the means for
the three different brain areas are not being sampled from the same “hat” of
means.

Whether differences in mRNA density among the three areas is of substantive
importance is a very different matter from its statistical significance. Here,
the result must be placed into the context given by what is already known
about gene expression in these areas. The same logic applies to other repeated
measures designs. In clinical trials, patients tend to get better, so a repeated
measures finding that there is significant decrease in symptoms over time is
hardly surprising.

The test for the interaction between Group and BrainArea is significant
(Wilks’ λ = 0.62, Pillai’s trace = 0.38, F (2, 17) = 5.23, p= 0.17). This tells
us that there are significant profile differences in the patterning of the means
between the Control and the Treatment groups. From Figure 13.3.1, the profile
of means for the Treatment group is more “pointed” than the one for Controls.

Given that the MANOVA results are significant, one could legitimately skip
the rest of the output and just rely on the multivariate statistics. Significant
MANOVA results coupled with the fact that the error covariance matrix does
not significantly depart from being a type H matrix mean that the traditional re-
peated measures analysis will also give significant results for the within-subjects
effects in the model.

13.6.5.7 PROC GLM output, section (7)

The final section of output gives the results of the traditional or classic repeated
measures analysis. The output is divided into two sections, the first dealing
with the between-subjects effects and the second presenting the within-subjects
effects.

There is only one within-subject effect, Group, and it is not significant (F (1,
18) = 0.58, p = 0.455). Once again, to interpret this effect we must always
examine the observed means. Between-subjects effects always test for differences
in profile level, not profile shape. Hence, the null hypothesis for Group is that
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the average of the three means for the Control group is within sampling error
of the three means of the Treatment group.

You may rightly question why Group is not significant here whereas it was
significant in the MANOVA. In this part of the output the hypothesis refers
only to profile level. The MANOVA, however, tests for differences in level
and/or shape. The fact that the classic repeated measures found an insignificant
for Group tells us that there is no difference in overall level. The significant
MANOVA, however, tells us that the significant difference between groups is
entirely due to differences in profile shape.

The results for the within-subjects effects are listed as the “Univariate Tests.”
Here, we see an ANOVA table of effects with the addition of two extra columns
giving “adjusted” p values for the observed F statistic. The two adjustments are
made to account for discrepancies between the actual error covariance matrix
and its assumed form. The first adjustment, given in the column labeled “G -
G” in the output is the Greenhouse-Geisser adjustment. The second, labeled
“H-F-L” is the Huynh-Feldt-Lecoutre adjustment, most often called just the
Huynh-Feldt or H-F adjustment. Given that the assumption of the form of the
error covariance matrix was robust, we should not expect these values to differ
much from the ordinary p value for the F. And they don’t. You should copy
these p values into the appropriate columns of Table 13.5.

The final section of the output prints what are called the epsilon (�) statistics
for the Greenhouse-Geisser and the Huynh-Feldt-Lecoutre adjustments. If the
error covariance matrix was a perfect Type H matrix, then these values would
be 1.0 and the adjusted p values would equal the regular p value.

13.6.6 Examine the table

Table 13.6 gives the results of placing the numbers from the output into Table
13.4. It is now time to look at patterns in the data. We have already talked of
the patterns above, but repetition aids learning, so let’s do it again.

First examine the between-subjects effects. Recall that the F and its p
value from the classic repeated measures tests for only differences in profile level
as a function of the predictor(s) in the MODEL statement. The MANOVA
results–p(Wilks) and p(Pillai)–on the other hand test for differences in both
profile level and shape. Also, the F and p from the classic repeated measures
is often more powerful than the MANOVA for detecting differences in level. A
comparison of the traditional repeated measures statistics to the MANOVA for
a between-subjects variable can give insight into the nature of the difference.

In the present case, the repeated measures F for variable Group is not close
to being significant. Thus, there is no evidence that the mean profiles between
the Control and Treatment groups differ in over all level of mRNA density.
The MANOVA, however, is significant, albeit just barely. This suggests that
there may be a difference in profile shape. If there is a significant Group by
Area interaction in the classic repeated measures analysis, then we will be more
confident that the difference in shape is real.
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Both the MANOVA and the classic repeated measures statistics for the
within-subjects effects are consistent. They are all highly significant for brain
Area, telling us that there are definitely mean differences among the three areas.
The interaction of Group and Area is also significant in all statistics.

What happens when the significance levels are not consistent across the
different levels? Recall that the classic repeated measures statistics will be
more powerful than the MANOVA. Hence, if the assumption of a Type H er-
ror covariance matrix is close to being satisfied, the univariate F statistics are
significant, but the MANOVA p values are not significant, then it is legitimate
to interpret the classic statistics. If the assumption of a Type H matrix is not
met, then ignore the classic F and its p value and examine the consistency for
the Greenhouse-Geisser correction, the Huynh-Feldt correction„ and the two
MANOVA statistics. Finally, if there is still inconsistency, then be honest and
just report that fact. Sometimes science does not give a clear black or white
answer.

13.6.7 Revise the GLM model

Here, you may want to delete terms from the GLM model to arrive at a par-
simonious model. Remember that you have no control over the interactions
involving the within-subjects part of the design in classic repeated measures
analysis. Hence, the only model comparisons can be performed involve the
between-subjects variables. In complicated within-subjects factor designs (e.g.,
those with more than a single within-subjects factor), you may also use the
same variables but remove a non-significant factor.

13.7 Mixed model repeated measures

Here, I give strong recommendations on software. Use the major statistical
packages: SAS, SPSS or Stata. R can perform mixed model repeated measures,
but the packages that do so (lme4) are so poorly documented that even profes-
sionals have difficulty understanding the procedures. Many other packages do
not even have routines for mixed model analysis or, if they do, do not have the
flexibility of the major statistical programs. If you must use R, then follow the
suggestions given later in Section 13.8.

Also, recall that the treatment of mixed models here is only for repeated
measures. Mixed models encompass a very large circle that contains the much
smaller circle of repeated measures analysis. Try to rely the documentation in
this text and other references (e.g., Wolfinger and Chang, 1995 that treat only
the repeated measures aspects of mixed models.

SAS, SPSS, and Stata procedures for mixed model analysis required a stacked
data set (see Section 2.1.2). Here, the rows are no longer independent obser-
vations. Instead, there is a variable like ID number that identifies all of the
data that belongs to an independent observation. There stacked data set has a
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Table 13.7: SAS code to create a stacked data set for the mRNA expression
data.

DATA stacked ;
SET qmin13 .mRNAdata ;
Area = 1 ; mRNA = Area1 ; OUTPUT;
Area = 2 ; mRNA = Area2 ; OUTPUT;
Area = 3 ; mRNA = Area3 ; OUTPUT;
KEEP Rat Group Area mRNA;

RUN;

single “dependent variable” and other variables that inform the program of the
within-subjects effects.

In the mRNA data, the stacked data set must have a variable denoting the
individual rat. We will call this Rat and it will be the integer in the data set
that distinguishes one rat from another. We will call the dependent variable
“mRNA” and it will be the value of Area1, Area2, or Area3 in the data set
previously displayed in Table 13.1. Finally we must have a variable informing
the procedure from area of the brain the value of mRNA is taken. We call this
variable Area and assign it values of 1, 2 or 3 for, respectively, measurements
of Area1, Area2 and Area3. In SAS, you can construct a data set using the
point-and-click interface in SAS Enterprise or do it by code. SPSS also has a
point and click interface. Otherwise, you can create one yourself using a little
coding. Table 13.7 gives SAS code for creating a stacked data set for the mRNA
expression data and Table 13.8 displays the first six records in the stacked data
set.

To specify a repeated measures mixed model, we begin with the same logic as
in traditional repeated measures. Remember that the logic of the effects in the
GLM remains the same–it is just that we must use fancy methods to estimate
the parameters and assess statistical significance. Hence, in the mRNA data,

Table 13.8: The first two independent observations in a stacked data set for the
mRNA expression data.

Rat Group Area mRNA
1 Control 1 8.58
1 Control 2 15.31
1 Control 3 9.13
2 Control 1 8.18
2 Control 2 15.15
2 Control 3 11.50
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Table 13.9: SAS statements to perform a repeated measures analysis using
PROC MIXED.

PROC MIXED DATA=stacked ;
CLASS Group Area ;
MODEL mRNA = Group Area Group∗Area / SOLUTION;
REPEATED Area / SUBJECT=Rat TYPE=HF R RCORR;

RUN;

we follow Section 13.6.1 and write the model

�mRNA = β0 + β1Group + f(Area) + f(Group×Area) (13.7.1)

Again read “the predicted value of mRNA equals a constant (β0) plus a weight
(β1) times variable Group plus a function of variable Area plus a function of
the interaction between variables Group and Area.” We can use the weight β1

for Group because Group has only two levels–Control and Treatment. We use
f(Area) and f(Group×Area) because Area has three levels and, hence, more
than one β will be used for these levels.

The SAS statements to perform a repeated measures analysis using mixed
models are presented in Table 13.9.

13.7.1 Output from PROC MIXED
The PROC MIXED procedure in SAS gives a large amount of output, most of
which can be ignored. Figures 13.7.1, 13.7.2, and 13.7.3 give the output from
the PROC MIXED analysis in SAS. The order has been slightly rearranged for
convenience. The following sections explain the output.

13.7.1.1 PROC MIXED output, section (1)

This part of the output described the data and some aspects of the model.
Peruse it to make certain that you are analyzing the correct data set, that the
dependent variable is correct, that any class (i.e., categorical) variables have the
correct number of levels, that the correct form of the error covariance matrix is
used (this is the line labeled “Covariance Structure”) , and that the data have
been read in properly. If you make a mistake in creating a stacked data set, try
to catch it here instead of wasting pondering meaningless results.

13.7.1.2 PROC MIXED output, section (2)

In mixed models, parameters are calculated and statistics are estimated using
what mathematicians call “numerical methods.” Numerical methods start with
a reasonable set of parameter estimates, evaluate the fit of the model using that
set to the data, and then employ sophisticated computer algorithms to find a
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better parameter set. This process continues (“iterates”) until the difference
between the current parameter set and the previous one is trivial. When this
happens, the algorithm is said to have “converged” on a solution.

Figure 13.7.1: Output from PROC MIXED for the repeated measures analysis
of the mRNA expression data, part 1.

The most important part of this output is the message “Convergence criteria
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met.” If you do not receive this message, then do not interpret the results.
If the number of iterations is large and there is no convergence, then there is
something the matter with the data or the model is not identified (i.e., it is
asking too much of the data). Check the stacked data set to make certain that
it is correct. If the problem is with the model, start with a simple model and
with a simple structure for the covariance matrix (TYPE = CS fits the simplest
structure, compound symmetry). Once you have gotten the simple model to
converge, then try a slightly more complicated model. Working you way up can
help to isolate problem in which the model is asking too much of the data.

Never interpret the results of a mixed model when the solution has not
converged.

13.7.1.3 PROC MIXED output, section (3)

Because the R option was given in the REPEATED statement (see Table 13.9),
the procedure prints the estimate of the error covariance matrix here. Do not
confuse the R matrix with a correlation matrix. In a complete failure of intellect,
early developers of mixed models violated the major precepts of human factors
engineering and denoted the error covariance matrix as R.8 The only reason
to pay attention here is if you are uncertain of the error covariance structure
and want to compare the structure that you just modeled to another structure.
Ignore the phrase “ ... for Subject 1.” That is meant for complicated types of
mixed models that do not concern us.

The next matrix gives the error correlation matrix. You must always examine
this matrix. If the correlations are close to 0, then there is no need to perform
repeated measures.

When you specify a form for the covariance matrix, then this section gives the
parameters for the matrix. The Type H form that was specified by the TYPE =
HF option in the REPEATED statement (see Table 13.9) has four parameters for
this problem. They values need not concern us, but the number of parameters
becomes important when you compare different repeated measures models.

13.7.1.4 PROC MIXED output, section (4)

This is a very important section if you are comparing different models using
the more advanced techniques of model comparisons described in Section X.X.
Otherwise, they can be ignored.

8Technically, R is the error covariance matrix for fixed effects.
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Figure 13.7.2: Output from PROC MIXED for the repeated measures analysis
of the mRNA expression data, part 2.

277



278 CHAPTER 13. GLM: MULTIPLE DEPENDENT VARIABLES

Figure
13.7.3:

O
utput

from
P

R
O

C
M

IX
E

D
for

the
repeated

m
easures

analysis
ofthe

m
R

N
A

expression
data,part

3.

278



13.8. MIXED MODEL REPEATED MEASURES IN R 279

13.7.1.5 PROC MIXED output, section (5)

This part of the output is seriously misplaced and horrendously mislabeled.
The chi square (χ2) applies to the error covariance matrix and not to the over-
all model. It tests whether the parameters of the covariance matrix that you
specified construct a matrix that predicts better than an error covariance ma-
trix with a the same number on each diagonal and all off diagonals equal to
0. The null hypothesis is that the only difference in predictability between the
two is due to sampling error. Under this condition, the χ2 statistic should be a
random selection from a χ2 distribution where the degrees of freedom equal the
number of parameters in the matrix structure that you specified less 1. If the
χ2 is large and the probability of observing one larger than it is very small, then
the matrix you specified is a significantly better predictor than the one with the
same variance and no correlations.

In many cases, including the present one, this test is not important. If you
specify a model in which all of the variances are equal, then the χ2 is a test that
the correlations, on average, are not 0.

13.7.1.6 PROC MIXED output, section (6)

The section is analogous to the ANOVA table of effects in a least-squares GLM.
The F statistics, however, are not calculated as those in the least-squares GLM
and may be unreliable in small samples. Usually, when the p values for the F s
are very small, as they are in this case for Area and Group*Area, they will not
change when more precise tests are used, even with small samples. Hence, we
can interpret these.

The main conclusion is that there is a significant interaction between the
treatment and brain area. The treatment does alter mRNA expression, but its
effect on gene regulation depends on the brain area. As always, when there is
a significant interaction, we ignore the significance for the main effects. Both
Group and Area are significantly important. It is just that the magnitude of
the effect of one depends on the level of the other.

13.7.1.7 PROC MIXED output section (7)

The final section of output is given in Figure 13.7.3 and consists of the parameter
estimates that we requested by using the SUMMARY option on the REPEATED
statement. Your software may print these automatically. Note how SAS presents
these as if the variables were dummy codes of the effects.

13.8 Mixed model repeated measures in R
There are several ways to analyze repeated measures data using mixed models in
R, but I suggest that you use the gls routine from package nlme.9Like SAS and

9The other popular ways are the lme function (package nlme) and function lmer (package
lme4). Currently, the lme function does not print out the correct value of the correlation
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Table 13.10: Open field trial of an anxiolytic in which each row is an independent
observation. Only the first 3 observations are shown.

Rat Group Time1 Time2 Time3 Time4 Time5
1 1 Treatment 7.80 10.80 12.30 13.60 14.30
2 2 Treatment 9.00 8.40 11.30 12.10 9.80
3 3 Control 9.80 7.20 11.50 12.40 11.50

SPSS, the gls function in R requires a stacked data set. For a repeated measures
analysis, the stacked data set must contain a subject or identifier variable that
identifies the individual unit of observation. The syntax for a repeated measures
begins with a traditional formula for the model and informs the function of
the repeated measures design by specifying a correlation argument. A simple
example should help to clarify this obfuscation and provide us with another
example of repeated measures analysis along the way.

A standard test of the anxiolytic effects of a drug whether it increases lo-
comotion in a brightly lit open field. Rats are randomly assigned to a control
and treatment (purported anxiolytic) group and their average locomotion scores
recorded for each minute in a five minute session in the open field. Table 13.10
presents the first three observations of the data in “wide” format in which each
observation is a separate row.

The first task is to convert the data set into a stacked data set (see Section
2.1.2). Here, each rat becomes five different rows in the stacked data. We retain
the value of Rat (the identifier or subject variable) and Group for each rat. We
add a column called Time with integer values of 1 through 5 for each of the five
time points. The values of variables are then added, one at a time for each new
row in the new data set. We will call this variable “stacked variable “Activity.”
Table 13.12 presents the first three cases of the stacked data set. Table 13.11
gives the R code for creating a stacked data set from the data set of independent
observations, and Table 13.12 gives the rows in the stacked data set for the first
three observations.

The reshape function transforms a data set from wide format to stacked–
or, as R calls it, “long”–format. (The stack and unstack functions may also
be used). The code used to perform this transformation is presented in Table
13.11. Argument idvar gives the name of the identifier or subject variable in
the stacked data set. Argument ids, if specified, gives the values to use for
newly created variable idvar; if ids is not specified the values of idvar will be
the row number of the side data set. The argument varying gives the names
of the variables in wide format that will be converted to a single variable in the
long form and v.names gives a name to that variable. Finally timevar created
a variable–in this example, called “Time”–in the new data set that will have

coefficient for a model using compound symmetry. The lmer function uses random effects
mixed models and is too advanced for our purposes here.
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Table 13.11: R code for changing the open field data into stacked form.

openFieldRMstacked <−
reshape ( openFieldRM , d i r e c t i o n = " long " ,

idvar="Rat " , i d s="Rat " ,
vary ing=c ("Time1" , "Time2" , "Time3" ,

"Time4" , "Time5 ") ,
v . names="Act i v i ty " , t imevar="Time")

# c r ea t e time squared v a r i r i a b l e f o r a polynomial
# model
openFieldRMstacked$TimeSq <−

openFieldRMstacked$Time^2
# so r t the data by Rat and Time to a id in
# v i s u a l i n s p e c t i on
openFieldRMstacked <−

openFieldRMstacked [ order (
openFieldRMstacked$Rat ,
openFieldRMstacked$Time ) , ]

integer values of 1 through the number of variables in argument varying.
We should be prepared for a nonlinear effect of activity over time. Hence,

after creating the stacked data set, we construct a new variable, called TimeSq,
so that we can fit a polynomial model for time using the linear and quadratic
terms for time.

The final statements in Table 13.11 make certain that the stacked data are
sorted to aid visual inspection of the data set. This statement is not required,
but it is strongly recommended. There are different ways to perform a repeated
measures analysis using gls and in browsing the web, you will encounter several
of these. In some cases, you will get erroneous results if the data are not correctly
sorted.

As a safety feature, sort the stacked R data frame (data set) on the
within-subjects variables prior to any repeated measures analysis using
the mixed model solution.

The R code to perform a repeated measures analysis is given in Table 13.13.
The require statement checks if the nlme library is loaded and, if it is not, loads
it. As in lm, the first argument to gls is the model in the form of an R formula
and the second specifies the R data frame. The argument na.action=na.omit
instructs the function to omit any observation in the stacked data set that has
a missing value. You should always include this argument. Otherwise, function
gls will not run if it encounters a missing value.

In contrast to most statistical functions in R, the weights argument does
not assign different weights to the observations. Instead it is used to specify
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Table 13.12: First three independent observations in stacked data set for open
field activity.

Rat Group Time Activity
1 Treatment 1 7.80
1 Treatment 2 10.80
1 Treatment 3 12.30
1 Treatment 4 13.60
1 Treatment 5 14.30
2 Treatment 1 9.00
2 Treatment 2 8.40
2 Treatment 3 11.30
2 Treatment 4 12.10
2 Treatment 5 9.80
3 Control 1 9.80
3 Control 2 7.20
3 Control 3 11.50
3 Control 4 12.40
3 Control 5 11.50

the structure of the variances for the error covariance matrix. Consult the
documentation to the gls routine for a full explanation. The value of weights
in Table 13.13–varIdent(, form=~1 | Time)–specifies a separate variance for
each level of variable Time. If you omit the weights argument, then a single
variance will be fitted to all level.

The correlation argument informs gls of the repeated measure design.
The argument to correlation gives the form of the correlation matrix for the
within-subjects’ variables, so you should always include it. In Table 13.13,
we specify that the matrix is “general” by stating function corSymm, give the
correlation the starting value of .20, and inform the routine that the grouping
variable is called Rat in the data set. In your application, you should specify
~1 then a bar (|) and then the name of the identifier or subject variable in your
data set.

A general correlation structure allows each correlation to be its own parame-
ter. Had we specified corCompSymm, the same correlation would have been fitted
to every off diagonal element in the error matrix. Hence, if we had omitted the
weights arguments and specified correlation=corCompSymm(.20, ~1 | Rat),
then an error covariance matrix of compound symmetry would have been fitted
in the model. If your data have any missing values, make certain to specify
na.action=na.omit. Otherwise, the program will not run.

Figures 13.8.1 and 13.8.2 present the output from the gls function. Section
(1) echoes the model and the data set as well as presenting the Akaike informa-
tion criterion (AIC), the Bayesian information criterion (BIC), and the negative
of the log likelihood (-logLik).
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Table 13.13: Statements to run a repeated measures analysis of open field data
set using R function gls from the nlme package.

r e qu i r e ( nlme )
rmModel1 <− g l s ( Ac t i v i ty ~ Time + TimeSq + Group +

Group : Time + Group : TimeSq ,
data=openFieldRMstacked ,
na . ac t i on=na . omit ,
weights=varIdent ( , form=~1 | Time ) ,
c o r r e l a t i o n=corSymm( . 2 0 , ~1 | Rat ) )

summary( rmModel1 )

Section (2) presents the correlations from the error covariance matrix and
section (3) gives information about the variances but in a very peculiar way.
Function gls estimates the standard deviation of error for the very first residual
(i.e., the residual for Activity when Time = 1). This is printed at the very end
of the output in section (6) of Table 13.8.2. In the present case, the standard
deviation of the error term for Activity when Time = 1 is 1.563. The values
for the “parameter estimates” in section (3) are weights that, when multiplied
by the standard deviation for the first repeated measure, give the standard
deviations of the other repeated measures. For example, the error standard
deviation for Activity when Time = 2 is 1.2998*1.563 = 2.032 and the error
standard deviation for Time = 3 is 0.945*1.563 = 1.477.

The parameter estimates are given in section (4) of the output. In the R
data set, variable Group is a factor with the levels of Control and Treatment.
R estimates a parameter for the last level of this, so output lines with the label
GroupTreatment give a parameter that is used for only observations in the
treatment group. The equation for the control group is

ŶC = 8.051 + 0.259Time + 0.0294Time2 (13.8.1)

and the one for the treatment group is

ŶC = 8.051 + 0.259Time + 0.0294Time2 − 3.567

+3.681Time− 0.5184Time2 (13.8.2)
= 4.484 + 3.941Time− 0.479Time2 (13.8.3)

Because of the significant interaction between Group and the square of Time,
we conclude that the “bend” or “flex” in the polynomial is different in the control
and the treatment groups. The easiest way to tell the difference is to plot the
predicted values for the two groups. Figure 13.8.3 depicts these curves along
with the plots of the observed data. Because the number of animals per group is
small, the open circles give the data points for each observation but the points
for Controls and Treatments groups are jittered slightly to the left and right to
aid inspection. The two black lines give the predicted values from the repeated
measured analysis.
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Figure 13.8.1: Output from the R gls function for the Open Field data, part 1.
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Figure 13.8.2: Output from the R gls function for the Open Field data, part 2.

Repeated
measures!Mixed model!R
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Figure 13.8.3: Observed and predicted values for the Open Field data.

1 2 3 4 5

6
8

10
12

14
16

Time

Ac
tiv

ity
Treatment
Control

Predicted Treatment
Predicted Control

Comparison of the two predicted values shows the meaning of the interaction.
The curve for controls is effectively a straight line with a small slope. Treated
animals, however, start out like controls but their activity levels increase until
they plateau somewhere between the third and fifth minute.

Section (5) of Table 13.8.2 gives the correlation among the parameter esti-
mates and the final section gives the error standard deviation for the first level
of Time.

13.9 Patterned covariance matrices*

In a mixed models analysis, it is possible to specify the structure of the error
covariance matrix, Here, we list some of the more common types of structure.
Let ΣE denote the error covariance matrix, σ2, the variance of a variable, and
ρ, the correlation between a pair of variables. A completely unstructured or
unpatterned matrix for three variables will have the structure

ΣE =




σ2
1 ρ12σ1σ2 ρ13σ1σ3

ρ12σ1σ2 σ2
2 ρ23σ2σ3

ρ13σ1σ3 ρ23σ2σ3 σ2
3



 (13.9.1)

We have already seen a matrix with compound symmetry
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Figure 13.9.1: An antedependence model for three time points.

ΣE =




σ2 ρσ2 ρσ2

ρσ2 σ2 ρσ2

ρσ2 ρσ2 σ2



 (13.9.2)

A covariance matrix that is isocorrelational has off diagonal elements that
are equal to a single correlation, denoted here as ρ, times the product of the
standard deviation of the two variables. The variances, however, may differ.
Hence, its generic form is

ΣE =




σ2
1 ρσ1σ2 ρσ1σ3

ρσ1σ2 σ2
2 ρσ2σ3

ρσ1σ3 ρσ2σ3 σ2
3



 (13.9.3)

Note that a matrix with compound symmetry must be isocorrelational. Some-
times the isocorrelational matrix is called a matrix with compound symmetry
but with heterogeneous variances.

When the repeated measures are measures over time, the error covariance
matrix may take the form of an antedependence or autoregression. The general
antedependence model is depicted in Figure 13.9.1 for three time points. The
term antedependence signifies that any time point is dependent on the values
of older time points. The figure depicts the case in which the antedependence
is only on the previous time point. Hence, the correlation between Time 1 and
Time 2 is ρ12 and the correlation between Time 2 and Time 3 is ρ23. The
correlation between Time 1 and Time 3 is the product of these two correlations
or ρ12ρ23. Hence, the error covariance matrix has the form

ΣE =




σ2
1 ρ12σ1σ2 ρ12ρ23σ1σ3

ρ12σ1σ2 σ2
2 ρ23σ2σ3

ρ12ρ23σ1σ3 ρ23σ2σ3 σ2
3



 (13.9.4)

This equation permits heterogeneous (i.e., different variances). An antedepen-
dence model may also have a single (aka homogeneous) variance or

ΣE =




σ2 ρ12σ2 ρ12ρ23σ2

ρ12σ2 σ2 ρ23σ2

ρ12ρ23σ2 ρ23σ2 σ2



 (13.9.5)

Autoregression is a type of antedependence in which the correlation between
two time points is the same. Eliminate the subscripts “12” and “23” in Figure
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13.9.1 and the antedependence model becomes autoregressive. The correlation
between Time 1 and Time 2 equals ρ as does the correlation between Time 2
and Time 3. The correlation between Time 1 and Time 3 becomes ρ2. Hence,
for heterogeneous variances,

ΣE =




σ2
1 ρσ1σ2 ρ2σ1σ3

ρσ1σ2 σ2
2 ρσ2σ3

ρ2σ1σ3 ρσ2σ3 σ2
3



 (13.9.6)

and for homogeneous variances

ΣE =




σ2 ρσ2 ρ2σ2

ρσ2 σ2 ρσ2

ρ2σ2 ρσ2 σ2



 (13.9.7)

For completeness, let’s look at the form of the Type H matrix of Huynh and
Feldt [1970]. This has a different parameterization. For k dependent variables,
there will be k parameters, θ1, θ2, . . . θk. There is one additional parameter
applied to the variances that is denoted here as λ. The form of the Type H
matrix is

ΣE =




2θ1 + λ θ1 + θ2 θ1 + θ3
θ1 + θ2 2θ2 + λ θ2 + θ3
θ1 + θ3 θ2 + θ3 2θ3 + λ



 (13.9.8)

A final class of patterns are those that fit spatial autocorrelation. The con-
cept is analogous to antedependence and autoregression but applied to either
two or three dimensional space instead of time. Spatial autocorrelation is a topic
of current research in imaging and computational neuroscience (e.g., Eglen et al.
2008, Keil et al. 2012) and takes considerable expertise in both biostatistics and
computer technology. If your data are sampled from different regions in a small
enough area in the brain that you suspect that spatial autocorrelation may be
an issue, then you should consult with an expert on the topic.
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Chapter 14

Nonlinear Models

14.1 Introduction

In statistics, the terms linear and nonlinear cause confusion because they can
be used equivocally. Strictly speaking, a linear model can be linear in terms
of the coefficients (i.e., parameters or the βs in a GLM), linear in terms of the
variables, or linear in terms of both the coefficients and variables. A model
is linear in terms of the coefficients when all of its mathematical terms are
in the form of “a parameter times some function of a variable” plus “another
parameter times some function of a variable” and so on. Usually, the “some
function of a variable” is simply the variable itself, so the terms will be of the
form βiXi. At other times, the variable may be squared giving a term like
βiX2

i which is linear in terms of the coefficient βi but nonlinear in terms of the
variable X2

i . In statistics, the term linear model is used almost exclusively to
refer to those models that are linear in terms of the coefficients. Hence, all the
models in regression, ANOVA, ANCOVA (in short, the GLM), are “linear” even
though some models—e.g., polynomial models—may be nonlinear in terms of
the variables. It is very easy to solve for the coefficients of these linear models.
In fact, the ease of a solution has been a major reason for the popularity of
these models.

In neuroscience, many models are nonlinear in terms of the parameters.
Enzyme kinetics, receptor binding, circadian rhythms, neuronal burst patterns,
and dose-response curves with a binary outcome are classic examples. If linear
models are easy to solve, it is not a far stretch to guess that nonlinear models
may be difficult to solve. Indeed, except for special cases, many nonlinear
models do not have a closed-form mathematical solution. The typical approach
to solving such a model is to use numerical methods, a somewhat glorified term
for computer algorithms that guess at an answer, evaluate the fit of the model
at that guess, and then adjust the guess to achieve a better fit. After a series of
such guesses, evaluations, and adjustments (or iterations), the algorithm usually
arrives at the answer (or converges). The mechanics behind these algorithms
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are too complicated for our purposes here. Just, however, as you can drive a car
without specialized knowledge about fuel-injection systems, it is possible to use
these algorithms to fit models and make inferences about them without knowing
the specifics behind the computer software.

One can conveniently divide nonlinear models into two classes. The first
may be termed typical in the sense that the problem fits a certain form that
is so commonly encountered in research that general statistical packages have
routines for it. Examples include logistic and probit models used to predict
binary or ordinal outcomes. The second type, which we term atypical, is so
specialized that there is no routine in a general statistics package to handle
it. Note that the difference between typical and atypical nonlinear models is
relative. A behavioral neuroscientist may have only rare use to fit a model for
enzyme kinetics and might legitimately consider such models atypical. On the
other hand, a biochemist interested in amino acid substitutions may routinely
fit enzyme kinetic models and rightly treat them as typical. The latter may
have specialized software to fit such models.

14.2 Typical Nonlinear Models

14.2.1 Logistic Regression
The purpose of logistic regression is to predict either a dichotomous (i.e., binary)
response or an ordinal response. We begin with a binary response. The logistic
model assumes that the logit (i.e., logarithm of the odds of a response) is a linear
function of the predictors. That is a mouthful, so let us begin at a simpler level
and work up to an understanding of that statement. As in the GLM, we start
with a linear model that predicts “something” ( Ŷ ) as a linear function of a
single predictor

�Y = β0 + β1X1 (14.2.1)

In the GLM, Ŷ is the predicted value of an observed variable. In logistic
regression, however, Ŷ is the logarithm of the odds of a predicted response,
which in statistical parlance is called a logit (see Section 3.4.1). If p is the
probability of a response, then the odds of a response equal the quantity

�
p

1−p

�

and the logit is the log of this quantity. Hence, in logistic regression, we have
the equation

log

�
p

1− p

�
= β0 + β1X1 (14.2.2)

Take the exponent of both sides of this equation

p

1− p
= exp (β0 + β1X1) (14.2.3)

Solving for p gives
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Figure 14.2.1: Examples of logistic curves differing in “intercept” and “slope.”
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p =
exp (β0 + β1X1)

1 + exp (β0 + β1X1)
=

exp
�
Ŷ
�

1 + exp
�
Ŷ
� (14.2.4)

Parameter β0 is the intercept in the Equation 14.2.1. For a line with a
constant slope, β0 moves the line up or down on the vertical axis. β0 has a
similar function in Equation 14.2.4. It is still a displacement parameter, but β0

will now move the curve to the right or to the left without changing the shape
of the curve (see the right panel of Figure 14.2.1).

Parameter β1 is the slope for Ŷ in Equation 14.2.1 and it measures the mag-
nitude of prediction. The steeper the slope, the better the prediction. β1 also
measures the extent of prediction in the equation for p, but here it increases or
decreases the inflection (i.e., the “steepness”) of the curve. When β1 = 0, the
logistic curve is a horizontal line with no steepness. As β1 increases, the curve
becomes steeper and steeper and approximates a pure step function.

When there is more than one predictor, then we simply replace X with Ŷ on
the horizontal axis in Figure 14.2.1. As in the GLM, the individual βs measure
the extent to which their independent variables contribute to prediction. βs close
to 0 (relative to scale of their X s) suggest those variables are not important for
prediction. A significant positive β implies that an increase in its X predicts an
increased probability of the response while a negative β denotes that an increase
in X is associated with a decreased probability of the response.

For a given data set, a plot of the logit function can resemble any “slice”
of the examples in Figure 14.2.1 or of their mirror images. Four examples are
provided in Figure 14.2.2.
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Figure 14.2.2: Different types of logistic curves.
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14.2.1.1 Example of Logistic Regression: Audiogenic Seizures

The fact that loud noises can produce neurological seizures in rodents has long
been used as a model for human seizure disorders (epilepsy). It has also been
known that phenobarbitals can inhibit seizures. Let us randomly assign mice to
several levels of aural noise (in decibels) and randomly assign half of the mice
for a given decibel setting to an injection of phenobarbital with the other half
being treated with a vehicle. The dependent variable is whether or not a mouse
has a seizure in the test situation.

If we let p denote the probability of a seizure, then we can write a model
that has the main effects of the level of sound and the presence or absence of
Phenobarbital as well as interaction of sound-level and Phenobarbital. The only
difference between the logistic equation and the equation in the GLM is that the
GLM directly predicts a dependent variable whereas the logistic model predicts
the logit or logarithm of the odds. Specifically,

Ŷ = log

�
p

1− p

�
= β0 + β1dB + β2Phenobarbital + β3db ∗ Phenobarbital

(14.2.5)
To examine the meaning of the coefficients in logistic regression, it is convenient
to code the Phenobarbital variable as 0 = Vehicle and 1 = active drug. Then
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the logistic equation for the Vehicle group is

ŶVehicle = log

�
p

1− p

�
= β0 + β1dB (14.2.6)

And the one for the Phenobarbital group is

ŶPheno = log

�
p

1− p

�
= (β0 + β2) + (β1 + β3) dB (14.2.7)

If the two curves differ only in the constant, then β2 �= 0 and β3 = 0. The
curve for Vehicle and the curve for Phenobarbital will have the same shape
but the curves will differ in location. The situation was depicted previously in
the left panel of Figure 14.2.1. If the two groups had the same location (i.e.,
constant) but different sensitivities to noise, then β2 = 0 and β3 �= 0. In this
case the curves would have different shapes as in the right hand panel of Figure
14.2.1. Finally it is possible that both the location and the sensitivity of the
Vehicle differ from that of Phenobarbital. In this case the curves would have
different locations and shapes.

The SAS code required to fit a logistic model to the data is given in Ta-
ble 14.1. Variable “Seizure” is coded as 0 (did not have a seizure) or 1 (did
have a seizure). By default, SAS will order the dependent variable and then
predict the probability of the first category. In this case, that would be the lack
of a seizure. The DESCENDING option in the PROC LOGISTIC statement
informs SAS to use descending order. Hence, SAS will predict the presence of
a seizure.

Output from the procedure is presented in Figures 14.2.3 and 14.2.4. Section
(1) of the output describes the data being analyzed. As always, you should go
over this to make certain that you are analyzing the correct dependent variable.
The “Response Profile” is a fancy term for a count of how many observations fall
into the two categories. Always examine which of the two categories is being
predicted. The output states that “Probability model is Seizure = 1” which
means that we are predicting the probability of a seizure.

Table 14.1: SAS Code for a logistic regression.

PROC LOGISTIC DATA=Audiogenic DESCENDING;
MODEL Se i zu r e = dB Treatment dB∗Treatment ;

RUN;

With logistic regression—as well as any other nonlinear technique that uses
numerical methods—it is always imperative to make certain that the process
converged. All good statistical programs should print a message to that effect,
or if the algorithm has not converged, should print a warning or error message.
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Figure 14.2.3: SAS output from PROC LOGISTIC for the seizure data, part1.

Never interpret the output when the procedure has not converged to a solution!
In Section (2) of the output, the message “Convergence criterion (GCONV=1E-
8) satisfied” indicates convergence, so we can trust the results.

When a statistical procedure uses numerical methods to arrive at a
solution, never interpret the output when the procedure has not con-
verged. Consult the documentation and change options until conver-
gence is achieved. You may have to consult with a quantitative expert
on how to use the options.

Section (3) of the output gives three statistical indices used to assess the fit
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Figure 14.2.4: SAS output from PROC LOGISTIC for the seizure data, part2.
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Table 14.2: Output from a reduced logistic regression model for the seizure data.

Ana lys i s o f Maximum Like l i hood Est imates
Standard Wald

Parameter DF Estimate Error Chi−Square Pr > ChiSq
In t e r c ep t 1 17.8340 3 .4552 26.6406 <.0001
dB 1 −0.1907 0 .0367 27.0336 <.0001
Treatment 1 1 .3684 0 .6695 4 .1772 0 .0410

of the overall model. The first two are the Akaike information criterion (AIC
in the output) and Schwarz’s Bayesian criterion (SC in the output but also
labeled as SBC or BIC—for Bayesian information criterion), and the quantity
labeled “-2 Log L” which is minus twice the log of the likelihood (see Section B).
Models[ with a smaller AIC and/or BC are to be preferred. In Figure 14.2.4
both the AIC and the BC are noticeably smaller for the model that included
the predictors—termed “covariates” in the output—than the model with only
an intercept. Hence, the model with the covariates is to be preferred.

The section labeled “Testing Global Null Hypothesis: BETA=0” gives results
that are analogous to the overall ANOVA table in a GLM. Here, the tests are
based on the χ2 distribution. For the Seizure data, they all give the same
result–prediction is significantly better than chance. This will not always be
the case.

There are three χ2 tests for overall predictability—the likelihood ratio χ2

(based on the “-2 Log L” quantity), Score χ2, and the Wald χ2—and just as in
the GLM, when the p value of these statistics is less than the preset α level, then
the null hypothesis of no overall prediction is rejected. Often, but not always,
the three lead to the same inference. There is no statistical consensus on which
of the three statistics to interpret when some reject the null hypothesis while
others fail to reject it.

Section (4) of the output presents the parameter estimates along with tests
for their significance. In logistic regression, one should proceed in fitting models
just as in polynomial regression and GLMs with interactions (see Section 11.5).
That is, fit the most general model first. Then delete nonsignificant higher-order
terms to arrive at a parsimonious model.

Finally, Section (5) of the output presents some statistics for the two by two
table of predicted versus observed seizures.

In the present example, the interaction between noise level and treatment is
not significant, so we would delete that term and rerun the logistic regression.
The relevant parts of the output for this model are given in Table 14.2. Both
sound level in dB and treatment with phenobarbital are significant. Louder
sounds increase the likelihood of a seizure while the drug decreases it.

Note that Treatment is now significant. Had we interpreted only the coef-
ficients in the full model in Figure 14.2, we would have erroneously concluded
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Figure 14.2.5: Amyloid plaques in three transgenic mouse strains.
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●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●
●●● ●●● ●●●

NN NE EE

8
12

16
20

24
28

● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●
● ● ● ● ● ● ● ● ●

● No plaques ● Plaques

that there were no differences between the treatment and control groups.

14.2.1.2 Example of Logistic Regression: Aβ-amyloid plaques.

There are many transgenic models of Alzheimer’s disease (AD) in which known
single genes that cause AD have been inserted into mouse strains. A team
of researchers has already developed such a strain using a human allele of the
amyloid precursor protein (APP) locus. They suspect that a second mutation
in the APP allele would produce a better model and using recombinant tech-
niques, they produce a new allele that is inserted into the already-developed
mouse strain. To assess the new model, the lab compares the presence of Aβ-
amyloid plaques in the brains of mice of the regular strain (NN genotype) with
mice heterozygous and homozygous for the experimental allele (EN and EE
genotypes, respectively) as a function of age of the mouse. Foe each genotype,
three mice at each age (in months) and the brains examined for the presence of
plaques.

Figure 14.2.5plots the observed frequency of plaques as a function of age in
the three genotypes. Visual inspection suggests that the E allele does indeed
increase the frequency of plaques, but there are many other questions that are
difficult to answer from the graph. Is the effect of the E allele additive or
dominant? Do the E genotypes have the same sensitivity curves over age as the
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Table 14.3: SAS code for amyloid plaques.

PROC LOGISTIC DATA=PlaquesData DESCENDING;
MODEL Plaques = Age Addit ive Dominance Age∗Addit ive

Age∗Dominance ;
RUN;

NN genotype but with different intercepts, or in other words, do the NN, EN,
and EE curves have the same shape but different displacements? Or do the E
genotypes have different sensitivities to age (i.e., are the shapes of the curves
different)?

These questions can be answered through logistic regression. To examine
the issue of dominance, we can use numeric codes for the genotypes to reflect
additive and dominance effects, just as we did earlier (see Section 12.5.3.5).
Here, we create a numeric variable called Additive with values of -1, 0, and 1 for
the respective genotypes of NN, EN, and EE and a second variable, Dominance,
with respective values of 0, 1, and 0. To test whether the shape of the logis-
tic curves are the same for the three genotypes, we include interaction terms
between age and Additive and age and Dominance in the model.

The SAS code for performing this regression is given in Table 14.3 and the
output from PROC Logistic is given in Table 14.4. Note the DESCENDING
option in the PROC LOGISTIC statement. Because the data are coded as 0
= no plaques, 1 = plaques, this option informs the procedure to place these
values in descending order. Hence, the procedure will predict the probability
that variable plaques = 1.

The tests for overall predictability strongly reject the null hypothesis of no
predictability. Of the terms in the full model, however, only Age is significant.
Once again, one should never leave a model at this stage because multicollinear-
ity from the non-significant interaction terms can obscure the effects of geno-
type. Indeed, when the Age*Dominance and then the Age*Additive terms are
removed, there is a significant effect for both Additive and Dominance (see Ta-
ble 14.5). The predicted logistic curves are presented in Figure 14.2.6. Because
there is no interaction with age, all three genotypes have the same slope over
age. They differ only in their displacement. Plaque formation begins at an
earlier age in genotypes EE and EN than in genotype NN.

14.2.2 Probit Regression
Probit regression is very similar to logistic regression and usually there is only
a trivial difference when the same data are analyzed with logistic and probit
regression (an example is given below). The logic behind probit regression is
identical to the logic behind the multifactorial threshold model used in disorders
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Table 14.4: Partial output from logistic regression on amyloid plaque data:
General model.

Test ing Global Nul l Hypothes is : BETA=0
Test Chi−Square DF Pr > ChiSq
L ike l i hood Ratio 123.2927 5 <.0001
Score 100.0970 5 <.0001
Wald 37.6040 5 <.0001

Ana lys i s o f Maximum Like l i hood Est imates
Standard Wald

Parameter DF Estimate Error Chi−Square Pr > ChiSq
In t e r c ep t 1 −12.0645 2 .7997 18.5696 <.0001
Age 1 0 .5012 0 .1199 17.4810 <.0001
Addit ive 1 −1.1601 2 .7997 0 .1717 0 .6786
Dominance 1 −1.6129 4 .6619 0 .1197 0 .7294
Age∗Addit ive 1 0 .1231 0 .1199 1 .0537 0 .3047
Age∗Dominance 1 0 .1149 0 .2063 0 .3101 0 .5776

Figure 14.2.6: Predicted curves predicting the presence of Aβ amyloid plaques
as a function of transgenic genotype.
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with complex genetics (falconer -?edwards-ref, g & s X.X). This “multifactorial”
part of the model holds that: (1) many different genes as well as many dif-
ferent environmental factors contribute to a disorder; (2) the effects of each
gene and each environmental factor is small; and (3) the effects are additive.
Hence, we can construct a latent (i.e., unobserved) variable called liability (or
predisposition, vulnerability, diathesis) and write an equation for liability as

L = β0 + β1G1 . . .+ βjGj + βj+1E1 . . .+ βj+kEk (14.2.8)

where the Gs and Es are, respectively, different genes and environmental factors.
Given the assumptions of multifactorial causality, the central limit theorem
dictates that the latent liability variable (L) will have a distribution that, for
all practical purposes, is indistinguishable from a normal.

The threshold part of the model assumes that once liability reaches a certain
point (the threshold), a disease process begins and the person is affected. Figure
1.8 illustrates the multifactorial threshold model, depicting a normal distribu-
tion of liability and a step function (when liability equals t) relating liability to
the probability of a disorder.

The model in Figure 1.7 is a Platonic, idealistic model. That is, it is fine from
a purely theoretical perspective, but it will never work in practice because we
cannot measure all the genes and the environmental factors that contribute to
complex phenotypes. In practice, any individual research project will measure
only a few of the many factors that contributes to a phenotype. Furthermore,
some of the measured factors may not be direct causes. Hence, we never directly
and accurately measure liability. Instead we measure a correlate of liability and
are usually interested in such questions as “does variable X1 predict the disorder”
or “what is the relative contribution of X2 and X3 to the disorder?”

Hence, the equation used in practice is

Ŷ = β0 + β1X1 . . .+ βjXj + E (14.2.9)

the typical linear equation where Ŷ is the correlate of liability and E is a nor-
mally distributed residual.

Given the normal distribution of liability, a reasonable function linking the
probability of a disorder to Y is the probit function (aka the cumulative normal
distribution or the normal probability distribution function; see Section 5.1 and
5.3.1). In simple terms, the probability that a person with a specific, numeric
value of Y has the disorder is the area under a normal curve from negative
infinity to Y . The task of probit regression is to find the values of the βs that
best fit the probability that each person is affected or not affected.

In neuroscience, probit regression may be used to analyze dose-response
curves when the response is a binary or ordinal variable. Here, think of variable
Y in equation 14.2.10 as the liability to a response and the Xs are the observed
predictors.

There are two equations for probit regression. The most general one is
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Table 14.5: Output from a probit regression on the Aβ-amyloid plaque data.

Standard 95% Conf idence Chi−
Parameter DF Estimate Error Limits Square P
In t e r c ep t 1 −7.9711 1 .237 −10.40 −5.55 41 .51 <.0001
Age 1 0.3271 0 .053 0 .22 0 .43 38 .57 <.0001
Addit ive 1 1 .0482 0 .228 0 .60 1 .49 21 .18 <.0001
Dominance 1 0 .6919 0 .324 0 .06 1 .33 4 .56 0 .0327

Pr(Response) = C + (1− C)Φ(Ŷ ) (14.2.10)

Here C is a constant that gives the base rate for a response, i.e., the proba-
bility of a response when Ŷ is many standard deviations below the mean of Ŷ .
Φ(Ŷ ) is the cumulative normal density function, i.e., the area under the normal
curve from negative infinity to Ŷ . The second equation for probit regression
is identical to this one with the exception that C is set to 0. Most programs
provide an option for fitting C. If the data have a control group (for example, a
group in a dose-response study in which dose equals 0), then fit C. When there
are no responses at the lower end of Y , then do not fit C.

Table 14.5 gives the parameter estimates, confidence limits, Wald χ2, and
significance level of a probit regression for the data set on β-amyloid plaques.
Here, parameter C was not fitted because the mice at lower ages had no plaques.

Compare these results to those from the logistic regression of the same data
(Table ??). The numerical estimates for the parameters are different. This,
of course, is reasonable because the two methods use different functions. The
significance levels, however, are very similar. Hence, there is no substantive
difference in interpretation between the logistic and the probit regressions.

Given the great similarities between logistic and probit regression, which
one should a neuroscientist use? The answer is simple—flip a coin. Statistically,
there is no favorite. That said, some fields tend to use one or the other technique.
For example, given its alliance with psychology, behavioral neuroscience tends to
use logistic regression while the pharmacological specialists use probit regression.
Here, the best advice is to use the technique prevalent in the area.

14.3 Atypical Nonlinear Models: How to fit your
own model

Many areas in neuroscience have specialized statistical packages that allow one
to fit nonlinear models specific to that area. Inevitably, however, one encoun-
ters a problem that requires either the purchase of the specialized software or
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fitting the model on your own. This section describes how to fit a model. To
many folks, especially those with a modest background in statistics, this sounds
intimidating. In practice, however, fitting your own model is quite simple. The
daunting part is learning how to interpret some of the output.

There simplest method of fitting nonlinear models is to use the least-squares
criterion. Here, one writes the equation for the predicted value of the dependent
variable, informs the program of the parameters and the starting values, and
then sits back and relaxes while the computer uses numerical methods to find
those parameter values that minimize the squared difference between the ob-
served and predicted values. Rather than outline these steps in general terms,
let us learn the procedure by example.

14.3.1 Example of an Atypical Nonlinear Model: Enzyme
Kinetics

To study the kinetics of an enzyme, chemists place a constant amount of active
enzyme in test tubes (or another medium) containing various concentrations of
substrate and then measure the amount of product produced in a given time
(the response). Many such reactions follow Michaelis-Menten kinetics. Here,
the response is predicted as a function of substrate concentration, [S], and two
parameters, a rate constant (Kd) and the maximum velocity (Vmax) or the point
at which further increases in substrate result in no more increase in product.
The Michaelis-Menten equation is

Ŷ =
Vmax[S]

Kd + [S]
(14.3.1)

where Ŷ is the predicted response.
From data that plot the response as a function of substrate concentration

(the open circles in Figure 14.3.1) how does one go about estimating the quan-
tities Kd and Vmax? In the GLM, we estimated parameters by minimizing the
sum of the squared prediction errors, so we could do the same here. In short,
find the values of the parameters that minimize the quantity SS e (for sum of
squared errors) in the equation

SSe =
N�

i=1

(Yi − Ŷi)
2 =

N�

i=1

�
Yi −

Vmax[Si]

Kd + [Si]

�2

This is a max/min problem in calculus and one could indeed find the solution
by taking the first derivatives of the function SS e with respect to each of the
parameters, setting those derivatives to 0, and then working the algebra to arrive
at a solution.

A simpler approach is to let the computer do the hard work. Most statistical
packages have routines that use numerical methods to estimate parameters for
nonlinear models by minimizing the sum of squared errors. It is not difficult to
use these programs—simply name the parameters, give then sensible starting
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Table 14.6: SAS code for a Michaelis-Menten model of enzyme kinetics.

PROC NLIN DATA=Kine t i c s1 ;
∗ − g ive the parameters and t h e i r s t a r t va lue s ;
PARAMETERS Vmax=10 Kd=1;
∗ − g ive the equat ion f o r the pred i c t ed va lue s ;
MODEL Response = Vmax ∗ Concentrat ion /

Kd + Concentrat ion ) ;
RUN;

values, and write the equation for the predicted values. Table 14.6 illustrates
the code used to solve a kinetics problem using PROC NLIN in SAS. The
PARAMETERS statement gives names for the two parameters and their starting
values—10 for Vmax and 1 for Kd. The MODEL statement gives the dependent
variable (Response) and the equation for its predicted value. It is also possible
to specify which of several numerical methods to use to solve the problem, but
for most cases the default method is to be preferred.

Output from this procedure is presented in Table 14.7. Most nonlinear
regression techniques present the same four sections of output: (1) a history of
the iterations along with a note about whether or not the procedure converged
(and sometimes some esoteric information about convergence that can only be
interpreted by referring to the manual); (2) an ANOVA table that tests the
hypothesis of whether or not there is overall predictability; (3) the final estimates
of the parameters along with their standard errors and/or confidence limits; and
(4) an estimate of the correlations among the parameter estimates.

It is imperative to check the output to make certain that the numerical
method has arrived at a satisfactory solution. Convergence is usually assessed
when the numerical estimates of the first derivatives become very small, the
value of the error sum of squares changes very little from one iteration to the
next, and the parameter estimates change very little in the last few iterations.
Inspection of the results of the last two iterations in Table 14.7 demonstrates the
latter two phenomena of convergence. If there are problems with convergence,
all programs will print warning messages.

When a statistical procedure uses numerical methods to arrive at a
solution, always make certain that the procedure has converged.

The output section labeled “Estimation Summary” contains some redundant
information (e.g., number of iterations and “Objective” which equals the final
sum of squared errors), some information that should be perused to make certain
the data set was processed correctly (number of observations and number of
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Table 14.7: Output from Michaelis-Menten enzyme kinetics.

The NLIN Procedure
Dependent Var iab le Response
Method : Gauss−Newton

I t e r a t i v e Phase
Sum of

I t e r Vmax Kd Squares
0 10.0000 1 .0000 939 .1
1 17.8098 0 .3117 56.6970
2 17.8189 0 .6113 12.2102
3 17.9092 0 .6824 11.3028
4 17.9061 0 .6828 11.3026
5 17.9060 0 .6828 11.3026

NOTE: Convergence c r i t e r i o n met .

Est imation Summary
Method Gauss−Newton
I t e r a t i o n s 5
R 1.331E−6
PPC(Kd) 6 .097E−7
RPC(Kd) 0.000019
Object 1 .653E−9
Object ive 11.30257
Observat ions Read 18
Observat ions Used 18
Observat ions Miss ing 0

NOTE: An i n t e r c e p t was not s p e c i f i e d f o r t h i s model .
Sum of Mean Approx

Source DF Squares Square F Value Pr > F
Model 2 4199 .4 2099 .7 2972.37 <.0001
Error 16 11.3026 0 .7064
Uncorrected Total 18 4210 .7

Approx Approximate
Parameter Estimate Std Error 95% Conf idence Limits
Vmax 17.9060 0 .3355 17.1947 18.6173
Kd 0.6828 0 .0782 0 .5170 0 .8486

Approximate Cor r e l a t i on Matrix
Vmax Kd

Vmax 1.0000000 0.7217780
Kd 0.7217780 1.0000000
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observations used), and some esoteric and perplexing quantities (R, PPC, RPC,
and Object—all of which should be small and close to 0).

A table analogous to an ANOVA table is presented and can be used to assess
whether the model as a whole predicts better than chance. This table has the
same meaning as the ANOVA table in regression or any other GLM technique. It
provides an omnibus test for predictability without specifying which parameters
are important for that predictability. Note carefully that the F statistic and its
p level are only approximations. The F in nonlinear least squares is sometimes
called a pseudo F ; as sample size becomes large, the pseudo F converges to
an F distribution. Most statisticians regard it as a valid guideline when the
residuals are normally distributed. From the F statistic and its p value, we can
confidently reject the hypothesis of no overall predictability.

SAS output does not provide an R2 but one can compute it from the formula

R2 =
SSt − SSe

SSt

where SS t is the total sum of squares, corrected for the mean (and NOT the
uncorrected total sum of squares printed in the output). One can arrive at SS t

by running descriptive statistics on the dependent variable and requesting that
statistic or by taking the variance of the dependent variable and multiplying it
by (N – 1). For the present example, SS t = 119.826. Hence,

R2 =
1129.826− 11.303

119.826
= .91

In some nonlinear models it is interesting to examine whether some param-
eters differ significantly from 0. This can be directly checking whether the 95%
confidence intervals include 0. If the interval for a parameter includes 0, then
that parameter is not significant at the .05 level. If the interval does not include
0, then the parameter is significantly different from 0 at the .05 level. In the
present case, both parameters are significantly different than 0. That is not in-
teresting information here. The purpose of fitting the Michaelis-Menten model
is to see how well (or poorly) it fits the kinetic data. Hence, the value of R2 is
more informative than the significance level of the individual parameters.

Figure 14.3.1 allows visual inspection of the model. It gives the observed
data points (open circles), the observed means for a substrate concentration
(red stars), and the predicted curve from the model.

14.3.2 Example of an Atypical Nonlinear Model: Circa-
dian Function

Many biological phenomena exhibit periodicity. A full treatment of modeling
periodicity is beyond this book, but it is possible to simple models using a sine
function. Let t denote time. One simple equation for modeling a response as a
sin function of time is
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Figure 14.3.1: Michaelis-Menten enzyme kinetics.
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Ŷ = k + α sin[β(t− γ)]

To understand this function, note that the quantity β(t - γ) is a linear
transformation of the time variable. Here, β is the slope and the intercept is
the quantity βγ. By writing the linear transformation this way, the parameter
γ has the interpretation as that time in which the predicted response has the
value of the constant k.

Parameter β is a “cycle” parameter. The larger the value of β, the more
cycles of the sine curve in a given period of time. Parameter α may be viewed
as an “intensity” parameter. Imagine curves with the same k, β, and γ. The
larger the value of α, the lower the value of the response at the trough of the
curve but the higher the value of the response at the curve’s apex.

To illustrate nonlinear least squares with this function, imagine a well studied
circadian response that is modeled by the sine curve. It is hypothesized that the
effect of a drug will “dampen” the response. That is, the response will have the
same periodicity and timing but the drug will elevate the trough of the response
and diminish the peak of the response. In terms of the model, animals on the
drug should have a significantly lower value of α than controls.

To test this hypothesis, dummy code the data so that control animals are
given the numeric value of 0 and drug-treated animals, the value of 1. Call this
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Table 14.9: SAS code to fit a sine function of periodicity for two groups.

degree of inflection

PROC NLIN DATA=c i r c ad i an ;
PARAMETERS k=6 alpha=1 alpha1=0 beta=.2 gamma=10;
MODEL Y = k + ( alpha + alpha1 ∗X) ∗

( s i n ( beta ∗ (Time − gamma ) ) ) ;
RUN;

Table 14.10: Output for a model of periodicity for two groups.

Approx Approximate
Parameter Estimate Std Error 95% Conf idence Limits
k 6 .0223 0 .0345 5 .9531 6 .0915
alpha 1.3702 0 .0733 1 .2230 1 .5173
alpha1 −0.4440 0 .1036 −0.6519 −0.2361
beta 0 .2704 0 .0042 0 .2620 0 .2788
gamma 11.860 0 .1435 11.5727 12.1487

dummy variable X. Then we can write the equation as

Ŷ = k + (α+ α1X) sin [β(t− γ)]

Note that α is the intensity parameter for the control group while the quantity
(α + α1) is the intensity parameter for the treated group. The null hypothesis
states that α2 = 0. If a statistical test reveals that α1 is significantly lower
than 0, the hypothesis will be confirmed.

The SAS code for PROC NLIN is given in Table 14.9 and the observed data
along with the best fitting curves are depicted in Figure 14.3.2. The relevant
part of the output for the hypothesis test is given in Table 1.11 Selected output
from fitting a sine function. The value of α1 is negative and its confidence
intervals do not include 0. Hence, there is evidence that the drug dampens the
response.
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Figure 14.3.2: Observed and predicted values for control and treatment groups
in a model of periodicity. (Note: Observed treatment data are shifted one unit
to the right to aid inspection.
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14.4 Generalized linear models
The topic of generalized linear models or GLIM Nelder and Wedderburn, 1972,
McCullagh and Nelder, 1989is too advanced for detailed treatment in this book,
but it is a very important tool in the analysis of nonlienar models. Here, I outline
GLIM and its uses. To use GLIM, you will have to do further research into
the procedure. Two classic references are Aitken et al. [1989] and Dobson and
Barnett [2008], but like most books on the topic, they are highly mathematical
and meant for those with a firm background in statistics. Also mathematical
but more approachable is Fox [2008] and the R code for that book in Weisberg
and Fox [2010].

GLIM begins with the typical linear model that we have seen so often

Ŷ = β0 + β1X1 + β2X2 + . . . βkXk (14.4.1)

In the ordinary linear model, Ŷ is the predicted value of the dependent variable.
In GLIM, however, Ŷ is a linear function of the predictors that gets linked to
the dependent variable. To link Ŷ to the dependent variable, we require two
pieces of information. The first is the distribution of the dependent variable,
and the second is a mathematical function that does the linking. This function
is called the link function.

For example, suppose we have a Bernoulli variable as a dependent variable
so the resopnse is 0 and 1 or “yes” and “no”. We would specify that distribution
to the GLIM software.1 Now suppose that we select the logit (see Section 3.4.1)
as a link function. Letting p denote the probability that the response equals 1
(or “yes” or “true”). Then,

Ŷ = log

�
p

1− p

�
(14.4.2)

so that
log

�
p

1− p

�
= β0 + β1X1 + β2X2 + . . . βkXk (14.4.3)

This is Equation 14.2.2 for logistic regression with multiple predictors! Hence,
logistic regression is a specific case of GLIM.

Table 14.11 provides a sample of the distributions, link functions, and names
of the specific techniques used in GLIM. Note the first line in the table. If we
assume that the distribution of the dependent variable is normal and used the
identity function (i.e., Ŷ = Ŷ ), then we have the traditional GLM. Hence, one
can use GLIM software to solve for many of the problems used in this book.
The major difference between GLIM and GLM software is that GLM uses the
ordinary least squares criterion (see Section X.X) to estimate parameters and
test hypotheses while most GLIM software uses generalized least squares or
maximum likelihood.The algorithm provided in Table 14.11 for GLM should be
applied to all models in GLM.

1Usually, the binomial distribution is used here because the Bernoulli is a specific instance
of a binomial.
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more

Table 14.11: Some distributions and link functions used in GLIM.

Distribution Link Function Technique
Normal Identity Ordinary GLM
Bernoulli/binomial Logit Logistic regression
Bernoulli/binomial Normal cdf Probit regression
Multinomial (Several)
Poisson Log Poisson regression
Negative binomial Log
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Chapter 15

Contingency Tables

Sometimes called a cross tabulation, a contingency table gives the number or per-
centage of observations that fall into a cell defined by two categorical variables.
An example would be the cross classification of treatment condition (control
versus experimental) with seizure (present or absent) during a test session. A
contingency tables is often spoken of as a “(r by c) table” where r gives the
number of rows and c is the number of columns. The previous example would
be called a “2 by 2 table.”

As long as the variables are truly categorical (see Section 3.2.3.1), the anal-
ysis of contingency tables is straight forward. If one of the variables has an
underlying metric, however, consider using techniques that capitalize on that
metric. For example, one could construct and present in a journal article a
contingency table between a diagnosis of schizophrenia categorized as “none,”
“probable,” and “definite” and a binary variable specifying whether the person’s
mother had influence at any time during her pregnancy with the subject. An
analysis for statistical significance, however, should treat schizophrenia as an
ordinal variable. Depending on how one wishes to express the information, the
Mantel-Haenszel test discussed below or a logistic regression could be used.

It is possible to expand the analysis to deal with three or more categori-
cal variables using a technique called loglinear analysis. This is an advanced
statistical topic, however, so it will not be discussed here.

15.1 An example
Let us consider the example given above on the presence of a seizure in control
and treatment groups. Table 15.1 gives fictitious data on a study that tests a
substance hypothesized to reduce seizures in a seizure-inducing paradigm. The
row and the column labeled “Total” are called the marginals. The row marginals
give the total number of animals in, respectively, the Control and Treatment
groups. The column marginals provide the total number of animals who did not
and who did have a seizure during the protocol.
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Table 15.1: A two by two contingency table.

Seizure
Group: No Yes Total
Control 5 18 23

Treatment 13 6 19
Total 18 24 42

Table 15.2: Observed and expected values for the seizure data.

Expected:
Group Seizure Observed p N
Control No 5 .235 9.86
Control Yes 18 .313 13.14

Treatment No 13 .194 8.14
Treatment Yes 6 .259 10.86

Most statistical methods for analyzing these data consider the marginals as
fixed and proceed to analyze the inner part of the table under this assumption.
To see what this means, imagine writing the table without the inner entries
of 5, 18, 13, and 6. We now want to enter the inner numbers under the null
hypothesis that that Group and Seizure are associated only by chance.

This can be done through elementary probability theory (see A). Using the
marginals, the probability that a randomly selected animal is a Control equals
23/42 = 0.548. The probability that a randomly chosen animal does not have a
seizure is 18/42 = 0.429. Hence, if Group and Seizure are statistically indepen-
dent, then the expected probability that a randomly chosen animal is a control
who did not have a seizure equals the product of these two probabilities: 0.548
× 0.429 = 0.235. To find the expected number of animals in this cell, multiply
this probability by the total sample size: 0.235 × 42 = 9.87. Table 15.2 gives
the observed numbers and the expected probabilities and numbers under the
hypothesis of a chance association.

This is the good news. The bad news is that there are a large number of
test statistics for a contingency table. In the next section, we consider only the
major ones of importance for most of neuroscience research.

15.2 Contingency table test statistics
The test statistics used in the traditional analysis of contingency tables all test
the null hypothesis that the two variables are independent so that the expected
frequencies can be calculated in the way used to generate Table 15.2. If the
observed p value is less than the α level, then the null hypothesis is rejected and
we conclude that the two variables are correlated. There are two major types
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Table 15.3: Selected output from PROC FREQ for the seizure data.

S t a t i s t i c s f o r Table o f Group by Se i zu r e

S t a t i s t i c DF Value Prob
Chi−Square 1 9 .2586 0 .0023
L ike l i hood Ratio Chi−Square 1 9 .5804 0 .0020
Cont inuity Adj . Chi−Square 1 7 .4505 0 .0063
Mantel−Haensze l Chi−Square 1 9 .0381 0 .0026
Phi C o e f f i c i e n t −0.4695
Contingency Co e f f i c i e n t 0 .4250
Cramer ’ s V −0.4695

Fisher ’ s Exact Test

Ce l l ( 1 , 1 ) Frequency (F) 5
Left−s ided Pr <= F 0.0029
Right−s ided Pr >= F 0.9997

Table Probab i l i t y (P) 0 .0026
Two−s ided Pr <= P 0.0044

Sample S i z e = 42

of test statistics–a series of chi square (χ2) statistics and Fisher’s exact test. To
view the test statistics, examine Table 15.3 which presents output from PROC
FREQ in SAS for the data in Table 15.1.

15.2.1 Chi square test statistics
There are three major types of χ2 (chi square) statistics that you may encounter
when analyzing a contingency table: (1) the χ2 goodness-of-fit; (2) the likelihood
ratio χ2; and the Mantel-Haenszel χ2. Of these three, the χ2 goodness-of-fit is
the most common one reported.

15.2.1.1 Chi square goodness-of-fit

The χ2 goodness-of-it, sometimes known as a Pearson χ2, operates directly on
the observed and expected numbers. Let r equal the number of rows in the
table and c, the number of columns. Let Oij denote the observed number in
the ith row and jth column of the table and Eij the expected number under the
null hypothesis. Then the formula for the χ2 goodness-of-fit statistic is

χ2 =
r�

i=1

c�

j=1

(Oij − Eij)
2

Eij
(15.2.1)
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The degrees of freedom is relatively easy to figure out. Recall the table with
the marginals but none of the inner cells filled in. Then ask, “how many inner
cells must I know before I can figure everything else out?” For a two by two
table, the answer is 1. In general, the degrees of freedom equals the number of
rows less 1 times the number of columns less 1 or

df = (r − 1)(c− 1) (15.2.2)

In the case of a two by two table or when the table has a cell where the
expected number is less than 5, a Yates correction [Yates, 1934] is sometimes
applied. The formula now becomes

χ2 =
r�

i=1

c�

j=1

(|Oij − Eij |− 0.5)2

Eij
(15.2.3)

There is controversy over the Yates correction (Sokol and Rohlf, 2011). It is
meant to avoid false positive judgements with small samples but it is a conser-
vative adjustment that may lead to false negatives. If you have a two by two
table and the significance level of the regular χ2 differs from that of the Yates-
corrected χ2, consider computing a Fisher’s exact test (see Section 15.2.2) and
use that as the decider.

15.2.1.2 Likelihood ratio chi square

The likelihood ratio χ2 (LR χ2) is developed from maximum likelihood theory
(see B). It compares the chance model with a model that would perfectly predict
every inner cell in the table. With some algebra, the LR χ2 can be expressed as

LR χ2 = 2
r�

i=1

c�

j=1

Oij ln

�
Oij

Eij

�
(15.2.4)

Likelihood ratio statistics are valid as the sample size becomes large. Hence,
the LR χ2 should not be interpreted with small samples even though it may be
part of the output in statistical packages.

15.2.1.3 Mantel-Haenszel chi square

This is also called the Cochran-Mantel-Haenszel test and you may see is denoted
as a CMH χ2. For a contingency table with two factors, the Mantel-Haenszel
test assumes that the both variables have ordinal measurement properties when
either (or both) variables have more than two levels (Agresti, 2002). It is anal-
ogous to testing the significant of a correlation coefficient between the two vari-
ables.

The CMH test is also used when the table is stratified on a third (or fourth,
fifth, etc.) factor. For example, if the seizure design also included strain of rat,
then the Mantel-Haenszel test could be used. This χ2 would test whether the
same odds hold for each strain of rat. If it is significant, then the odds vary by
strain. In effect, this would be a strain by treatment interaction.
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15.2.2 Fisher’s exact test
Fisher’s exact test (Fisher, 1922) can be applied to any contingency table but
it most often used in two by two tables. Its formula is

p =
(O11 +O12)! (O21 +O22)! (O11 +O21)! (O12 +O22)!

O11!O12!O21!O22!N!

(15.2.5)

where p is the observed p value and N is the total sample size. Technically,
this formula gives a one-tailed test. If sample size is adequate, then doubling
this will provide a two-tailed probability. If sample size is small, good computer
programs will calculate an appropriate two-tailed p value. Hence, it is best to
use proven software to generate the statistics.

Fisher’s test can be problematic with very small samples when the number
of possible tables is not large enough to meet the assumptions of the test. For
example, consider the (unlikely) case of five males and five females. Three of
the people have a disorder while the other seven are unaffected. Given that
only one of the inner cells will determine the rest of the table, we can view the
number of possible tables by focusing on, say, the female/affected cell. Here,
the number could be 0, 1, 2, or 3, so there are only four possible outcomes.
Fisher’s test assumes that the number of discrete outcomes is large enough that
5% fall below the the nominal p value. Of the four outcomes in this example,
the lowest probability is 0.17.

15.2.3 Which statistic to use?
The χ2 goodness-of-fit is the most widely reported used statistic and should be
the one of choice as long as the data are truly categorical and each cell in the
table has a frequency greater than five.1 If the levels of the variables are ordi-
nal, then the Cochran-Mantel-Haenszel test is best. Again, many statisticians
recommend a minimum cell size of five. If total sample size is small and the
table is a two by two, then Fisher’s exact test may be used. When sample size
is very small, then no test will give valid results.

15.3 Contingency table measures of association
The test statistics listed above are used to reject the null hypothesis (or not
reject it, as the case may be.) They measure statistical significance. There are
a legion of other statistics that index effect size. Here, we term them measures
of association. In a broad sense, these measures can be divided into two major
categories: (1) those that consider both marginals (row and column) of equal
importance; and (2) those that consider one marginal (either row or column) of
paramount importance and express the association in terms of that marginal.
The former are sometimes termed symmetric measures of association. The

1The number 5 is an accepted convention but does not have a strong mathematical ratio-
nale.
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latter asymmetric measures are used when one variable can be considered the
dependent variable and the other the independent variable.

In addition, there are special measures of association used for different types
of problems. For example, relative risk and odds ratios are typically used in
contingency tables examining a risk factor (or a protective factor) and a disorder,
and the kappa (κ) coefficient is used to measure inter-rater agreement for a
categorical variable.

There is no need to explore each of these statistics in detail. Instead, let us
mention and define the statistics. See Agresti [2002] and Fleiss et al. [2003] for
overviews of measures of association. A series of papers by Goodman & Kruskal
[1954, 1959, 1963, 1972]give the rationale and mathematics behind many of these
measures.

15.3.1 Symmetric measures of association
Table 15.4 list and defines those measures of association for tables in which both
marginals are of equal importance.

Some comments about relative risk (RR) and the odds ratio (OR) are in
order. Although both quantities can apply to a broad range of problems, they
are heavily used in medicine where there is also considerable confusion over
their definition and function. Many neuroscientists will not use either of these
statistics, but given the relevance of neuroscience to medicine, it is necessary to
understand their meaning.

Both quantities are derived from a two by two table in which a risk factor is
cross tabulated with a disease. (One could also use a protective factor, but here
I will speak of risk in order to avoid the cumbersome “risk and/or protective
factor.”) Ideally, the data consist of a random sample from the general popula-
tion, but that condition is not required2. Table 15.5 presents an example for a
fictitious risk factor and Alzheimer’s disease (AD).

Let pr(X ) denote the probability of event X. The formula for relative risk is

RR =
pr (AD | risk factor present)
pr (AD | risk factor absent) (15.3.1)

Of the 239 people who experienced the risk factor, 22 had AD. Hence the nu-
merator in Equation 15.3.1 equals 22/239 = 0.092. Of the 2,465 who were
not exposed to the risk factor, 121 developed AD. Hence, the denominator is
121/2,465 = 0.049. The relative risk is then

RR =
.092

.049
= 1.88 (15.3.2)

In common sense terms, this means that if you are exposed to the risk factor,
you are 1.88 more likely to develop AD than a person who was not exposed.

2When sampling is not random, one must take great care that both the selected patients
and the risk factor are representative of the population.
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Table 15.4: Common measures of association in contingency tables: both
marginals equally important.

Statistic Use

phi (ϕ) The Pearson correlation for a two by two table. Has
bounds of ±1.0 only when marginals are equal.,

Cramér’s V
Correlation based on Pearson χ2. Has bounds of
±1.0 only when marginals are equal. Equals ϕ for a
two by two table.

Contingency
coefficient

Correlation based on Pearson χ2. Has bounds of
±1.0 only when marginals are equal. Not used as
much as Cramér’s V.

Tetrachoric &
polychoric
correlations

Estimates of the Pearson correlation under the
assumption that the categorical variables are
arbitrary cut points for underlying normal
distributions. The tetrachoric is computed on a two
by two table while the polychoric is used when one
or both variables have more than two levels.

Relative risk
Probability of a disorder given exposure to a risk
factor divided by the probability of the disorder
given no exposure to the risk factor.

Odds ratio
Odds of developing the disorder given a risk factor
divided by the odds of the disorder given the
absence of the risk factor.

kappa (κ)
Agreement between raters; if there are more than
two categories and the categories are ordinal, then a
weighted κ may be used to penalize cells denoting
marked disagreements.

Table 15.5: Risk factor and Alzheimer’s disease (AD).

Alzheimer’s:
Risk Factor: Present Absent Total

Present 22 217 239
Absent 121 2344 2465
Total 143 2561 2704
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If the risk factor is not associated with the disorder, then RR will be within
sampling error of 1.0. Otherwise, it would be greater than 1.0. If a protective
factor were of interest, then the RR would be significantly less than 1.0.

An odds ratio expresses similar information but in terms of the odds instead
of the probability. If p is the probability of an event, then the odds of the event
equal p/(1−p). Of those exposed, the probability of AD equals 22/239 = 0.092.
Hence, the odds of AD among those exposed equal 0.092/(1 − 0.092) = 0.101.
Among those not exposed, the probability of AD equals 121/2465 = 0.049,
giving odds of 0.049/(1 − 0.049) = 0.052. The odds ratio (OR) is the ratio of
these two odds or 0.101/0.052 = 1.94.3 The meaning of this number is seen by
directly translating the math into English: the odds of developing AD if you are
exposed to the risk factor are 1.94 times greater than if you were not exposed
to the risk factor.

The generic formula for the odds ratio is

OR =
p(AD | risk factor present)/ (1− p(AD | risk factor present))
p(AD | risk factor absent)/ (1− p(AD | risk factor absent)) (15.3.3)

Like RR, if there is no association, the OR will be 1.0. Otherwise, it will be
greater than 1.0 for a risk factor and less than 1.0 for a protective factor.

Note that the RR and the OR are not the same in this example. This is
generally the case for common disorders. The relationship between RR and
OR is analogous to that between correlation and covariance. Statistically, we
operate on covariances but we interpret and think in terms of correlation. The
relative risk is easier to understand than the odds ratio, so it convenient to think
in terms of it. The OR, however, has many desirable statistical properties (see
Fleiss et al., 2003), so analyses often operate on the OR or quantities derived
from it.

15.3.2 Asymmetric measures of association

There are three major statistics used with contingency table that has a depen-
dent variable and an independent variable. They are seldom encountered, but
because they are the part of printed output from some statistical packages, they
are mentioned here. Often, programs calculate asymmetric measures twice for
a tables, once with the row variable as the dependent variable and then with
the column variable as the dependent variable.

When both variables are ordinal, then Somers’ D may be considered. The
second and third coefficients are the asymmetric lambda (λ) and the asymmet-
ric uncertainty coefficient. (Both λ and the uncertainty coefficient also have
symmetric forms). All three involve different ways of measuring the degree of
predicting the dependent variable from knowledge of the independent variable.

Table 15.6 presents the asymmetric coefficients for the seizure data.

3Technically, the OR equals 1.96 when rounding error is minimized.

318



15.4. SOFTWARE 319

Table 15.6: Asymmetric uncertainty coefficients for the seizure data.

S t a t i s t i c Value ASE
−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−−
Somers ’ D C|R −0.4668 0 .1370
Somers ’ D R|C −0.4722 0 .1377

Lambda Asymmetric C|R 0.3889 0 .1893
Lambda Asymmetric R|C 0.4211 0 .1699
Lambda Symmetric 0 .4054 0 .1712

Uncerta inty Co e f f i c i e n t C|R 0.1670 0 .1014
Uncerta inty Co e f f i c i e n t R|C 0.1656 0 .1007
Uncerta inty Co e f f i c i e n t Symmetric 0 .1663 0 .1010

15.4 Software
In SAS, PROC FREQ is used for simple analysis of contingency tables while
PROC CATMOD or PROC GENMOD may be used to perform log-linear anal-
ysis. The corresponding procedures in SPSS are Crosstabs and Loglinear.There
are several ways in R to create and analyze contingency tables. In base R, the
table function will produce a contingency table. The functions margin.table
and prop.table will produce, respectively, marginal frequencies and propor-
tions. After that, there is a series of functions of the form xxx.test where xxx
denotes a statistic. For example, chisq.test performs a χ2 test and performs
a Fisher’s exact test.

A useful R package is vcd (“Visualizing Categorical Data”), The assocstats
function in this package outputs both Pearson and LR χ2s, the ϕ coefficient,
contingency coefficient, and Cramér’s V. Sample code for performing contin-
gency table analysis is R is provided in Table 15.7 for the seizure data.
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Table 15.7: Sample R code for contingency table analysis.

cTable <− t ab l e ( seizureData$Group ,
s e i zu r eData$Se i zu r e )

# row margins
margin . t ab l e ( cTable , 1)
# propor t i ons f o r columns
prop . t ab l e ( cTable , 2)
# ch i square goodness−of− f i t
ch i sq . t e s t ( cTable )
# Fisher ’ s exact t e s t
f i s h e r . t e s t ( cTable )
# var i ous s t a t i s t i c s
r e qu i r e ( vcd )
a s s o c s t a t s ( cTable )
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Chapter 16

Nonparametric statistics

This will be a short chapter but not because it is unimportant. Rather, tradi-
tional nonparametric approaches are like feast or famine. In some cases, there
is a plethora of nonparametric equivalents for a single parametric test, and the
difficulty lies in choosing one. In other cases, there are no “canned” tests for a
specific situation. For example, there is no well recognized nonparametric test
for a simple two by two ANOVA! Here, you must either used the traditional
GLM or write your own program for a resampling strategy.

This chapter will be divided into four parts. The first involves a discussion
on when to use parametric tests, The second part deals with traditional tests.
It lists them and provides some information on how to use them. For a more
complete and nontechnical introduction to these techniques, see Corder and
Foreman [2009]. The third part outlines resampling strategies, a relatively new
statistical approach that may eventually have great relevance to experimental
neuroscience. Finally, there is a short expose of robust regression, a technique
used when there are known or suspected outliers in an ordinary GLM.

16.1 Nonparametric tests: When to use them
Parametric statistics estimate unknown quantities from a distribution (i.e., pa-
rameters) and make inferences about them. Nonparametric statistics are de-
signed to answer the same scientific questions as parametric statistics but with-
out estimating the parameters. Consider a simple question–do gals and guys
differ in height? We gather a sample of women and men. A parametric ap-
proach would calculate the means for each group and using probability theory
about the distribution of means, arrive at some conclusion about the difference
in means. A nonparametric approach would be to take the sample and line
everyone up against a wall in order of height. Then count the number of men
versus women below the halfway point and compare that to the number of men
versus women above the halfway point. Typically, parametric statistics assume
that somewhere along the line–from raw scores to computed statistics–quantities
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are being samples from known distributions. Nonparametric statistics do not
make that assumptions.

Introductory statistics texts usually recommend that the choice between
parametric and nonparametric statistics be made on the basis of measurement
scales. If you are examining nominal or ordinal variables, then use nonparamet-
ric statistics. A second criterion for choice is the distribution of the variable(s)
within groups. If the distributions are normal, then use parametric tests. Oth-
erwise, select nonparametric tests. These are good starting points for teaching
undergraduates but they are too simplistic for research, particularly research in
experimental neuroscience.

The problem faced by neuroscientists derives from, once again, small sample
sizes. Procedures like oneway or factorial ANOVA are robust with respect to
the distribution of scores as long as sample size is large–say, between 20 and
30 per group for even the most non normal distributions. Here, the central
limit theorem comes into play, so the major statistical assumption is that the
means–not the raw scores–are being sampled from normal distributions. When
samples are small, then visual inspection of the data cannot always suggest a
distribution. Furthermore, statistical tests for normality are useless for very
small samples. They have poor statistical power to resolve the issue.

Well, then, you might ask, why not always use nonparametric statistics?
After all, with these techniques we do not have to make assumptions about
distributions. Isn’t that a good thing? The reason why neuroscientists should
not jump en mass into the nonparametric pool is statistical power. The ability
to reject a null hypothesis when that hypothesis is false (i.e., statistical power)
is greater with parametric than nonparametric statistics. And for very small
samples, the power situation for nonparametric tests can be dismal. As Bland
and Altman [2009] state, “... when using the Mann-Witney test for comparing
two samples of fewer than four observations a statistically significant difference
is impossible ... . Similarly, the Wilcoxon paired test, the sign test, and Spear-
man’s and Kendall’s rank correlation coefficients cannot produce P < 0.05 for
fewer than six observations.” The only way to compensate for the loss in power
is to increase sample size. Hence, nonparametric statistics require more bench
time.

If you are beginning to think that experimental neuroscientists are caught
between the proverbial rock and the hard place, then you are right. But do not
despair. The situation is difficult but not hopeless. There are two major situa-
tions when nonparametric statistics should be considered. The first is when the
distribution of the dependent variable is markedly non normal and sample size is
small. (The GLM makes no assumption about the distribution of independent
variables, so there is no need to examine them). Section 16.1.1.1below gives
recommendations on how to test for normality. The second case is when you
have fitted a GLM but the residuals have a strong departure from normality.
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16.1.1 Statistical tests for normality
There are numerous statistical tests for normality–the fBasics package in R
has 11 of them. Fortunately, there has been considerable work done on the
properties of most normality tests, so there is some consensus about their rel-
ative merits (D’Agostino and Stephens, 1986., Pearson et al., 1977, Razali and
Yah, 2011, Shapiro et al., 1968, Yap and Sim, 2011). The following are some
general results. The Kolmogorov-Smirnov, although widely available, is not
recommended unless it has the Lilliefors-adjusted p value. The Shapiro-Wilk
(Shapiro and Wilk, 1965) and Anderson-Darling (Anderson and Darling, 1954)
are usually superior to others in terms of power, especially with smaller sam-
ples. All studies demonstrate that power to reject normality is weak for very
small samples. Also, when sample size is very large, the tests will reject the
hypothesis of normality even when the departures from a normal are trivial and
inconsequential. Finally, the ability of tests to detect departures from normal-
ity depend on the nature of the non normality. It is usually easier to reject the
hypothesis of normality for skewed distribution than for non normal symmetric
distributions.

Finally, all statisticians recommend that statistical tests be supplemented by
graphical procedures. Hence, you should always examine histograms (preferably
those with a superimposed normal distribution), dot and box plots, and QQ
plots to decide how close or far your distributions are from normal (see Sections
6.1 and 6.1.6.3).

For biological assays, the two most common distributions for data will be
the normal and the lognormal. Hence, it is insightful to compare the power of
the statistical tests for normality to reject the hypothesis of normality when the
distribution is, in fact, lognormal. Figure 16.1.1 presents power curves for four
popular statistical tests based on data simulated from a lognormal distribution
where a log transform would result in a standard normal distribution.1 Clearly,
one can achieve adequate discrimination (at least in this situation) with sample
sizes found in many studies in neuroscience.

16.1.1.1 How to test for normality

When the design has groups, one would ideally test for normality in each group
separately, but that will be impractical with small sample sizes. With small
samples, however, it is possible to assess how well the dependent variable meets
the requirement of the GLM by subtracting the group mean from each score
and then testing for normality for all of the observations together. Once again,
you should also examine the histograms and QQ plots for the data.

SAS PROC UNIVARIATE with the NORMAL option will produce the Shapiro-
Wilk test, the Kolmogorov-Smirnov test, the Anderson-Darling test, and the
Cramér-von Mises test. It will also provide stem-and-leaf, box, and QQ plots
with the PLOT option. In SPSS, select Analyze –> Descriptive Statistics –> Ex-
plore. Then select the Plots button and then click the box “Normality plots with

1The mean and standard deviation for this lognormal is 1.67 and 2.18.

323



324 CHAPTER 16. NONPARAMETRIC STATISTICS

Figure 16.1.1: Power of four statistical tests for normality to reject the hypoth-
esis of normality when the data follow a lognormal distribution.
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tests.” This will produce QQ and box plots along with the Lilliefors-corrected
p value for the Kolmogorov-Smirnov test and the Shapiro-Wilk’s test. In R,
load package fBasics and use functions lillieTest, shapiroTest, adTest,
and cvmTest.

All of these statistics test the hypothesis that the data are sampled from a
normal distribution. Hence, if the p value for the test statistic is low, reject that
hypothesis. If the test is rejected consider one or more of the transformations
listed in Section 3.4to see if the transformed data are close to being normal.

See Section 16.2.5 for an example on how to test for normality.

16.2 Traditional nonparametric tests
Table 16.1 provides a brief list of the more common parametric tests along with
the test or statistic that they replace. Note the limited situations that the
nonparametric tests cover. There is no nonparametric equivalent to the general
linear model. The closest is Friedman’s rank test the can be used in place of a
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Table 16.1: Examples of common nonparametric tests.

Nonparametric test Use in place of:
Spearman’s rho (ρ) Pearson correlation
Kendall’s tau Pearson correlation
Gamma coefficient Pearson correlation
Mann-Whitney U test t test, independent samples
Wilcoxon rank sum t test, independent samples
Wilcoxon signed ranks t test, paired data
Kolmogorov-Smirnov oneway ANOVA
Kruskal-Wallis oneway ANOVA
Total rank scores oneway ANOVA
Friedman ’s test repeated measures ANOVA

repeated measures analysis. But here, there can be only one repeated measures
factor and you cannot examine interactions between between-subject factors
and that single within-subjects factor.

There is no need to outline the logic and mathematics behind each of these
tests. Once again, let the computer do that for you. Instead, let us briefly
discuss some of them and then examine how to compute them.

16.2.1 Nonparametric Correlations

The most popular alternatives to the traditional Pearson product-moment cor-
relation are Spearman’s rho and Kendall’s tau (AKA tau-b). Both treat the
pairs of scores as ordinal variables and operate on the ranks of the variables and
not their raw scores. In fact, the Spearman correlation is equivalent to creating
two variables–the first being the ranks of X and the second the ranks of Y –
and then computing the Pearson correlation on those ranks. As a result, two
variables that have the same rank orderings can have Spearman and Kendall
correlations of 1.0 but a Pearson correlation less than 1.0 if the relationship is
non linear. Figure 16.2.1 illustrates the situation. Both Spearman’s rho and
Kendall’s tau are 1.0 but the Pearson correlation is 0.93.

The gamma statistic is an alternative to the Spearman and Kendall measures
and is preferable to them whenever the number of tied ranks is large ([Siegel
and Castellan, 1988]).

16.2.2 Nonparametric t test analogues

The Mann-Whitney U test is the traditional substitute for a t test for two in-
dependent samples. It is equivalent to using simple rank scores (also called
Wilcoxon scores) in the oneway ANOVA analogue described below. This ap-
proach is also called the Wilcoxon rank sum test.

If there are paired data, then use Wilcoxon’s signed rank test.
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Figure 16.2.1: Monotonic relationship where Spearman’s rho and Kendall’s tau
are 1.0 but the Pearson correlation is less than 1.0.
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16.2.3 Nonparametric oneway ANOVA analogues
The Kolmogorov-Smirnov and Kruskal-Wallis tests were the first nonparametric
tests to compare the ranks of three of more groups, effectively giving an analogue
to the oneway ANOVA.

There are a number of analogues to a oneway ANOVA that all use the same
mathematical procedure but differ in how they compute rank scores from the
raw data [Conover and Iman, 1981]. They are listed in Table 16.1 under “Total
rank scores.”

2 Note that this approach also applies to a t test for independent samples
because that can be viewed as a oneway ANOVA with only two groups.

Each scoring system computes ranks for the observations ignoring group
membership. After one or more of the scoring systems is selected, the procedure

2Some examples of the different ways to compute ranks are: Wilcoxon scores, Ansari-
Bradley scores, Klotz scores, Siegel-Tukey scores, Savage scores, median scores, Conover
scores, Mood scores, and Van der Waerden scores. All except for median scores are named
after the person(s) who developed them or argued for their use.
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calculates the observed total rank score for a group and then the expected total
rank score under the hypothesis of no group differences. The latter is a very
simple quantity to compute. Begin by taking the average of the ranks for all
observations in the sample. If the first group has, say, 7 observations, then
multiply that average by 7 to get the expected total for that group.

To examine group differences, the quasi ANOVA computes a statistic involv-
ing the square of the observed total less its expected value. When there are no
differences, then this statistic should be small and close to 0. When there are
group differences, then the statistic should be large. Sophisticated Monte Carlo
procedures can then be used to obtain a p value for the observed statistic.

16.2.4 Software for traditional nonparametric tests
In SAS, specify the SPEARMAN and/or KENDALL options in the PROC CORR state-
ment to get Spearman and Kendall correlations. The MEASURES option to the
TABLES statement in PROC FREQ will also produce these two correlations as
well as the gamma coefficient. In menu-driven SPSS, select Analyze –> Cor-
relate –> Bivariate and click the boxes for the Kendall and Spearman options.
You can also use the CROSSTABS command (Analyze –> Descriptive Statistics
–> Crosstabs) and specify the Kendall and/or gamma statistics. In R, use the
cor function indexR!cor functionwith method=”kendall” to get Kendall’s tau
or method=”spearman” for Spearman’s rho. You must run the cor function sep-
arately for each coefficient. The rococo (robust correlation coefficient) package
will produce the gamma coefficient.

In SAS, PROC NPAR1WAY can be used for nonparametric equivalents to
the t test and oneway ANOVA. In SPSS, Analyze –> Nonparametric Tests
brings us a list of available tests. With R, each test has its own function. Func-
tion wilcox.test will perform a Mann Whitney U test (which is equivalent to
the Wilcoxon rank sum test) as well as the Wilcoxon signed rank test for paired
data. Functions kruskal.test and friedman.test will produce, respectively,
the Kruskal-Wallis oneway ANOVA and Friedman’s test for repeated measures
rank data.

16.2.5 An example
Figure 16.2.2 shows hypothetical data on a response in three groups. It is
evident that the distributions have a strong positive skew. Let’s examine how
one would analyze these data.

SAS code for the analysis is presented in Table 16.2. The initial part of the
code duplicates variable Response into variable Delta and then removes group
means using PROC STANDARD. PROC UNIVARIATE is then invoked to test
whether variable Delta follows a normal distribution. The relevant output is
displayed in Table 16.3and the plots are given in Figure 16.2.3. These confirm
that the scores do not meet the assumptions of a oneway ANOVA.

Given the positive skew, the best course of action would be to take a log or
a square root transform of the raw scores, test those for normality, and if they
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Figure 16.2.2: Dot and box plots for non normal scores for three groups.
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are close to normal, then perform a oneway ANOVA on the transformed score.
Let’s, however, examine two nonparametric tests of these data.

The code in Table 16.4 uses SAS PROC NPAR1WAY to test for differences
in ranks among the three variables. Note that there is no MODEL statement.
The reflects a major limitation of traditional nonparametric tests. There are
no equivalents for anything other than a oneway ANOVA in GLM. Instead
of a MODEL statement, the procedures requires a VAR statement to name the
dependent variable.

Besides the specification of the data set, two arguments are given to the PROC
NPAR1WAY statement. The WILCOXON option instructs the procedure to calculate
Wilcoxon rank sums. The oneway ANOVA analogue performed on these sums
is equivalent to the Kruskal-Wallis nonparametric test for the comparison of
three or more groups. The NORMAL option computes Van der Waerden normal
rank scores. These are another way of ranking data using a different assumption
than the Wilcoxon ranks. A number of other ranking procedures could also have
been tested (see Section 16.2.3).

Output from the procedure is given in Table 16.5. Notice how the table
of summary statistics gives the same type of statistics but the numbers differ
between the Wilcoxon and the Van der Waerden scores. This is because different
ranking procedures are used. Under the null hypothesis of no differences in rank
among the three groups, the analysis should produce chi square (χ2) statistics
with small values and high p values. The p values for both ranking are less than
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Table 16.2: SAS code to test for a normal distribution.

DATA new ;
SET old ;
Delta = Response ;

RUN;
PROC STANDARD DATA=new OUT=new MEAN=0;

BY Group ;
VAR Delta ;

RUN;
PROC UNIVARIATE DATA=new NORMAL PLOT;

VAR Delta ;
RUN;

Table 16.3: Tests for normality from SAS PROC UNIVARIATE.

Tests for Normality
Test – Statistic – – p Value –
Shapiro-Wilk W 0.801516 Pr < W 0.0004
Kolmogorov-Smirnov D 0.221832 Pr > D < 0.0100
Cramer-von Mises W-Sq 0.264715 Pr > W-Sq < 0.0050
Anderson-Darling A-Sq 1.471131 Pr > A-Sq < 0.0050

0.05, so we reject the null hypothesis that the rankings for the three groups.
Like an omnibus F statistic from a oneway ANOVA, the χ2 informs us that

there differences somewhere among the three groups. It does not inform us
which groups differ from which other groups. Unlike ANOVA, it is not possible
to perform planned comparisons (i.e., contrasts) among the groups. A com-
promise for examining pairwise group differences is to compute nonparametric
tests comparing the ranks for each pair of groups and then adjust the p value
for multiple testing.

16.3 Resampling techniques

In resampling one considers the data values from a study as a fixed universe of
values and then randomly samples from them to achieve some end. Usually, the
“end” is to generate thousands of “resamplings” in order to examine the sampling
distribution of a statistic or estimate its standard error. Although these meth-
ods were developed in the late 1940s and 1950s, they only became practical with
modern computer processors. The three major resampling techniques are the
jackknife, the bootstrap, and the permutation test. The jackknife and the boot-
strap are used mainly to estimate the variances of a sampling distribution for a
statistic. The permutation test is more general and has the greatest relevance
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Figure 16.2.3: Histogram and box plot of scores with group means removed.
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for problems in neuroscience. Hence, the jackknife and bootstrap procedures
will only be defined.

16.3.1 Jackknife sampling
In jackknife sampling, one deletes k observations from the data and computes
and saves the desired statistic. This procedure is then repeated until all sets
of (N − k) observations have been processed. Usually, k = 1. Here, the first
observation is deleted and the statistic computed. Then the second observation
is deleted and the statistic computed and stored. Hence, with n observations,
the process is repeated N times giving N estimates of the statistic. The variance
of these N estimates is taken as the variance of the statistic.

16.3.2 Bootstrap sampling
Bootstrapping randomly samples N scores from a variable with N values but
with a twist–the sampling is performed with replacement. Hence, in a single
bootstrap sample, an observation may not be samples, or it may be sampled
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Table 16.4: Code for a nonparametric test comparing three means.

PROC NPAR1WAY DATA=new WILCOXON NORMAL;
CLASS Group ;
VAR Response ;

RUN;

more than once. For each sampling the value of the desired statistic is calculated.
A plot of these values gives the distribution of the statistic.

Bootstrapping is often used to calculate the standard error of the median.
The technique, however, requires at least moderate sample sizes. For example,
with three observations, there are only 10 possible bootstrapped samplings, each
one with equal probability. Hence, it is not possible to calculate the distribution
for a statistic that is lower than the 10th percentile or higher than the 90th
percentile.

16.3.3 Permutation tests
The generic meaning of “permutation” is reordering. If we had three objects–A,
B, and C–then the permutations of these three would be: (A, B, C), (A, C, B),
(B, A, C), (B, C, A), (C, A, B), and (C, B, A). A permutation test begins with
the observed data and treats these data as “fixed.” It then permutes these fixed
scores into groups and then calculates and stores the statistic of interest. It
repeats this procedure a large number of times. Finally, the distribution of the
“stored statistics” is examined and used to assess the probability distribution of
the observed statistic.

All that is a big mouthful. A simple example can clarify these general
statements. Suppose that we had two groups, a control group and a treatment
group. The scores for the five observations in the control group are 6, 2, 12, 9,
and 17. The scores for the seven observations in the treatment group are 8, 13,
23, 19, 11, 14, 10, and 18. The test statistic of interest is the difference in means
between the two groups. The mean for the first group is 9.2 and the mean for
the second is 14.5, so the observed test statistic is

θ = X̄1 − X̄2 = 9.2− 14.5 = −5.3 (16.3.1)

The permutation test asks the following question: if the assignment of these
12 scores to the two groups was completely random, then what is the probability
of randomly selecting a difference of means of -5.3 or less or a difference of 5.3
or greater?

To perform the calculations, we place all 12 observed scores in a “hat.” To
mimic the design, we randomly pick five of these scores and assign them to group
1 and let the remaining seven scores be those of group 2. We then calculate
θ = X̄1−X̄2 for these scores and store the value of θ. We repeat this procedure–
randomly selecting five scores and assigning them to group 1 while relegating
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Table 16.5: Output from some nonparametric tests from SAS PROC
NPAR1WAY.

Wilcoxon Scores (Rank Sums) for Variable Response
Classified by Variable Group

Sum of Expected Std Dev Mean
Group N Scores Under H0 Under H0 Score
Control 7 67.0 84.0 14.966630 9.571429
Drug1 8 137.0 96.0 15.491933 17.125000
Drug2 8 72.0 96.0 15.491933 9.000000

Kruskal-Wallis Test
Chi-Square 7.0307
DF 2
Pr > Chi-Square 0.0297

Van der Waerden Scores (Normal) for Variable Response
Classified by Variable Group

Sum of Expected Std Dev Mean
Group N Scores Under H0 Under H0 Score
Control 7 -2.195212 0.0 1.988081 -0.313602
Drug1 8 5.360317 0.0 2.057859 0.670040
Drug2 8 -3.165105 0.0 2.057859 -0.395638

Van der Waerden One-Way Analysis
Chi-Square 6.8159
DF 2
Pr > Chi-Square 0.0331

the remaining seven scores to group 2–and arrive at, and store, a second value
of θ.

By repeating this “permutation sampling” a large number of times–say, 1,000
or 10,000 times–we arrive at a distribution of of θ values. We now ask “what
percent of these are less than -5.3 or greater than 5.3?” The answer is the
empirical p value (two-tailed) for our problem.

The advantages of permutation testing should be obvious. They can be
used to assess designs for which there is no traditional nonparametric test. The
biggest disadvantage is that there is little canned software to conduct the tests.
Hence, you need to write an algorithm to perform the permutations and to
calculate and store the test statistics. David Howell (http://www.uvm.edu/
~dhowell/StatPages/More_Stuff/Permutation%20Anova/PermTestsAnova.html)
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provides an excellent introduction to these techniques for the GLM. He presents
selected R code and two of the references that he uses–Anderson [2001] and
Manly [2007]–should be consulted for more difficult designs. Nichols and Holmes
[2002] outline their use and provide code for their application to neuroimaging.

Here let us illustrate permutation by performing permutation tests to the
three group example given above in Section 16.2.5. R is an excellent language
for running permutations so let us write the example in R and build up the code
in small sections.

The first task is to load the data set and set some preliminary values. The
following code loads the data (which is called “example”), attaches it (i.e., allows
us to refer to a variable in the data set without specifying the name of the data
set), and sets variable N to the sample size.

load ("/ Users / carey /QMIN Data Sets /example . RData")
attach ( example )
N <− nrow ( example )

The test statistic that we will use is the omnibus F statistic from a oneway
ANOVA. The following code performs the oneway ANOVA predicting variable
Response from the ANOVA factor named Group. It then saves the observed F
statistic in variable Fobs.

observed <− lm( Response ~ f a c t o r (Group ) )
Fobs <− anova ( observed ) [ [ 4 ] ] [ 1 ]

We now need to write a function that will randomly permute the observed
scores from variable Response, perform the ANOVA and return the F value.
Here is the code:

getF <− f unc t i on ( index , N, Group , Response ) {
t h i s <− sample ( Response , N, r ep l a c e=FALSE)
r e s u l t <− lm( t h i s ~ Group )
F <− anova ( r e s u l t ) [ [ 4 ] ] [ 1 ]
r e turn (F)

}

The sample function takes N values from the elements of variable Response.
Because the replace=FALSE option is used, sampling is done without replace-
ment. Effectively, this command just reorders the elements of Response in a
random fashion.

Next, we want to specify the number of permutations, create a vector to
store the results, set the seed for the random number generator and then call
the function repeatedly. It is not always necessary to set the seed, but it is good
practice to do so. That way, you can always reproduce the results. One set of
code to accomplish these tasks is

nperms <− 10000
Fpermutations <− numeric ( nperms )
s e t . seed (7167)
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f o r ( i in 1 : nperms )
Fpermutations [ i ] <− getF (0 , N, Group , Response )

The for command is intuitive but not recommended for parallel processing.
Here, the sapply function should be used (along with other code, not shown,
to set up the parallel environment). Simply replace the above commands with

nperms <− 10000
s e t . seed (7167)
Fpermutations <−

sapply ( 1 : nperms , getF , N, Group , Response )

Finally, we want to calculate and print the proportion of times the F from
the permuted data sets exceed the F that we observed.

pValue <− l ength ( which ( Fpermutations > Fobs ) )/ nperms
pValue
> 0.0444

The p value is less than 0.05, albeit not by much, so we would reject the null
hypothesis that the group means are equal.

Note that permutation tests are called nonparametric even though they may
be used for parametric models. This is largely a semantic and definitional issue.
We are not certain that distribution of the dependent variable makes the p
values of the F statistic from a traditional oneway ANOVA valid. Hence, we use
resampling to arrive at an empirical estimate of those p values. The inferences
still apply to the means which are parametric statistics. The judgement about
significance is made on the p value which is, in this case, a nonparametric
statistic.

How do the permuted F values compare to the theoretical ones? Figure
16.3.1 gives a histogram of the 10,000 F statistics from the permutation test
along with their theoretical expectations based on an F statistic with 2 df in
the numerator and 20 df in the denominator (solid line). There are too few
permuted F at very small values but a slight excess of them at high values.
The curves are not wildly discrepant, but they differ sufficiently that one would
prefer to use the permuted ones to calculate the p values.

16.3.3.1 Quantitative predictors

Permutation tests are relatively straightforward for GLMs that have ANOVA
factors as predictors. A quantitative predictor, however, can complicate matters.
The strategy for permutation tests here depends entirely on the hypotheses
regarding that quantitative predictor. Call the predictor X. If the purpose of
the permutation test is to examine the null hypothesis that X is unrelated to
the dependent variable then permute the values of both the dependent variable
and X. For example, suppose that we predict dependent variable Y from X and
ANOVA factor Afac. To examine the hypothesis that X does not predict Y
controlling for Afac, use
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Figure 16.3.1: F values from permutation tests along with theoretical expecta-
tions (solid line).
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newY <− sample (Y, l ength (Y) , r ep l a c e=FALSE)
newX <− sample (X, l ength (X) , r ep l a c e=FALSE)
myModel <− lm(newY ~ Afac + newX, data=myData)

Here, the t statistic for variable newX can be stored and analyzed.

In other cases, you may want to maintain the correlation between X and Y
but permute the data to examine the statistics for other effects. Here, you must
maintain the pairings of X and Y and permute their ordering. For example,

XY <− cbind (X, Y)
colnames (XY) <− c ("X" , "Y")
N <− nrow (XY)
# other s t u f f here
newOrder <− sample ( 1 :N, N, r ep l a c e=FALSE)
newXY <− XY[ newOrder , ]
myModel <− lm(newXY$Y ~ Afac + newXY$X + Afac :newXY$X)

Permutation tests can now be performed for Afac and for the interaction
between Afac and X.
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16.4 Robust regression
In statistics, a method is robust when it is relatively insensitive to departures
from its assumptions. Hence, robust regression is an alternative to the GLM
when the assumptions of the GLM are violated. In the statistics literature,
the term “robust regression” has varying definitions. Here, I follow [Andersen,
2008] use it to refer to any GLM where: (1) estimation is something other than
ordinary least squares (OLS) or maximum likelihood; and (2) the purpose of the
estimation is to minimize the effects of outliers. According to this definition,
there are at least 13 different classes of estimation for robust regression (see
Table 4.1 of Anderson, 2008, for a complete listing) with varying flavors within
a class. It is not possible to discuss all of them here, so only the most common
will be outlined. Classic, but highly mathematical, treatments of this topic are
provided by Rousseeuw and Leroy [2003]and Huber and Ronchetti [2009].

The logic behind robust regression is simple. In least-squares GLMs, the
parameters are found by minimizing squared error. Hence, an observation with
an error of 5 is “weighted” 25 times more than an observation with an error of
1. When errors are distributed close to a normal, this weighting is minimized
because there will be many errors close to 0 and few that deviate markedly from
0. When, however, the errors do not follow a normal, then observations with
large errors can have a profound influence on the parameter estimates and their
standard errors.

One criterion for robust regression is to minimize the sum of the absolute
values of the residuals instead of the sum of the squared residuals. This is
sometimes called least absolute values or LAV regression. A close cousin of
LAV regression is quantile regression in which the absolute value of an error
is weighted by its quantile. Although both of these techniques are intuitive,
they suffer from technical statistical deficiencies that compromise their practical
utility.

One of the earliest criterion developed is called M-estimation (Huber, 1973,
1964) and it is still used today. Most computer packages allow one to fit models
using M-estimation. An improvement gave rise to MM-estimation [Yohai, 1987]
which Andersen calls the most widely used criterion today. Another criterion
generates least trimmed squares regression or LTS [Rousseeuw, 1984]. As the
name implies, this trims the data, effectively eliminating a fraction of obser-
vations that generate high residuals from the analysis. It should not be used
with small sample sizes. For practical reasons, you will not go wrong using
MM-estimation so that should be the method of choice.

Robust regression has a decided advantage over traditional nonparametric
statistics–you can use it to solve for any GLM model. Hence, you are not
limited to the simple model defined by the classical techniques. There are two
circumstances where you should consider robust regression. First, your data
contain an outlier that you know is a valid value (i.e., a rouge, according to
Velleman, 1993). The second case is when your data have one or more data
points that traditional GLM diagnostics suggest are “highly influential” (see
Section 11.6.1). Here, you can compare the results of the robust regression to
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Table 16.6: SAS code for robust regression.

PROC SORT DATA=example ;
BY DESCENDING Group ;

RUN;
PROC ROBUSTREG DATA=example

ORDER=DATA METHOD=M;
CLASS Group ;
MODEL Response = Group ;

RUN;

Table 16.7: Comparison of ordinary least squares (OLS) and two types of robust
regression estimates.

OLS M-estimates MM-estimates
Effect: Estimate Std. Err. Estimate Std. Err. Estimate Std. Err.
Drug1 45.97 20.95 13.58 5.53 13.64 6.07
Drug2 5.83 20.95 -6.25 5.53 -3.97 5.91

those of the ordinary GLM.

16.4.1 An example
Table 16.6 gives code for robust regression in SAS using PROC ROBUSTREG
for the example used above in Section 16.2.5. By default SAS will order the
data alphabetically and assign the numeric code of 0 to the last group. Because
the groups are called Control, Drug1 and Drug2, this would make Drug 2 the
reference group. To avoid this, the data are first sorted in descending order of
Group and the ORDER=DATA argument is used to make SAS order the groups
according to the order in which they are encountered in the data set.

The general syntax for this procedure is almost identical to that for PROC
GLM. A CLASS statement identifies the categorical variables (i.e., ANOVA fac-
tors) and a MODEL statement provides the model. The METHOD=M argument to the
PROC ROBUSTREG statement instructs the routine to use Huber’s M-estimation
technique.

Table 16.7 compares the ordinary least squares estimates of the parameters
from PROG GLM to those of two robust regression methods. The first robust
regression uses Huber’s M-estimation and was generated from the code in Table
16.6. The second uses MM-estimation that can be specified by substituting
METHOD=MM for METHOD=M in Table 16.6.

In all three analysis, the coefficient for Drug1 is significant at the 0.05 level
while that for Drug2 fails to achieve significance. Note how the OLS estimate
for Drug1 is very different from the two robust regression estimates. This is due
to an outlier at the high end of scores in this group (see Figure 16.2.2). The
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robust regression diminishes the effect of this outlier, bringing the estimate for
Group1 closer to the group’s median than to its mean. Notice also the large
standard error for the OLS estimates relative to their robust counterparts.

16.4.2 Software
The current version of SPSS does not have a package for robust regression.
In R, the rlm function from the MASS package is the easiest way to perform
robust regression. Its syntax is highly similar to that of the base lm function.
Specify method=”M” for M-estimation and method=”MM” for MM-estimation. For
advanced users, the R packages robust and robustbase contain functions for
robust estimation of many problems, including regression.
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Chapter 17

Power

Power is the ability to detect an effect that does, in fact, exist. In the classic
logic of null hypothesis testing, it is the probability of rejecting the null hypoth-
esis when the null hypothesis is false. The concept of power applies to both the
design of the study and the statistical procedure used to test hypotheses. Power
calculations are necessary in the planning of a study, (a prior i power analysis)
or may be performed after the statistical analysis (a posteriori or post hoc power
analysis). Today, most funding agencies demand power analyses in grant appli-
cations. Not only is power analysis a prerequisite for good science, but there are
ethical considerations for both human and animal subjects. Sadly, at least some
areas of neuroscience where underpowered studies lead to a confusing literature
and lack of replication [Button et al., 2013].

The starting point is to identify the most important hypothesis in your study
and the statistical procedure to test that hypothesis. Power calculations are then
run for those statistical procedures. Although whole books have been written on
power (Cohen, 1988, Kramer, 1987, Murphy et al., 2008), I do not recommend
that you follow the procedures in those texts except to learn the principles
of power analysis. Today, there is specialized software for the calculation of
power, some of which is freely available on the web. It is recommended that
you use this software rather than perform power calculations on your own.1 It
is imperative, however, to understand the logic of power analysis in order to use
these programs. Hence, this chapter is devoted to explaining that logic rather
than provide a cookbook for power calculations.

1The following are some popular packages/routines for power analysis. In SAS, use the
POWER and GLMPOWER procedures. SPSS has a special stand-alone product called Sam-
ple Power. Stata has several procedures (fpower, powerreg), many of which are tailored to a
particular problem. A popular (and free!) power calculator is G*Power, currently available at
http://www.psycho.uni-duesseldorf.de/aap/projects/gpower/. R has the pwr package, as well
as many specific examples on the web.
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Table 17.1: Notation for statistical decisions and the null hypothesis.

Decision:
Reject Do not reject Probability

Status of the
null
hypothesis:

True α
Type I error
False Positive

1− α 1.0

False 1− β β
Type II error
False Negative

1.0

17.1 Logic of Power Analysis
To understand power analysis, we must review the logic of null hypothesis test
(see Section 7.1). The relevant table is reproduced in Table 17.1. It is a simple
two by two table that relates the status of the null hypothesis (true or false)
and the decision about the null hypothesis (reject or do not reject). Traditional
statistics expresses the quantities in this table as conditional probabilities, given
the state of the null hypothesis. There are two types of decision errors. The
first is a false positive. Here, the null hypothesis is true but we reject it. This
is called a Type I error and the conditional probability of rejecting the null
hypothesis given that the null is true is denoted as α. The second type of error
is a false negative. Here, the null hypothesis is false, but we fail to reject it.
This is called a Type II error and the conditional probability of not rejecting
the null hypothesis when it is false is given by the quantity β.

or simple statistics, power starts with setting the level of statistical signifi-
cance for the study (i.e., the α level). Power calculations then require that one
specify any two of the following three quantities:

1. The false negative rate (i.e., β) or the desired power (i.e., 1− β)

2. The effect size (i.e., the magnitude of the effect in the population of in-
terest)

3. The sample size (i.e., N )

Power calculations are then mathematical functions of the two of the three
quantities that have been specified.

To understand power, it is easiest to start with example and develop general
principles from them.

Consider an epidemiological study exploring the correlation between the
amount of exposure to an environmental toxin and memory problems. The
researchers set α to its customary level of 0.05. They are mining an existing
data base so sample size is fixed at, say, N = 271. Now, they have a choice.
First, they can specify the effect size (which is this case is the population cor-
relation) and then estimate power. Second, they can specify the power, 1 − β,
and calculate the effect size . Let’s explore the the first alternative.
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17.1.1 Specifying N and effect size
Suppose that the researchers assume that the population correlation between
the toxin and memory problems is 0.20. This is the effect size, so the unknown
is now power = (1− β). The test statistic that we will use is the Z transform
of the correlation or

Z(R) = .5 log

�
1 +R

1−R

�
= .5 log

�
1 + 0.2

1− 0.2

�
= 0.203 (17.1.1)

Under the null hypothesis, the sampling distribution for the Z transform will
be normally distributed with a mean of 0.0 and a standard deviation of

�
1

N − 3
=

�
1

271− 3
= 0.061 (17.1.2)

(see Section 8.5). This theoretical distribution is depicted in the top panel of
Figure 17.1.1.

We now want to find the α = 0.05 most unlikely outcomes for the null hy-
pothesis. This equates to finding the values of Z in the top panel of Figure 17.1.1
that: (1) separates the lower 2.5% of the distribution from the upper 97.5% of
distribution; and (2) separate the upper 2.5% of the distribution from the lower
97.5%. (Because most statistical software has two-tailed tests as a default, it is
recommended that power calculations also use two-tailed significance.) These
can be found using the qnorm function in R:

N <− 271 # N = sample s i z e
sdZ <− s q r t (1 / (N − 3) ) # standard dev i a t i on o f the Z trans form
ZCritLow <− qnorm ( . 0 25 , mean = 0 , sd = sdZ )
ZCritHigh <− qnorm ( . 9 75 , mean = 0 , sd = sdZ )

Rounding off, the lower critical value is -0.12 and the upper critical value is 0.12.
The shaded areas in the top panel of Figure 17.1.1 denote these critical values.

The power of the study under the alternative hypothesis is the probability
of reaching into a “hat” of Z statistics with a mean of 0.203 and a standard
deviation of 0.061 and picking a value that exceeds 0.12. Visually this is the
area under the salmon-colored curve in the middle panel of the Figure from
0.12 to positive infinity. The lowest panel in the Figure depicts this area. To
compute power we add the following R code to that given above:

Rpre <− 0 .20
Zpre <− . 5 ∗ l og ( (1 + Rpre )/(1 − Rpre ) )
power <− 1 − pnorm( ZCritHigh , mean = Zpre , sd = sdZ )
power

The numeric value of power is 0.91, so we conclude that the design has
91% power to detect a correlation of 0.20. Because the power of detecting a
correlation of 0.21 must be greater than that for detecting one of 0.20, the
apt phrase is that “the study has 91% power to detect a correlation of 0.20 or
greater.”
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Figure 17.1.1: Power analysis for the Z transform of a correlation, sample size
fixed.
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17.1.2 Specifying N and power

In the second approach, we could fix power and then calculated the correlation.
Usually, power is set at (1 − β) = 0.80. Again, this is a typical convention.
We now ask the following question, “What is the minimum correlation that
I can detect with 80% power and a sample size of 271?” Geometrically, this
is equivalent to sliding the salmon-colored curve in the middle panel of Figure
17.1.1 back and forth until the area under the curve from 0.12 to positive infinity
equals 0.80. Then record the mean of that curve.

With a little algebra, the answer is given by the following R code:

N <− 271 # sample s i z e
# standard dev i a t i on o f Z trans form
sdZ <− s q r t (1 / (N − 3) )
ZCritHigh <− qnorm ( . 9 75 , mean = 0 , sd = sdZ )
ZZCritHigh <− qnorm ( . 2 0 )
# pred i c t ed Z trans form
Zpre <− ZCritHigh − sdZ∗ZZCritHigh
# pred i c t ed c o r r e l a t i o n
Rpre <− ( exp (2∗Zpre ) − 1) / ( exp (2∗Zpre ) + 1)
Rpre

The value of Rpre is 0.17. Hence, we conclude that with 271 subjects we have
80% power to detect a correlation of 0.17 or greater.

17.1.3 Specifying effect size and power

In illustrating power, the example used a fixed sample size of 271. In many cases,
the main purpose for power calculations is to find the sample sized required to
detect a pre-specified effect size. Let us now examine this approach.

Usually, power is set to (1 − β) = 0.80., so let us accept that figure here.
Again, we set the effect size, i.e., the population correlation, to 0.20. The
curves of likely outcomes will resemble the two int he middle panel of Figure
17.1.1. The one for the null hypothesis is centered at Z(R | H0) = 0.0, Read
“the Z transform of the correlation under the null hypothesis is 0.: The curve
for the alternative hypothesis is centered at Z(R | HA) = 0.203. Finding N is
equivalent to shrinking and expanding the variance of both curves until the area
in the curve for the alternative hypothesis above the upper critical value of Z(R)
equals 0.80.

While it is possible to use algebra and numerical methods to solve for N, it
is much more informative to draw a power curve that plots sample size on the
horizontal axis and power on the vertical axis. The curve allows us to example
inflection points and the sensitivity of power to changes in N. Figure 17.1.2 gives
the power curve for the current example.

From this Figure, we can examine the power of different sample sizes. To
detect a correlation of 0.20 at 70% power, we need a sample of 150 (153, to be
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Figure 17.1.2: Power curve for detecting a correlation coefficient of 0.20 in a
random sample.

N

Po
we

r

0.6

0.7

0.8

0.9

100 150 200 250 300

exact); at 80% power, 200 (194, exactly); and and at 90% power, over 250 (259,
exactly).I

17.2 Example: Test for mean differences
The simplest test for mean differences is a t test for two independent samples.
Here, we use it as another example to assist in understanding the logic of power
analysis.

Let N1 and N2 equal the sample size per experimental and control groups,
and let σ denote the standard deviation within a group, assuming that it is equal
in the two groups. Finally, let ∆X̄ denote the difference in means between the
two groups. The effect size in this case is the difference in means divided by the
standard deviation (Cohen, 1977), and it is typically denoted as d,

d =
X̄1 − X̄2

σ
= ∆X̄/σ (17.2.1)

With some algebra, the formula for the t test for two independent samples can
be written as

t = d

�
N1N2

N1 +N2

�
(17.2.2)

The quantity t in Equation 17.2.2 is called a noncentrality parameter. (In
the literature, it is often denoted as δ.) In power calculations, a noncentrality
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Figure 17.2.1: Central and noncentral distributions for a t statistic.
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parameter is the expected value of a statistic (t, in this case) under the alter-
native hypothesis.2 If we specify sample size and effect size, we can draw two
t distributions, one for the null hypothesis with a mean of 0 and the second
for the alternative hypothesis with a mean of t as given by Equation 17.2.2.
Assuming that ∆X̄ is positive, power is then the proportion of the noncentral
t distribution that exceeds the upper critical value for the t distribution under
the null hypothesis. Figure 17.2.1 gives an example.

3

For example, suppose a familiar assay in your lab has a mean of 6.3 and
standard deviation of 1.3. You expect that a treatment will increase the response
by 50% and the lab budget demands no more than seven animals per group.
What is your power to detect this effect using 7 animals per group?

With seven animals per group, the degrees of freedom will equal 12 (df =

2As you might expect, the distribution under the null hypothesis is called a central distri-
bution.

3Technically, the noncentral t distribution looses symmetry as the noncentrality parameter
gets larger. The noncentral distribution in Figure 17.2.1does not reflect this lack of symmetry.
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Table 17.2: R code for calculating power for independent groups t test.

tpower_indepGroups <− f unc t i on (N1 , N2 , Xbar1 ,
Xbar2 , sigma ,
alpha = . 05 ) {

df <− N1 + N2 − 2
d <− (Xbar1 − Xbar2 ) / sigma
tCr i t <− qt (1 − . 5∗ alpha , df )
ncp <− abs (d) ∗ s q r t (N1∗N2/(N1 + N2) )
power <− 1 − qt ( tCr i t , df , ncp )
re turn ( c (d , power ) )

}
tpower_indepGroups (7 , 7 , 6 . 3 , 1 . 5∗6 . 3 , 1 . 3 )

N − 2 = 14 − 2). With a two-tailed test with α = 0.05, the critical value that
separates the top 2.5% of the t curve from the bottom 97.5% equals 2.179.

Here, ∆X̄ = 1.5(6.3) − 6.3 = 3.15 and 3, so the effect size is 3.15/1.3 =
2.423. Hence the noncentrality parameter is

t = 2.423

�
7 · 7
7 + 7

�
= 4.533 (17.2.3)

We now want to calculate the proportion of a noncentral t distribution with 12
df and a noncentrality parameter of 4.533 that exceed the upper critical value of
2.179. That proportion is .986. R code for calculating these quantities is given
in Table 17.2.

The power is so high that one should reconsider the use of seven animals.
Running the script with N = 4 per group gives a tad over 80% power. This
would be a reasonable starting number for the experiment that would not stretch
resources.

It is possible to construct power curves for a t test for independent groups.
Figure 17.2.2 shows the results of one set of calculation in which N varies be-
tween 4 and 40 and the effect size, d, is set to 0.5, 1.0, 1.5, or 2.0 standard
deviation units. It is obvious that as the effect size increases, the sample size re-
quired for 80% power decreases. In experimental neuroscience, one can increase
effect size by using extreme manipulations. Hence, in some circumstances, one
can plan for an effect size of 1.5 or higher. In many observational studies on
humans, however, an effect size of 0.5 may sometimes be quite large. This is
the reason why good human clinical trail research uses sample sizes of 100 or
more per group.
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Figure 17.2.2: Power curves for a t test for two independent samples.
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17.3 Power and the GLM

In a GLM with more than two predictors, there are two different questions to
be asked from a power analysis. The first is the power to detect a significant
effect in the overall ANOVA table (see Section 11.2). This is the power of the
whole model, ignoring the individual predictors. The second is the power of
the individual predictors in the model. In much of observational research, both
types of power are of interest. In some experimental designs, especially those
that have control variables in the GLM, the focus will be on the hypothesized
effect in the model.

Because the GLM encompasses so many prototypical models, it is senseless
to develop and present the logic for power analysis in a GLM. Instead, you
should clearly specify your design and then use one of analysis (a posteriori or
post hoc power analysis). the better statistical packages for computing power.
This particularly true when the major hypothesis is an interaction. As an
example, consider a pharmacological study hypothesizing that a new substance
will block a well characterized excitatory response. Previous lab work shows
that a behavioral response has a mean of 11.6 and a standard deviation of 2.8.
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Figure 17.3.1: Expected means for an interaction GLM.
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A drug is know to elevate the response to a mean of 16.9 with no change in
variance. The hypothesis is that the new substance alone will not influence the
response but is expected to block the excitatory effect of the drug. Hence, in
a simple two by two GLM, the predicted outcome should resemble the data in
Figure 17.3.1 where the name of the substance is simply “Substance X.”

Let assume that the response is behavioral and that an infusion pump is
used to administer the excitant and substance X. In this case, we can assess
a baseline condition, perform the infusion, and then assess the response after
a suitable time. The model is a GLM with the response after infusion as the
dependent variable and baseline, excitant, substance X, and the interaction
between excitant and substance X as predictors:

Ŷ = β0 + β1Baseline + β2Excitant +

β3SubstanceX + β4Excitant × SubstanceX (17.3.1)

To calculate power for this model, we will use PROC GLMPOWER in SAS.
Table 17.3 provides the statements, The first step is to create an “ideal” data
set that contains the model and the expected means. It is not necessary to
include any covariates in this data set. The DATA step creating data set effects
in Table 17.3 does this.

The next step is to call PROC GLMPOWER. (The ODS statements in Table
17.3 are used to format the output and create a plot for the power curves).
The syntax starts out just like that of PROC GLM. Specify any categorical
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Table 17.3: SAS example for detecting power in a GLM.

DATA e f f e c t s ;
INPUT Excitant $ SubstanceX $ Response ;

DATALINES;
Absent Absent 11 .6
Present Absent 16 .9
Absent Present 11 .6
Present Present 11 .6
RUN;

ODS HTML s t y l e=htmlbluecml ;
ODS GRAPHICS ON;
PROC GLMPOWER DATA=e f f e c t s ;

CLASS Excitant SubstanceX ;
MODEL Response = Excitant SubstanceX

Excitant ∗SubstanceX ;
POWER

STDDEV = 2.8
EFFECTS = ( Excitant ∗SubstanceX )
NCOVARIATES = 1
CORRXY = 0 .4
NTOTAL = 24
POWER = . ;

PLOT X=N MIN=24 MAX=48;
RUN;
ODS GRAPHICS OFF;

variables using the CLASS statement and then give the model statement without
any quantitative covariates. The POWER statement gives the parameters for
conducting the power analysis. The STDDEV argument provides the standard
deviation within groups; it is assumed that this will be the same in all groups.
The EFFECTS argument specifies the term in the model for which power will be
calculated; here, we specify the interaction term. NCOVARIATES is set to 1 to
specify that we will use Baseline as a quantitative term in the GLM. CORRXY
gives the correlation between a quantitative predictor (or covariate) and the
dependent variable. Here, two values are specified–0.0 and 0.4–so power will
be calculated twice, once for each correlation. NTOTAL gives the total number
of observations and “POWER = .” specifies that power is to be calculated. Had
we used “NTOTAL = .” and “POWER = .8,” the procedure would have calculated
total sample size required to achieve 80% power.

Because power curves are so informative, a PLOT statement is used to gen-
erate the curves. The argument to “X=” specifies the quantity to plot on the
horizontal or X axis. “X=N” instructs the routine to use total sample size (N) as
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Figure 17.3.2: Power curve for detecting interaction in ANOVA.

the X axis variable, so power will be plotted on the Y axis. The MIN and MAX
arguments give the minimum and maximum values for the X axis. The resulting
plot is given in Figure 17.3.2.

Because we specified two values for the correlation, the procedure generated
two power curves, one for a correlation of 0 and the second for a correlation of
0.40. To achieve 80% power, we need a total sample of 40 animals or 10 per
group when baseline is uncorrelated with the response. If the correlation is .40,
then 32 total animals (8 per group) are required for 80% power.

17.4 Issues in power analysis

17.4.1 A priori and a posteriori power
Power analysis should always be performed in the design phase of a study before
any data are collected. This type of analysis is termed a priori or prospective
power analysis.

A second type of analysis is sometimes performed after the data have been
gathered, the statistical tests performed and, usually, the null hypothesis has
not been rejected. This is termed an a posteriori, retrospective or post hoc power
analysis. Here, one uses the statistics from the data to estimate effect size and
then computes power using that effect size and the sample size used in the study.

Prospective power analysis is uncontroversial, but there is considerable de-
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bate about retrospective power analysis (O’Keefe, 2007, Thomas, 2002, Zumbo
and Hubley, 1998). It is clear that prospective and retrospective power analysis
are mathematically equivalent only in rare circumstances (Zumbo and Hubley,
1998). Most statisticians recommend computation of effect sizes from gathered
data. The problem comes about when one uses a single estimate to come up
with the power of the study. After-the-fact estimates have error associated with
them, so in planning future research one should account for that error in the
computation of power.

17.4.2 Power is not an exact science
Although the mathematical behind power analysis are precise, different inputs
to the analysis can give divergent results. Recall from Section 17.1 that two
of the following three quantities must be specified in order to perform a power
analysis: (1) power; (2) sample size; and (3) effect size.4 In groundbreaking
research effect sizes can be vague guesses, so no matter how valid the math, the
output from a power analysis must be regarded as giving wispy guidelines than
rigid requirements for a study design. Also, the accuracy of calculating effect
sizes from a literature that uses small sample sizes must take into account the
accuracy of parameter estimation (See Maxwell et al., 2008).

Given the vagaries of power, most statisticians suggest a conservative ap-
proach (Rossi, 2012). When in doubt, use lower estimates of effect size.

17.4.3 Previous research and lab experience
Most neuroscience labs study a limited number of responses but do so using
a variety of contexts. For example, a lab may focus on, say, release of corti-
cotrophin releasing hormone (CRH) in the anterior pituitary but use a variety
of different techniques to stimulate and inhibit its release. Such a lab will have
built up considerable knowledge about the effect size of different stimulants and
inhibitors that translates into an informal knowledge of power. For example, if
experience in such a lab suggests that 10 rats per cell are needed for a particular
protocol, then use 10 rats in a new study that is expected to give similar results.
Power calculations are likely to be redundant in such circumstances.

17.4.4 Novel effect sizes
“No one has every done a study like this, so I have no idea of what the effect size
will be.” Biostatisticians often hear this in consultations over power analysis.
There is, indeed, considerable merit in such a statement. If a researcher has
examined the literature and computed an average effect size for a study, then
the proposed research may not result in much new knowledge. Truly pioneering
research is somewhat akin to a step into the unknown with the proviso that
the theory generating the hypotheses make the unknown murky but not pitch
black.

4Recall that this assumes that the α level has been set.
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All research, however, is done within a context of prior knowledge, so one
can often get at least a range of plausible effect sizes by reviewing the literature
on related topics. For example, suppose that a drug company develops a new
analgesic and is ready to conduct a phase 2 clinical trial to assess effectiveness.
The effect size of the drug is, of course, unknown, but there are good guesses. If
the substance has opioid like properties, then examine the literature on codeine
(or, if appropriate, morphine) to arrive at an effect size. If it is a non-steroidal
anti-inflammatory, then examine the effect sizes of similar types of drugs.
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Appendix A

Elementary Probability

In mathematics, statistics is a subset of probability theory which, in turn, is
a subset of set theory. Hence, an understanding of statistics requires some
understanding of probability, the topic of this chapter.

A.1 Terminology
Just as parametric statistics has the concepts of a population and a sample,
probability has the concepts of a universe (analogous to a population) and events
(analogous to items sampled from the universe). Once a universe has been
defined, an event may be a concrete object (e.g., a female rat, a person with
Alzheimer’s disease), an abstract object or class of concrete objects (e.g., a
genotype), a number meeting defined rules (e.g., systolic blood pressure greater
than 140), and even a statistic (e.g., a meadecisiondecisionn or a variance). For
the purpose of learning probability, however, it is useful to view the universe
under discussion as a big hat filled with discrete objects. We take that approach
here in defining the elementary rules of probability. Later, we will generalize
these rules to more abstract problems.

Definition 1: The probability of an event equals the number of those events
divided by the total number of events. This is also called the unconditional
probability of an event. For example, suppose an introductory class in statistics
has 213 students, 87 of whom are psychology majors. Then the probability of
randomly selecting a psychology major equals 87/213 = .408. Because of this
definition, probabilities will always be positive numbers that are greater than
or equal to 0 and less than or equal to 1.0. The unconditional probability of an
event, say, A, is usually denoted as p(A) or pA.

Definition 2: Two events, A and B, are mutually exclusive when event A and
event B cannot exist in the same object. Examples: (1) In a coin toss it is not
possible to observe a heads and a tails at the same time. Hence, heads and tails
are mutually exclusive. (2) In a deck of cards, a spade and a heart are mutually
exclusive because no card can be both a spade and a heart at the same time.
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One the other hand, a diamond and a jack are not mutually exclusive because
the Jack of diamonds exists.

Definition 3: The joint probability of A and B is the probability of the
intersection of A and B. For example, assume that the universe is an ordinary
deck of playing cards. The joint probability of a face card and a heart refers to
all face cards that are also hearts, namely, the jack, queen, and king of hearts.
If A and B are mutually exclusive, then their joint probability must be 0.

Definition 4: The conditional probability of B given A is the probability of
event B when the universe is restricted to all objects where A is present. Imagine
a big hat of objects. Remove all objects in which A is present and toss them
into another hat. The unconditional probability of B is the probability of picking
an object with B from the first hat. The conditional probability of B given A is
the probability of picking an object with B from the second hat. The notation
for conditional probability is p(B|A). Read, “the probability of B given A.

For example, recall the stat class with 213 students and 87 psych majors.
The conditional probability that a random student is an upper division student
given that the student is a psych major equals the frequency of upper division
students among all psych majors. It is not the frequency of upper division
students among all 213 students in the class.

Definition 5: Two events, A and B, are independent when p(B|A) = p(B)
and p(A|B) = p(A).

Definition 6: Two events, A and B, are dependent when p(B|A) �= p(B) and
p(A|B) �= p(A). Note that the term “dependent” does not necessarily imply a
causal relationship.

A.2 Rules of elementary probability

A.2.1 Rule 1: The probability of an event
This is the same as Definition 1. It is repeated here for convenience.

The probability of event A is the frequency of all objects with A divided by
the total number of objects in the universe of discourse (the “hat”).

A.2.2 Rule 2: Summation rule
This rules states

The sum of all mutually exclusive events is 1.0.
For example, let the universe be a deck of cards. Suits are mutually exclusive.

Hence,

p(Club) + p(Diamond) + p(Heart) + p(Spade) = 1.0 (A.2.1)

A.2.3 Rule 3: The “and” rule
Technically, this is the probability of joint events, p(A ∩ B), but because it is
talked of and thought of using the word “and,” it is called the “and:” rule.
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p(A andB) = p(B|A)p(A) = p(A|B)p(B) (A.2.2)

Note that when A and B are independent, then Definition 5 implies that

p(A andB) = p(B|A)p(A) = p(A|B)p(B) = p(A)p(B) (A.2.3)

A.2.4 Rule 4: The “or” rule
Technically, this is the probability of the union of two events, p(A ∪ B), but it
is called the “or” rule because the word “or” is used in talking and think of such
problems.

p(A orB) = p(A) + p(B)− p(A andB) (A.2.4)

A.3 The Binomial: An example of probability
The binomial distribution applies to a a Bernoulli variable and is used is such
problems as “if you tossed a coin 6 times, what is the probability of getting
two heads?” Let p denote the probability of the outcome of interest, Hence,
the probability of the other outcome must be (1 − p). Let n denote the total
number of events. Usually, n is expressed as the “total number of trials,” where
a “trial” is a single random sampling of the Bernoulli variable. In the coin-toss
question, n = 6. Finally, let r denote the number of the events of interest. In
the example, the events of interest are heads, so r = 2. Often r is termed the
“number of successes” where a “success” is defined as an event of interest.

The formula for the binomial is

P (r of n) =
n!

r!(n− r)!
pr(1− p)n−r (A.3.1)

In terms of the example where p = 0.5, n = 6, and r = 2,

P (2 heads of 6 coin tosses) =
6!

2!(6− 2)!
0.52(1− 0.5)6−2 = (A.3.2)

Let’s take a specific example of the binomial and use it to introduce some
new concepts in probability. Assume that previous research indicates that the
probability of a mouse having a seizure under a specific experimental condition
is .27. If a group has 8 mice, that are all the possible outcomes in terms of the
number of mice having seizures.

Here p = .27, n = 8, and we want to solve Equation A.3.1 for r = 0, 1, ...
8. Table A.1 presents the results of these calculations under the column “pdf,”
and the left panel of Figure A.3.1 gives them as a graph.

Here, r is the number of mice who are expected to have a seizure. Hence,
the probability that no mice have a seizure is 0.08, and the probability that one
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Table A.1: Probability of all possible outcomes of seizures.

pdf cdf
r r = r ≤
0 0.080646 0.081
1 0.238624 0.319
2 0.308903 0.628
3 0.228504 0.857
4 0.105644 0.962
5 0.031259 0.994
6 0.005781 0.999
7 0.000611 1.000
8 0.000028 1.000

Figure A.3.1: Graphical representation of expected outcomes in the mouse
seizure example.
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mouse seizes and the other seven do not is 0.24. Note that the probabilities for
all mice seizing is very remote, less than 5 in 100,000.

The technical name of the function given algebraically in Equation A.3.1 and
enumerated in column “pdf ” in Table A.1 and displayed in the left panel of A.3.1
is the binomial probability density function. A probability density function or
pdf gives the probability of observing a value X for a function. Hence, Equation
A.3.1 gives the probability of observing any value of X (which is written as r
in the equation) in a binomial pdf.

The right hand column of Table A.1 and the right panel in Figure A.3.1 give
the cumulative density function (cdf) aka the cumulative distribution function or
simply distribution function. The cdf is a mathematical function that returrns
the probability of observing a value less than or equal to X. For example, in
Table A.1, the probability of X ≤ 3, i.e., three or fewer mice having seizures, is
0.857. In mathematical terms, the cdf is the integral of the pdf from the lowest
possible value of X to the value of X that is of interest.

A.4 The binomial and the logic of hypothesis test-
ing

You have probably heard of the term “null hypothesis.” If you stretch your
neurons, you might recall something about statistics and rejecting the null hy-
pothesis. In this section, we will develop the concept of the null hypothesis and
rejecting the null hypothesis using induction and the binomial distribution.

You have just won several million dollars in Las Vegas betting on the flips
of a silver dollar. As you are about to cash in your earnings, the casino officials
along with the Las Vegas police, the Nevada state police, some officials from
the Nevada gaming commission, a cadre of FBI and Interpol agents, and a very
scary bunch of gumbas carrying baseball bats surround you and demand that
you prove the silver dollar is a fair coin. No rocket science here. You cash in,
give it all to the gumbas, and run.1

Seriously, how would you demonstrate that the coin is fair? Everyone’s
intuitive response is to flip the coin a large number of times, tabulate the number
of heads and tails, and see if the frequency of, say, heads is 50% after all the
flips. That is a great strategy, but to turn it into real science, one must convert
the philosophy into a concrete, empirical study. “Flip the coin a large number of
times” must be translated into a real, honest to goodness number for a scientific
study. Should it be 50, 500, 5,000 or 50 million? “Frequency of ... head is 50%”
must also be translated into the anticipated a real, honest to goodness number
for the outcomes from the number of flips. If the coin is flipped 500 times and
49.7% of the outcomes are heads, does that mean that the coin is biased? After
all, 49.7% is not 50%. But then again, 49.7% is pretty close to 50%.

The mathematical solution to the outcomes is the binomial pdf. To calculate

1Loosely adapted from a stand-up comedy routine at Danny’s Upstairs Comedy Club at
Tutta Pasta in Hoboken, NJ. I regret that I forget the name of the comedian.

357



358 APPENDIX A. ELEMENTARY PROBABILITY

the distribution of outcomes for heads, we must have actual numbers for two
quantities. They are: n, the total number of coin flips, and p, the probability of
heads. The number for n is something that the designers of the empirical study
must agree to beforehand. So, the distribution of outcomes really depends on
the probability of a head, p.

There are four possible hypotheses about p: (1) the coin is fair, so p = 0.5;
(2) the coin in biased in favor of heads, so p > 0.5; (3) the coin is biased in favor
of tails so p < 0.5; and (4) the coin is biased with no commitment on whether
the bias favors heads or tails, so p �= 0.5. A sadistic statistics professor would
now give the following homework assignment: Set n to 50 and compute Table
A.1 and Figure A.3.1 for each of the four hypotheses.

You can compute the pdf and the cdf and draw the graphs for the first hy-
pothesis because you can substitute the number 0.5 for p in Equation A.3.1.
You cannot, however, perform computations for hypotheses (2), (3), and (4).
Why? Because they are mathematically too imprecise. Hypothesis 2, for ex-
ample, states that p is a value greater than 0.5, but does not say whether it is
0.62138, 0.501, or 0.7. Note carefully that this is not a criticism of the hypoth-
esis. In fact, it would be downright stupid to randomly pick a number greater
than 0.5 just for the sake of having a number. If you picked, say, 0.59, you might
fail to detect the bias if the true p were, say, 0.53. The fact that hypothesis (2)
is mathematically imprecise is a statement of reality. Many times in science, we
have good, testable hypotheses that are mathematically imprecise. We must ar-
range our math and statistics to enable us to test those hypotheses. We should
not change the hypotheses for the sake of mathematical precision.

So what do we do? Simple. We compute the outcomes for the only hypoth-
esis that we can, namely hypothesis (1) that states the coin was fair so p = 0.5.
Enter the null hypothesis.

A.4.1 The null hypothesis
The null hypothesis is used in science because it is usually the only hypothesis
that has sufficient mathematical precision to allow calculations of the probabil-
ities of the different outcomes of the study. Usually, the null hypothesis is of
little interest in itself. It plays an important role only because of its mathe-
matical precision. For example, recall the seizure example. If we were testing a
drug purported to reduce seizures, we would have a substantive hypothesis that
p < 0.27. We cannot, however, use the binomial pdf to calculate the outcomes.
Instead, we calculate the outcomes from the null hypothesis that p = 0.27,
giving Table A.1 and Figure A.3.1.

A null hypothesis is established because it is the only hypothesis with
sufficient mathematical precision to permit calculation of the probabil-
ities of the various outcomes of a study.
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Figure A.4.1: Probability of the outcomes from 50 tosses of a fair coin.
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Figure A.4.1 plots the probabilities of the number of heads for 50 tosses
of a fair coin (i.e., the probability density function or pdf for this binomial).
Common sense tells us that if we performed the study and observed 10 heads
(or at the upper end, 40 heads) the coin is obviously not fair. But what if we
observed 17 heads? Should we call the coin biased then? Scientifically speaking,
what is the best cut off for concluding that the coin is biased?

A.4.2 The 5% solution

You may be surprised to learn that there is no “scientifically best” answer for the
cut offs. Some cut offs, however, are better than others. For argument’s sake,
assume that we call the coin fair if and only if we observed exactly 25 heads.
The probability of observing this when the coin is really fair is 0.112. Hence, if
the coin is really fair, the probability that we call it biased would be (1 - .112)
= .888. In other words, 89% of the time we would make an erroneous decision.

We could extend the criterion outwards. Let’s say that we call the coin fair if
we observe between 24 and 26 heads. From the pdf, the probability of observing
24, 25, or 126 heads when the coin is fair is .328. Here, 67% of your judgements
would be false positives (calling the coin biased when it is, in fact, fair). If we
continue adjusting the cut offs and calculating the error, we arrive at the blue
line in Figure A.4.2.
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Figure A.4.2: Error rates for different cut offs for a fair coin and a biased coin
where the probability of a head is 0.60.
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If we examine the blue line, then we could minimize the false positive rate
by picking a low lower cut off and a high upper cut off. That strategy suffers,
however, from another type of error–false negatives. A false negative error
occurs when the coin is indeed biased but we call it fair. To calculate the false
negative rate we must have a pdf for a binomial in which p is something other
than 0.5. The red line in Figure A.4.2 plot the false negative error rate for a
biased coin in which the probability of a heads is 0.6. Note that as we make
the cut off lower and lower to avoid false positives, we increase the rate of false
negatives.

If we had other types of information available (e.g., what is the probability
that a coin will be biased to begin with? what is the relative seriousness of a
false positive versus a false negative error? etc.) and with some assumptions,
we could arrive at a optimal cut point for this study. The problem, of course, is
that in the real word, we would not know many of these types of information.
In particular, we would no know p, the probability of a head for a biased coin.

In real life problems in neuroscience, we also do not know the distribution of
potential outcomes for a substantive hypothesis. Hence, we cannot compute a
graph like the one in Figure A.4.2. Consequently, we must deal in generalities.

In most areas of neuroscience and in many other fields, scientists have arrived
at a consensus for an acceptable false positive ratedecision. It is one false positive
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in 20 decisions or a 5% solution. Is this close to optimum? If we knew the
results of experiments before we conduct them, then we could answer that. But
we don’t. The 5% solution is an arbitrary convention but one that seems to
have served us well.2

Let’s recap. We use the null hypothesis to calculate the distribution of the
outcomes of a study. The 5% solution entails tabulating the 5% most unlikely
of these outcomes. If the actual outcome of the experiment (or study) falls into
this 5% most unlikely group, then we reject the null hypothesis.

Back to the coin toss problem and Figure A.4.1. To get the 5% most unlikely
outcomes from the figure, we must first realize that we can observe either too
few heads or too many heads. Hence, the 5% will be split evenly between the
lower tail and the upper tail of the distribution in Figure A.4.1. Half of 5% is
2.5%. Hence, we can use the cdf (cumulative distribution) to find the cut off
so that 2.5% of the distribution falls below it and 97.5% above it. The closest
value to this is 20 heads. Here, 3.2% of the distribution includes 20 or fewer
heads. At the upper end, 3.2% of the distribution include 30 or more heads.

We fill no flip the coin 50 times. If we observe 20 or fewer heads or 30 or
more heads, we will call the coin biased. Otherwise, we call the coin fair.

2In other sciences and for other problems, the false positive rate can be set to a much
more stringent level. In particle physics and some genomic problems it can be of the order of
10−7or 10−8.
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Appendix B

Maximum Likelihood

B.1 Introduction

The technique of maximum likelihood (ML) is a method to: (1) estimate the
parameters of a model; and (2) test hypotheses about those parameters. There
have been books written on the topic (a good one is Likelihood by A.W.F.
Edwards, New York: Cambridge University Press, 1972), so this chapter will
serve only as a simple introduction to help understand the process.

There are two essential elements in maximum likelihood. They are (1) a set
of data (which, of course, is necessary for all analyses); and (2) a mathematical
model that describes the distribution of the variables in the data set. The model
that describes the distribution of the variables will have certain unknown quan-
tities in it. These are called parameters. The purpose of maximum likelihood
is to find the parameters of the model that best explain the data in the sense of
yielding the largest probability or likelihood of explaining the data.

In least squares (see Section 10.3), one finds the parameter of the model that
yield the minimum sum of squared prediction errors. Thus, maximum likelihood
differs from least squares mostly in terms of the criterion for estimating param-
eters. In least squares, one minimizes the sum of squared errors; in maximum
likelihood, one maximizes the probability of a model fitting the data.

A second difference is that in using maximum likelihood, one must always
make some assumption about the distribution of the data. Sometimes these
distributional assumptions are made in least squares (e.g., MANOVA), but at
other times they are not necessary (e.g., estimating regression parameters).

Like least squares maximum likelihood uses three steps in a data analysis.
The first estimates the parameters for a model. The second tests hypotheses
about those parameters. The third compares two models of the same data.
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B.2 Estimation
It is perhaps easiest to view the estimation part of maximum likelihood by
starting with an example. Suppose that we wanted to estimate the mean and the
standard deviation for a single variable. Let Xi denote the score of the variable
for the ith observation and let N denote the total number of observations. Let
us further assume that the scores are normally distributed. Then the likelihood
of the ith observation is simply the ordinate or height of the normal curve for
that observation, or

L(Xi) =
1

σ
√
2π

exp

�
−1

2

�
Xi − µ

σ

�2
�

(B.2.1)

Here, � and σ� are, respectively, the mean and the standard deviation of the dis-
tribution. Because the observations are all independent (recall the assumption
of the independence of the rows of the data matrix), the likelihood for any two
observations is simply the product of their respective likelihoods. For example,
the joint likelihood of the ith and jth observation is simply L(Xi)L(Xj). Again,
because of independence, the joint likelihood of any three observations will be
the product of their individual likelihoods. Continuing with this logic, we see
that the joint likelihood of the vector of observations (i.e., the vector x) is

L(x) =
N�

i=1

L(Xi) (B.2.2)

Hence, the problem of maximum likelihood is to find � and σ� so that L(x) is
maximized. The problem of finding the maximum (or minimum) of a function
with respect to the unknowns is a classic problem in calculus. That is, we want
to differentiate the function L(x) with respect to � and σ�, then set these first
partials to 0, and finally rework the equations so that we solve for � and σ�. That
is, we want to find � and σ� such that

∂L(x)

∂µ
= 0, and

∂L(x)

∂σ
= 0 (B.2.3)

The resulting estimates, usually denoted with a “hat” as µ̂ and σ̂, are then
known as the maximum likelihood estimators of � and σ�.

The process of maximum likelihood is almost always performed on the nat-
ural logs of the likelihood function. There are two reasons for working with log
likelihoods rather than with the likelihoods themselves. First, likelihoods are of-
ten (but not always) quantities between 0 and 1. Hence, taking the products of
a large number of fractions can be affected by marked rounding and truncation
error, even with the most modern computers. Second, it is considerably easier
to calculate the derivatives of the log likelihood than it is to obtain them for the
likelihood because the log likelihood is a series of sums whereas the likelihood
is a series of products. Those with experience with calculus will recognize the
ease in differentiating sums relative to differentiating a series of products.
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In terms of our example, we want to find µ̂ and σ̂ that maximize the log
likelihood of the data given the model. The log likelihood is gotten by simply
taking the log of both sides of Equation (2) or

log (L (x)) =
N�

i=1

log (L (Xi)) (B.2.4)

The log likelihood of Xi is simply the log of the right side of Equation B.2.1,
or

log (L (Xi)) = −1

2
log (2π)− 1

2
log

�
σ2

�
− 1

2

�
Xi − µ

σ

�2

(B.2.5)

Substituting Equation B.2.5 into Equation B.2.4and reducing gives the log
likelihood of the sample as

log (L (x)) = −N

2
log (2π)− N

2
log

�
σ2

�
− 1

2

N�

i=1

�
Xi − µ

σ

�2

(B.2.6)

Without going through the mathematics of differentiating this equation with
respect to � and σ�, setting the partials to 0, and then solving for � and σ�, we
merely state the results. The estimator of � is

µ̂ =

�
Xi

N
(B.2.7)

and the estimator of σ is

σ̂ =

��
(Xi − µ)2

N
(B.2.8)

Note that the divisor is N and not the degrees of freedom (N - 1). This
means that the estimate σ̂ is biased. This is true of ML estimators (MLE). The
key property of MLE is that they are asymptotically consistent which is jargon
for a simple concept: as sample size becomes large the MLE converge on their
population values. Hence, maximum likelihood usually assumes large samples.

In this example, it is easy to arrive at analytical expressions for the estima-
tors µ̂ and σ̂. This is unusual. Typically, one cannot solve the derivatives, or
in many other cases, even write then in the first place. In yet other cases, the
equations can be solved, but it would take considerable effort to do so. Here,
numerical methods are used to find the maximum likelihood estimators. There
are many different numerical methods, many of which are geared to a specific
class of problems. They are too numerous to detail them here. Instead, one
may look at them as highly sophisticated "trial and error" procedures. That is,
they begin with some initial estimates of the parameters and evaluate the log
likelihood for these estimates. They then find improved estimates based on the
log likelihood surface around the original estimates. This procedure is repeated
in an iterative fashion until the log likelihood cannot be maximized any further.
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B.3 Testing parameters
A second property of an MLE is that its sampling distribution is a normal dis-
tribution when (1) the parameter, along with all other parameters in the model,
is not at a boundary; and (2) sample size is large. The boundary condition is a
very esoteric and gnarly topic that applies to statisticians writing and solving
their own unique mathematical models. Here, maximum likelihood is used for
“canned” types of problems, so it usually can be ignored.

How big must sample size be before it is considered “large.” The answer
depends on the particular problem at hand. The small sample sizes in neuro-
science may well compromise the property of normality. Unfortunately, I am
not aware of any systematic attempt to explore the sample size issue with the
typical designs in neuroscience.

The covariance matrix of the MLEs is the inverse of the matrix of second
partial derivatives (also called the Hessian). In the example,

�
var(µ̂) cov(µ̂, σ̂)

cov(µ̂, σ̂) var (σ̂)

�
=

�
∂ log(L(x))

∂µ̂∂µ̂
∂ log(L(x))

∂µ̂∂σ̂
∂ log(L(x))

∂µ̂∂σ̂
∂ log(L(x))

∂σ̂∂σ̂

�−1

(B.3.1)

The standard errors for the MLE are the square roots of the diagonals of this
matrix. Because of the property of normality, a parameter estimate divided by
its standard error is a Z statistic testing the hypothesis that the true parameter
is 0 (this is the Wald statistic described below in Section B.4.2). Again, the
validity of the Z statistic depends on sample size, so in neuroscience we should
interpret these statistics cautiously.

B.4 Model comparisons
The algorithm that we used for least squares estimation of the GLM with inter-
action terms required us to fit different models and compare the results. We used
that algorithm even though each time we fitted a GLM, the output included the
parameter estimates and statistical tests on whether each estimate differed from
0. The same philosophy–fit different models and compare them–should also be
applied to models fitted using maximum likelihood. In fact, when sample sizes
are small, this is the only justified approach. Hence, most neuroscience research
should follow this course.

Fitting and comparing different models leads to the likelihood ratio test dis-
cussed in the next section and to the model comparison indices discussed in
Section B.4.4. There are two other tests that do not directly compare two mod-
els but test for the significance of individual parameters within a model. These
are the Wald test and the score test. They are analogous to a t test for an
individual parameters in a GLM. When sample size is very large, the three con-
verge. When, however, it is small, most statisticians prefer the likelihood ratio
test. To help you interpret the output from maximum likelihood procedures, a
short overview of these statistics is necessary.
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B.4.1 The likelihood ratio test

In the GLM we saw how two nested models can be compared (see Section
12.1) using the R2s and the degrees of freedom for the full and the reduced
models. In maximum likelihood, two nested models may also be compared but
the comparison involves different statistics. One major test is the likelihood ratio
test (LRT). Here, we have two models, term the “full” model and the “reduced”
model. (ML enthusiasts often use the term “general” for the full model.)1 To
meet the requirement of nested models, all of the parameters in the reduced
model must be contained in the general model. The parameters from the full
model that are not estimated in the reduced model are called “fixed” parameters
and are usually set to a value of 0.

Let L(x)f and L(x)r denote the log likelihoods of, respectively, the full
and the reduced models. Let pf and pr denote, respectively, the number of
parameters in the full and reduced models. The likelihood ratio test is

LRT = 2 (L(x)f − L(x)r) (B.4.1)

With large samples, the LRT will be distributed as a χ2 statistic with degrees
of freedom equal to (pf − pr). This χ2 is often called a likelihood ratio χ2 or
LR χ2. The p value of the χ2 is the probability of randomly selecting a χ2

from a “hat” of χ2s with (pf − pr) degrees of freedom that is greater than the
χ2 observed in the data analysis, i.e., p(χ2 > χ2

obs). If the probability is remote,
then we reject the reduced model and view the full model as a better explanation
of the data. If the probability is not low, we view the reduced model as an
acceptable explanation for the data.

In large, epidemiological studies, models can involve dozens of parameters,
and it is not uncommon to compare models that differ in a large number of
parameters. In experimental neuroscience, however, the parameters are dictated
by the nature of the experiment and the usual null hypothesis specifies that a
parameter has a value of 0. Here, the recommended course of action is to fit
the full model. Then fit a series of models, each one setting one and only
one parameter to 0. Then use a likelihood ratio test to compare the models.
For example, if there are three parameters—x1, x2, and x3–then we fit four
models. The first is the general model and estimates all three parameters. The
second sets x1 to 0 and estimates x2 and x3. The likelihood ratio χ2 compares
this model to the general one and provides the best test for the significance
of parameter x1. The third model sets x2 to 0, estimating x1 and x3. Its
LR χ2 compared to the general model permits us to assess the significance of
parameter x2. Finally, the LR x1 comparing the log likelihood for the fourth
model (x3 = 0) to the log likelihood of the full model assesses the significance
of parameter x3.

1The term “general” is also used to refer to that model having the most parameters of a
series of models that are fitted to data.
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B.4.2 Wald statistics
When sample size is large, Wald statistics may be used to estimate the sig-
nificance of individual parameters. The formula of the Wald statistic for a
parameter, W (x), is

W (x) =
x−H(x)

sx
(B.4.2)

where x is the observed, maximum likelihood value of the parameter, H(x) is the
hypothesized value of the parameter (usually, 0), and sx is the estimated stan-
dard error of the parameter (a quantity that the maximum likelihood software
calculates for you). Technically,W (x) follows a t distribution, but the assump-
tion that sample size is large makes the t equivalent to a standard normal or
Z distribution (see Section 5.4.1). In many applications, the value of W (x) is
squared. This follows a χ2 distribution with one df and the statistic W (x)2 is
called a Wald χ2.

When sample size is very large, the Wald χ2 and the likelihood ratio χ2

usually give similar results. When sample size is small, as it is in much research
in neuroscience, the likelihood ratio test should be interpreted instead of the
Wald test.

B.4.3 Score statistics
Like the Wald statistic, a score χ2 estimates the significance of an individual
parameter in the model. The formula for a score χ2 is too complicated to
present, but its meaning is not difficult. The χ2 for a parameter extrapolates
from a model without that parameter to obtain an estimate of the improvement
in fit by adding that parameter. That is, if our model had three parameters–x1,
x2, and x3–a score χ2 for, say x3, looks at the information predicted by x1 and
x2 and asks “How much does x3 add to the story?”

Like a Wald χ2, a score χ2 depends on large sample size. Hence, the likeli-
hood ratio test should be preferred with small samples.

B.4.4 Model comparison indices
Many software routines that use maximum likelihood will also print two statis-
tics used for model comparisons that “weight” the likelihood ratio χ2 to favor a
parsimonious model. That is, they try to balance the ability to predict the data
against the number of parameters used in the prediction. Hence, they tend to
favor smaller models with good explanatory power.

The two statistics are the Akaike information criterion usually abbreviated
as AIC (Akaike, 1974) and the Bayesian information criterion or BIC, sometimes
called Schwarz’s Bayesian criterion or SBC (Schwarz, 1978). For a model with p
parameters and a data set with N total observations, their respective formulas
are

AIC = −2 ln (L(x)) + 2p (B.4.3)
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and
BIC = −2 ln (L(x))+ ln(N)p (B.4.4)

Note that the equations differ only in the weight assigned to the number of
parameters. The AIC multiplies this by 2 whereas the BIC multiplies it by the
natural log of sample size.

When a series of models is fitted to data, the one with the lowest AIC or
lowest BIC is preferred. Often, but not always, the two will select the same
model. There is no universal agreement on which statistic should be preferred.
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AIC, see Akaike information criterion
Akaike information criterion, 368
Alpha (α) level, 340
Alpha level, 105
Alternative hypothesis, 105

Directional, 105
Non directional, 105

ANOVA, 138–139
Coding factor levels, 224–244
Contrasts, 228–231
Factor, 138
Factor versus quantitative coding,

225–228
Factorial, 138
Levels, 138
Mean squares, 167–169
Multiple comparisons, 163–164, 169–

173
Oneway, 138, 156

Reporting results, 164–165
Planned comparisons, 164, 224–244
Table of effects, 176–180

Bayesian information criterion, 368
Bernoulli distribution (variable), 54, 309,

355
Beta (β) level, 340
BIC, see Bayesian information crite-

rion
Binomial distribution, 54, 355–361
Bonferroni correction, 111, 172
Bootstrap sampling (Bootstrapping), 331
Box plot, 72–75, 158

cdf, see {umulative density function}54
Chi square

Distribution, 65

Chi square (χ2), 313–314, 319
Goodness-of-fit, 313
Likelihood ratio (LR χ2), 313–314,

319, 367
Mantel-Haenszel χ2, 311, 313–315
Pearson, 313, 317, 319

Coding categorical variables, 224–244
Contrasts, 228–231

Orthogonal, 230
Difference coding, 233
Dummy codes, 234–236
Effect coding, 233
Helmert codes, 236–239
Mean deviation coding, 233
Orthogonal polynomials, 236
Prior mathematical model, 239–

241
Specific hypotheses, 241–244

Coefficient of variation, 43
Confidence intervals, 92, 108–109
Confidence limits, 105, see {onfidence

intervals}108
Contingency coefficient, 317
Contingency tables, 311–319

Marginals, 311
Measures of association, 318
Software, 318–319
Test statistics, 312–318

Contrasts, 228–231
SPSS, 231–232

contrasts
R, 232

Correlated dependent variables, 245–
251

Correlation
Confidence limits of, 127–128
Equation for, 46
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Testing significance of, 126–128
Z transform of, 126

Covariance, 48
Equation for, 46

Covariance(, 45
Covariate, 138
Cramers V, 317
Critical values, 105, 106
Cumulative density function

Binomial, 357, 359, 360
Cumulative density function (cdf), 54

Data frame, see Data Set
Data set, 13–19

Independent rows, 15
Master data set, 18, 49
Stacked, 15–17, 271–272

Degrees of freedom, 41
Directional hypothesis, 105
Distributions

Attributes of, 34
Bernoulli, 54
Binomial, 54, 309, 355–361
Chi square, 65
Empirical, 33
Exponential, 63
F, 65
Lognormal, 61
Multinomial, 54
Normal, 55–61

Standard normal, 61
Standard normal(, 56

Peakedness
Measure of, 44

Poisson, 63
Symmetry

Measure of, 44
t, 63–65, 115
Theroretical, 33
Weibull, 61

Dot plot, 71, 75, 92, 158
Dummy coding (variable), 156, 234–

236

Effect size, 50, 340
Difference between two means, 344

Error bars, 92, 97
Error covariance matrix, 247–251, 275,

278
Antedependence, 286
Autoregression, 286
Common forms, 285–287
Patterned, 257
Spatial autocorrelation, 287
Type H, 257–258, 269, 271, 275,

287
Exponential distribution, 63

F
Distribution, 65
Folded F test, 117
Omnibus, 149, 164

False discovery rate (FDR), 111–112
False negative error, see Type II Error
False positive error, see Type I Error
Fisher’s exact test, 315, 319

General linear model
see GLM, 131

Generalized linear model, see GLIM
GLIM, 176, 309–310
GLM

Algorithm for, 194–203
ANOVA table

Overall model, 149
Table of effects, 176–180

Causal interpretation, 142
Clinical trial design, 189–194
Coefficients, 139–142

Standardized, 141–142
Contrasts, 228–231
Control variables, 135
Correlated dependent variables, 245–

251
Diagnostics, 203–206
Error covariance matrix, 247–249

Common forms, 285–287
General equations, 175–176
Influence statistics, 205
Interaction, 182–194, 197–199
MANOVA, see MANOVA
Mean squares, 167–169
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Model comparisons, 213–215
Multiple predictors, 134–138
Nomality of residuals, 203
Nonlinear, 147
Parameter table, 149–151, 160–161
Planned comparisons, 164
Polynomial models, 215–219, 222–

224
Repeated measures, see Repeated

Measures
Response profiles, see Response pro-

files
Root MSE, 152
Simple regression, see Simple re-

gression
Single predictor, 131–134
Terminology, 138–139

ANCOVA, 139
ANOVA, 138
Balanced ANOVA, 139
Covariate, 138
Dependent, predicted, response

variable, 138
Factor, 138
Factorial ANOVA, 138
Independent, predictor, explana-

tory variable, 138
Levels, 138
Multiple regression, 139
Oneway ANOVA, 138
Orthogonal ANOVA, 139
Simple regresion, 139

Two by two design, 182–189

Histogram, 70, 78
Homogeneity of variance, 161

Levene’s test, 161
Homogenetic of variance, 159
Homoscedasticity, 153, 205
Huynh-Feldt, see Repeated measures,

Huynh-Feldt-Lecoutre correc-
tion

Hypothesis testing
Coin toss example, 357–361
Confidence limits approach, 108–

109

Critical values approach, 106–107
Decisions and errors, 109–110, 340
Logic of, 99–105, 357–361
Means for two dependent samples,

121–125
Means for two independent sam-

ples, 118–121
Multiple hypothesis testing, 111–

112
Observed mean versus hypothesized

mean, 116–117
p value approach, 107–108
Significance of correlation, 126–128
Significant difference between cor-

relations, 128–129
Two-tailed versus one-tailed, 112–

113
Type I Error, 110
Type II Error, 110

Independent observations, 15–16
Influence statistics, 205

Leverage, 205
Interaction, 182–194

Differential sensitivity, 187, 190–
193

GLM algorithm and, 197–199
Ignore main effects, 198–199, 278
Meaning of, 184–189

Interactions
Ignore main effects, 196

Interval scales, 22

Jackknife sampling, 331

Kappa (κ) coefficient, 317
Kendall’s tau (tau-b), 322, 325
Kernel density, 78
Kurtosis, 44

Lambda (λ) coefficient, 318
Least squares, 149, 165–167, 252, 305,

310
Generalized, 252

least squares, 306
Levene’s test, 161
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Leverage
see Influence statistics

Leverage, 205
Linear versus nonlinear models, 289–

290
Logistic regression, 290–298

Aβ-amyloid plaques, 297–298
Audiogenic seizures, 292–297

Logit, 29, 290, 309
Lognormal distribution, 61

MANOVA, 246, 254, 257, 263, 269–271
Maximum likelihood, 254, 310, 363–

369
Convergence, 275
Model comparisons, 366–369
Parameter estimation, 364–365
Score statistics, 368
Wald statistics, 368

Mean, 38
Mean plot, 97
Mean plots, 92
Sampling distribution of, 100–101

Mean squares, 40
Measurement scales, 21–26

Bounded variables, 23
Categorical, 24–26
Continuous versus discrete, 23
Dichotomous, 24
Groups, 24–26

Ordered, 24
Interval, 22
Nominal, 21
Ordered groups, 24
Ordinal, 22
Polychotomous, 24
Ratio, 22

Median, 38
Missing values, 19

Repeated measures, 255
Mode, 38
Model comparisons

GLM, 213–215
Multicollinearity, 194, 205–206
Multinomial distribution, 54

Multiple comparisons, 160, 163–164, 169–
173

Duncan’s Multiple Range Test, 173
Fisher’s LSD, 172
Student-Newman-Keul’s test, 173

Multiple compraisons
Dunnett’s test, 173

Multiple hypothesis testing, 111–112
Multivariate analysis of variance, see

MANOVA

Nominal scales, 21
Non directional hypothesis, 105
Noncentality parameter, 344
Nonlinear model

Fitting your own model, 301–307
Nonlinear models

Circadian function, 305–307
Enzyme kinetics, 302–305
Logistic regression, see Logistic re-

gression
SAS PROC NLIN, 303–305, 307
Versus linear models, 289–290

Nonparametric statistics, 37
Anderson-Darling, 323, 324, 328
Cramer-von Mises, 324, 328
gamma coefficient, 325, 327
Kendall’s tau, see Kendall’s tau

(tau-b)
Komolgorov-Smirnov test, 323–325,

328
Kruskal-Wallis test, 325, 327
Lilliefors test, 323, 324
Loss of power, 322
Oneway ANOVA analogues, 325–

327
R, 327
SAS, 327
Shapiro-Wilk test, 323, 324, 328
Spearman’s rho, see Spearman’s

rho
SPSS, 327
Use of, 321–322
Van der Warden ranks, 326, 329,

330
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Wilcoxon test (scores), 322, 325–
327, 329, 330

Normal distribution
How to test for normality, 324, 327–

328
Tests for normality, 322–324

Null hypothesis, 105, 358–359

Odds ratio, 316–318
One-tailed test, 105, 112–113
Ordered group, 24
Ordered groups, 219–222
Ordinal scales, 22
Outlier, 48–50, 69

Bivariate, 81
Blunder, 48
in GLM, 146, 158
Rogue, 49

p value, 50, 105, 107
Parameter, 35
Parametric statistics, 34
pdf, see {robability density function}53
Percentiles, 39
Permutation tests, 331–335

Quantitative predictors, 335
Phi (ϕ) coefficient, 317, 319
Pillais trace, 260, 263, 268
Poisson distribution, 63
Polychoric correlation, 317
Polynomial models, 215–219, 222–224
Post hoc tests, see {ultiple hypothe-

sis testing}111, see Multiple
comparisons

Power, 51, 110, 339
G*Power package, 339
in GLM, 347–350
Logic of power analysis, 340–344
Methods

Specify N and effect size, 341
Specify N and power, 343
Specify effect size and power, 343–

344
Novel effect size, 351–352
Retrospective versus prospective,

350

Retrospective versus prospective),
351

Role of lab experience, 351
Significance of correlation coeffi-

cient, 340–341
t test

Two independent samples, 344–
346

Probability
Conditional, 354
Definitions, 353–354
Elementary rules, 354–355
Joint probability, 354
Mututally exclusive events, 353
Unconditional, 353

Probability density function
Binomial, 355–359

Probability density function (pdf), 53
Probit regression, 298–301
Product operator, 33
Psychometrics, 26–28

QQ plot, 78, 81

R
lme4 package, 278
lme function, 278
pwr package, 339
Anova function, 211
adTest function, 324
anova function, 211
assocstats function, 319
car package, 211
chisq.test function, 319
cvmTest function, 324
fBasics package, 324
fishers.test function, 319
friedman.test function, 327
gls function, 278, 282
kruskal.test function, 327
lillieTest function, 324
lme4 package, 271
lm function, 143, 160, 161, 163,

210–211
margin.table function, 319
nlme package, 278
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prop.table function, 319
rlm function, 337
shapiroTest function, 324
table function, 319
vcd package, 319
wilcox.test function, 327
Contrasts, 232
Formula syntax, 210
Robust regression in, 337
Running a GLM in, 210–211
Specify an interaction, 211
Test for normal distribution, 324

R2, 152, 164
Range of scores, 39
Ratio scale, 22
Relative risk, 316–318
Reliability, 26–28
Repeated measures, 246

Between-subjects effects, 260
Classic (traditional), 252, 258–271
Classic versus mixed model, 252–

258
Cognate variables, 257
Greenhouse-Geisser correction, 269,

271
Huynh-Feldt-Lecoutre correction,

269, 271
Mixed model, 271–278

R, 271, 278–285
Mixed moodel, 254
Types of, 252
Types of), 254
Within-subjects effects, 255, 260

Resampling techniques, 331–335
Bootstrap sampling, 331
Jackknife sampling, 331
Permutation tests, 331–335

Quantitative predictors, 335
Response profiles, 251–252

Level, 252, 269
Shape, 252, 264, 269

Robust regression, 50, 321, 335–337
R, 337
SAS, 336

SAS

GLM
Repeated measures, 260–269

PROC CATMOD, 318
PROC CORR, 327
PROC FREQ, 313, 318, 327
PROC GENMOD, 318
PROC GLM, 143, 176, 206–207
COONTRAST statement, 231
CLASS statement, 206
MODEL statement, 207
SOLUTION argument, 206
Homogeneity of variance test, 160,

161, 163
Oneway ANOVA, 160, 161, 163
Simple regression, 148–152
Specifying interactions, 207

PROC GLMPOWER, 339, 348–
350

PROC MIXED, 273–278
PROC NLIN, 303–305, 307
PROC NPAR1WAY, 327–330
PROC POWER, 339
PROC ROBUSTREG, 336
PROC STANDARD, 328
PROC UNIVARIATE, 324, 328
Test for normal distribution, 324

SBC, see Bayesian information crite-
rion

Scatterplot, 81
Simple regression, 143–155

Multiple groups, 148
Outlier, 146
Reporting results, 154–155

Skewness, 44
Somer’s D, 318
Spearman’s rho, 322, 325, 327
SPSS

GLM, 231
/CONTRAST, 232

Crosstabs, 319, 327
GLM, 143
GLM Command, 207–210
DESIGN paragraph, 208
Specifying interactions, 208

Loglinear, 319
Sample Power, 339
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Test for normal distribution, 324
Stacked data set

see Data set, Stacked, 271
Standard deviation, 41
Standard deviation(, 40
Standard error, 51

Z transform of correlation, 126
Difference between means, 118
Difference between two correlations,

128
Standard error of the mean, 92, 101

Equation for, 100
Stata

fpower, 339
powerreg, 339

Statistic
Definition of, 35

Statistical significance, 50
Statistics

Descriptive, 37–48
Nonparametric, 37
Parametric, 34
Sampling distribution, 35

Strip chart
see Dot plot, 71

Sum of squares, 40, 165–167
Summation operator, 32
Sums of squares

Type I SS, 178, 180–182
Type II SS, 180
Type III SS, 178, 180–182

t
Test

Two independent samples, 344–
346

t
Distribution, 63–65, 115
Test

for βs, 150
Observed mean versus hypoth-

esized mean, 116
Two independeent samples, 118–

121
Test statistic, 105, 107
Tetrachoric correlation, 317

Tolerance, 206
Transformations, 28–30, 69

Log, 29, 160
Logit, 29
Normalizing, 30
of correlation coefficient, 126
Power, 29
Square root, 29, 160

Trimmed data, 49
Two-tailed test, 105, 112–113
Type I Error, 110, 340
Type II Error, 110
Type II error, 340

Validity, 27–28
Variance, 41

Definition, 42
Homogeneity of, 117, 159, 161

Variance inflation factor (VIF), 206
Variance(, 40
Violin plot, 75

Weibull distribution, 61
Wilks lambda (λ), 260, 263, 268

Z
Test

Difference between correlations,
128–129

Observed mean versus hypoth-
esized mean, 116

Significance of correlation, 126–
128

Transform of correlation, 126
Z score(s), 56–61

Equivocal terminology, 61
Z statistic, 101
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