When Cheating Would Make You a Cheater: Implicating the Self Prevents Unethical Behavior

Christopher J. Bryan  
University of California, San Diego

Gabrielle S. Adams  
London Business School

Benoît Monin  
Stanford University

In 3 experiments using 2 different paradigms, people were less likely to cheat for personal gain when a subtle change in phrasing framed such behavior as diagnostic of an undesirable identity. Participants were given the opportunity to claim money they were not entitled to at the experimenters’ expense; instructions referred to cheating with either language that was designed to highlight the implications of cheating for the actor’s identity (e.g., “Please don’t be a cheater”) or language that focused on the action (e.g., “Please don’t cheat”). Participants in the “cheating” condition claimed significantly more money than did participants in the “cheater” condition, who showed no evidence of having cheated at all. This difference occurred both in a face-to-face interaction (Experiment 1) and in a private online setting (Experiments 2 and 3). These results demonstrate the power of a subtle linguistic difference to prevent even private unethical behavior by invoking people’s desire to maintain a self-image as good and honest.

Keywords: moral identity, moral self-image, language and thought, labeling, dishonesty

Supplemental materials: http://dx.doi.org/10.1037/a0030655.supp
of the person’s essential identity (Gelman, Hollander, Star, & Heyman, 2000). Consistent with this, recent research found that exposure to a survey referring to voting in an upcoming election with a self-relevant noun (e.g., “How important is it to you to be a voter [vs. “to vote”] in tomorrow’s election?”) caused more people to vote the next day (Bryan, Walton, Rogers, & Dweck, 2011). Apparently the “voter” wording signaled to participants that, by voting, they could claim a desirable identity, which motivated them to vote. Thus, self-relevant nouns, like cheater and voter, ascribe symbolic significance to behavior, suggesting it has implications for the kind of person one would be by performing it.1

So far, self-relevant noun wording has only ever been shown to cause approach effects (e.g., motivating voting). This leaves open the possibility that the effect is caused not by the motivation to assume an identity but rather by a more purely cognitive self-perception process—that the “voter” wording, for example, caused participants simply to see themselves as voters and they behaved accordingly (Bem, 1972). Such an account would suggest that self-relevant noun wording should always increase people’s tendency to act in line with the noun label. But our theory suggests the opposite prediction in the case of undesirable identities: self-relevant nouns should cause people to avoid the behavior.

**Overview of Research and Theoretical Contributions**

In three experiments, participants engaged in a task with real financial stakes in which they had the opportunity to claim money they were not entitled to and their individual cheating could not possibly be discovered. We manipulated the specific wording used to refer to cheating and predicted that participants would claim more money in the “cheating” than in the “cheater” condition.

Showing this would make important theoretical contributions in several areas of psychology. First, by showing that self-relevant noun wording not only increases the appeal of positive behavior (Bryan et al., 2011) but also decreases the appeal of negative behavior, it would provide support for our emerging theory that such nouns influence behavior by emphasizing its implications for identity. Second, it would provide direct empirical support for recent theoretical models asserting the importance of the self in regulating ethical behavior (Mazar et al., 2008; Monin & Jordan, 2009; Zhong, Lount, & Murnighan, 2010). Third, it would build on the rich tradition of research on causal attribution and correspondent inference (Jones & Nisbett, 1972; Ross, 1977) by showing that manipulating the availability of internal (or person) attributions for people’s own actions—before they even happen—can affect their behavior. Finally, it would contribute to the growing literature examining ways in which small and seemingly incidental features of language have profound effects on the way we think and behave (Dils & Boroditsky, 2010; Fausey & Boroditsky, 2010; Thibodeau & Boroditsky, 2011).

**Experiment 1**

**Method**

**Participants.** Participants were approached on the campus of Stanford University by a student experimenter, who was unaware of the hypotheses, and asked if they would be willing to participate in a 3-min study for a chance to win $5. Fifty-one people agreed; however, participation was limited a priori to people who were native English speakers, which left a final sample of 50 (23 women; M<sub>age</sub> = 22.98 years).

**Procedure.** Participants were randomly assigned to either the “cheater” or the “cheating” condition. The manipulation was embedded in the study instructions. The content of the instructions was identical in the two conditions; the only difference was the specific wording used to refer to cheating:

We’re interested in how common [cheating is/cheaters are] on college campuses. We’re going to play a game in which we will be able to determine the approximate [rate of cheating/number of cheaters] in the group as a whole but it will be impossible for us to know whether you’re [cheating/a cheater].

Next, participants were asked to think of a number from 1 to 10 without revealing the number to the experimenter. Once they had thought of the number, they were told they would receive $5 if their number was even but nothing if it was odd (Williams, Pizarro, & Ariely, 2009). Participants were then asked to reveal their number and paid (or not) as promised. We intentionally paid for even numbers because previous research has found that participants instructed to generate a random number typically show a strong bias toward odd numbers (Kubovy & Psotka, 1976), so we expected that this payment scheme would make more participants lose and face the temptation to cheat.

**Results**

As predicted, only a small proportion of participants in the “cheater” condition reported having thought of an even number (5 of 24, or 20.8%), whereas this proportion more than doubled (13 of 26, or 50.0%) in the “cheating” condition, χ<sup>2</sup>(1) = 4.61, p = .032, w = .30.

To confirm the previously documented bias toward odd numbers (Kubovy & Psotka, 1976), we approached 26 additional participants on Stanford’s campus and simply asked them to think of a number from 1 to 10 with no promise of reward. Few (5 of 26, or 19.2%) thought of an even number, a rate nearly identical to that in the “cheater” condition, p > .89. Thus, it appears that many participants in the “cheating” condition misreported their number and collected money they did not deserve, but there is no evidence that anyone in the “cheater” condition did so.

**Experiment 2**

In Experiment 2, we sought to rule out the possibility that the effect observed in Experiment 1 relies on the presence of another person, which may have triggered self-presentation concerns. Experiment 2 was conducted in the more private and impersonal setting of an online study in which participants never met or expected to meet the experimenters.

Experiment 2 also used a new task (coin flipping) in which the expected outcome in the absence of cheating was more straight-
forward. This allowed us to interpret more directly the difference between wording conditions relative to what would be expected by chance.

Finally, whereas Experiment 1 simply evoked the cheating-vs.-cheater framing in the absence of any direct admonition to the participant (e.g., “It will be impossible for us to know whether you are [cheating/a cheater]”), Experiment 2 tested the bolder prediction that, even when participants in both conditions were directly asked to be honest, “cheater” wording (“Please don’t be a cheater”) would curb dishonesty more effectively than “cheating” wording (“Please don’t cheat”).

Method

Participants. Participants were members of a university-administered online participant pool who volunteered for a study advertised as being about “psychokinesis.” Eighty-eight people volunteered, but four did not meet the a priori criterion that they be native English speakers. Five additional people were excluded for having completed the experiment faster than pilot testing suggested was reasonable for a person participating in good faith (see the online supplemental material for details). Thus, the final sample included 79 participants (62 women; M_age = 39.87 years).

Procedure. Online instructions explained that a recent controversial article claimed to report the first scientific evidence for paranormal phenomena (a vague reference to an article by Bem, 2011, which had received considerable media attention). Participants were told they should find a coin and flip it 10 times, while trying to influence the outcome of each toss with their minds, making the coin land heads as often as possible. They were told that to ensure that they were “properly motivated,” they would receive $1 for every toss landing heads. To forestall any perception of experimental demand to cheat, the instructions signaled that the present experimenters were skeptical that psychokinesis is real. Participants were randomly assigned to either the “cheater” or the “cheating” condition. The manipulation was embedded in the instructions that followed:

NOTE: Please don’t [cheat/be a cheater] and report that one or more of your coin flips landed heads when it really landed tails! Even a small [amount of cheating/number of cheaters] would undermine the study, making it appear that psychokinesis is real.

The instructions acknowledged that the laws of probability dictate that people would, on average, make 50% of their coin tosses heads. They then told participants that the experiment was an “impression management” study; Experiment 1 was designed to test whether the “cheating” condition decreased cheating in the “cheater” condition and not from increased cheating in the “cheating” condition. To further rule out impression management, we also ensured that participants would feel anonymous and disconnected from the experimenters by using an ad hoc sample with no relationship to the university.

Results

As predicted, participants in the “cheating” condition claimed to have obtained significantly more heads (M = 5.49, SD = 1.25) than did those in the “cheater” condition (M = 4.88, SD = 1.38), t(77) = 2.06, p = .043, d = 0.46. Moreover, the mean number of heads reported in the “cheating” condition was significantly higher than the 5.00 that would be expected by chance, t(38) = 2.43, p = .020, d = 0.39, suggesting that cheating occurred. The average number of heads reported in the “cheater” condition was not different from chance, t(39) = 0.570, p > .50 (see Figure 1A).

Although we observed dishonesty in the “cheating” condition, the “cheater” wording apparently eliminated it completely. Furthermore, by replicating the essential finding from Experiment 1 in a relatively anonymous setting, Experiment 2 demonstrates that self-relevant noun wording reduces cheating even when it merely raises the private specter of taking on an undesired identity.

Experiment 3

Experiment 3 replicated the design of Experiment 2, adding a baseline condition with no reference to cheating. This allowed us to test whether the “cheating” condition had any effect relative to no message at all and to ascertain that our effect results from decreased cheating in the “cheater” condition and not from increased cheating in the “cheating” condition. To further rule out impression management, we also ensured that participants would feel anonymous and disconnected from the experimenters by using an ad hoc sample with no relationship to the university.

Method

Participants. Participants were users of Facebook in the United States who clicked on an advertisement for a “Stanford web study.” Of 154 volunteers, 131 met the a priori criterion that they be native English speakers. Of those, 99 (54 women; M_age = 22.94 years) also met our completion time criterion for good-faith participation (see the online supplemental material for details).

Procedure. The procedure was identical to that in Experiment 2 except that a baseline condition was added in which cheating was not mentioned.

Results

The omnibus effect of condition was significant, F(2, 96) = 4.38, p = .015. Participants in the “cheating” condition claimed to

![Figure 1](image-url)
have obtained significantly more heads ($M = 6.22$, $SD = 1.55$) than did participants in the “cheater” condition ($M = 5.23$, $SD = 1.18$), $t(96) = 2.52, p = .013, d = 0.71$. Participants in the baseline condition also claimed to have obtained significantly more heads ($M = 6.31$, $SD = 1.72$) than did participants in the “cheater” condition, $t(96) = 2.95, p = .004, d = 0.66$. The numbers of heads claimed in the “cheating” and baseline conditions were similar, $t(96) = 0.25, p > .80$.

Further, the numbers of heads claimed in both the “cheating” and the baseline conditions were significantly higher than chance, $t(36) = 4.79, p < .0005$, $d = 0.79$, and $t(35) = 4.55, p < .0005$, $d = 0.78$, respectively. Finally, there was no evidence of cheating in the “cheater” condition; the number of heads claimed in that condition was not different from chance, $t(25) = 1.00, p > 0.30$ (see Figure 1B; see the online supplemental material for additional analyses).

**Discussion**

In three studies, we showed that simply using the self-relevant noun *cheater* rather than the verb (or verbal noun) *cheating* to refer to unethical behavior curbed cheating. In Experiment 1, participants in the “cheater” condition were half as likely to say they had thought of a winning number as were those in the “cheating” condition. In Experiments 2 and 3, participants in the “cheater” condition reported that their coin flipping resulted in chance rates than did participants in the “cheater” condition; the number of heads claimed in that condition was not different from chance, $t(25) = 1.00, p > 0.30$ (see Figure 1B; see the online supplemental material for additional analyses).

One intriguing finding is that direct appeals for honesty that used *cheating*-based wording were completely ineffective. In Experiment 3, participants cheated to the same degree in the “cheating” condition as they did in the baseline condition, where there was no appeal for honesty. But a simple shift to self-relevant noun wording appears to have eliminated cheating completely. This may be because, in this online context, the most salient rationale for honesty in the “cheating” condition was that someone the participant had never met and had no reason to care about was asking him or her not to cheat. But the *cheater*-based appeal changed the significance of cheating, suggesting it would say something about the participant’s identity. It is fascinating to consider that institutions may unwittingly greatly moderate the effectiveness of such admonitions with arbitrary choices between seemingly equivalent phrasings (e.g., “Please don’t litter” vs. “Please don’t be a litterbug”; “Don’t drink and drive” vs. “Don’t be a drunk driver”). Awareness of the effect documented here holds the promise of increasing the effectiveness of appeals for prosocial behavior at little cost.

That the transgressions committed by participants in the “cheating” and baseline conditions were relatively minor does not diminish the importance of these findings. Indeed, Ariely (2012) argued that such minor transgressions, committed frequently and by large numbers of people, compose the lion’s share of society’s dishonesty. The fact that the *cheater* wording reduced cheating to the extent that none could be detected suggests the enormous potential of such subtle language manipulations to curb socially harmful behavior on a large scale.

Although the potential of self-relevant noun wording to reduce the incidence of unethical behavior in society is exciting, it is important to consider a possible risk our theory suggests might be associated with such techniques. Because such wording signals that cheating has implications for identity, it is unclear what the effect might be on someone who is exposed to this treatment and then goes on to cheat anyway. Such a person might come to see being a cheater as part of his or her identity (Miller, Brickman, & Bolen, 1975) and be more likely to cheat in the future.

In conclusion, these findings add to an emerging perspective suggesting that the self plays a central role in governing ethical behavior. Further, this effect demonstrates how even subtle linguistic cues can prevent dishonesty by harnessing people’s desire to maintain a view of themselves as ethical and honest. This suggests the potential for simple interventions to help curb dishonest behavior in society.

**References**


Perceiving the causes of behavior (pp. 79–94). Morristown, NJ: General Learning Press.


Received April 23, 2012
Revision received September 20, 2012
Accepted September 22, 2012